


Schriften des Forschungszentrums Jülich
Reihe Modeling and Simulation Band / Volume 15



Forschungszentrum Jülich GmbH
Peter Grünberg Institute
Jülich Supercomputing Centre

Understanding Correlated Materials with DMFT

Autumn School organized by
the Peter Grünberg Institute
at Forschungszentrum Jülich
22 – 26 September 2025

Schriften des Forschungszentrums Jülich
Modeling and Simulation Band / Volume 15

ISSN 2192-8525  ISBN 978-3-95806-813-1

Lecture Notes of the Autumn School on  
Correlated Electrons 2025

Eva Pavarini, Erik Koch, Alexander Lichtenstein, and Dieter Vollhardt (Eds.)



Bibliographic information published by the Deutsche Nationalbibliothek.
Die Deutsche Nationalbibliothek lists this publication in the Deutsche  
Nationalbibliografie; detailed bibliographic data are available in the Internet 
at http://dnb.d-nb.de.

Publisher: Forschungszentrum Jülich GmbH
 Jülich Supercomputing Centre
 
Cover Design: Grafische Medien, Forschungszentrum Jülich GmbH

Printer: Schloemer & Partner GmbH, Düren

Copyright: Forschungszentrum Jülich 2025

Distributor: Forschungszentrum Jülich  
 Zentralbibliothek, Verlag  
 52425 Jülich
 Phone +49 (0)2461 61-5368 · Fax +49 (0)2461 61-6103 
 e-mail: zb-publikation@fz-juelich.de
 www.fz-juelich.de/zb

Schriften des Forschungszentrums Jülich
Reihe Modeling and Simulation, Band / Volume 15

ISSN 2192-8525
ISBN 978-3-95806-813-1

Vollständig frei verfügbar über das Publikationsportal des Forschungszentrums Jülich (JuSER) unter  
www.fz-juelich.de/zb/openaccess

 This is an Open Access publication distributed under the terms of the Creative Commons Attribution License 4.0,  
 which permits unrestricted use, distribution, and reproduction in any medium, provided the original work is properly cited.



Contents
Preface

1. Understanding Correlated Materials with Lattice Fermions in Infinite Dimensions
Dieter Vollhardt

2. Density Functional Theory for the Sceptical
Robert Jones

3. Dynamical Mean-Field Theory for Materials
Eva Pavarini

4. Hund’s Metal Physics in the Iron-Based Superconductors
Luca de’ Medici

5. DMFT for Moiré Systems
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Preface
Dynamical mean-field theory (DMFT) has established itself as the method of choice for un-
derstanding emergent phases in correlated materials. In fact, its combination with density-
functional theory (DFT) via the construction of materials-specific many-body Hamiltonians has
opened the path to the description of correlation effects beyond the level of generic models.
This, together with the development of powerful quantum-impurity solvers, and the help of
modern massively-parallel supercomputers, provides powerful tools for unraveling correlation
effects and has revolutionized the field of correlated materials science. The goal of this year’s
school is to provide students with an overview of the method and its application to materials,
with a view towards the future of many-body simulations. The program will start with fun-
damental models and concepts, introducing the Hubbard model, density-functional theory and
the principles of DMFT. More advanced lectures will focus on the DFT+DMFT technique and
its extensions. Specialized lectures will then demonstrate how the approach can be used to
identify the mechanism of paradigmatic emergent phenomena in materials: non-conventional
superconductivity, orbital ordering, Mott phases, disorder, Hund’s metal behavior, and pseudo-
gap phases. The topics will be treated with a focus on explaining key experiments in a realistic
setting and with an outlook on materials design.

A school of this size and scope requires backing from many sources. We are very grateful
for all the practical and financial support we have received. The Peter Grünberg Institute at the
Forschungszentrum Jülich and the Jülich Supercomputing Centre provided the major part of the
funding and were vital for the organization of the school as well as for the production of this
book. The Institute for Complex Adaptive Matter (ICAM) continued also this year to support
the school and supplied additional funds.

The nature of a school makes it desirable to have the lecture notes available when the lectures
are given. This way students get the chance to work through the lectures thoroughly while their
memory is still fresh. We are therefore extremely grateful to the lecturers that, despite tight
deadlines, provided their manuscripts in time for the production of this book. We are confident
that the lecture notes collected here will not only serve the participants of the school but will
also be useful for other students entering the exciting field of strongly-correlated materials.

We are grateful to Mrs. J. Timmer of the Verlag des Forschungszentrum Jülich and to Mrs.
D. Mans of the Grafische Betriebe for providing their expert support in producing the present
volume on a tight schedule. We heartily thank our students and postdocs who helped with
proofreading the manuscripts, often on quite short notice: Elaheh Adibi, Amit Chauhan, Qiwei
Li, and Xue-Jing Zhang.

Finally, our special thanks go to Dipl.-Ing. R. Hölzle for his invaluable advice on the innu-
merable questions concerning the organization of such an endeavor, and to Mrs. L. Snyders for
expertly handling all practical issues.

Eva Pavarini, Erik Koch, Alexander Lichtenstein, and Dieter Vollhardt

August 2025
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1.2 Dieter Vollhardt

1 Electronic correlations

1.1 Correlated materials

The effective interaction between electrons in solids differs significantly from the bare classical
Coulomb interaction, since it depends not only on material-specific properties such as the elec-
tronic band structure and screening but, more generally, on exchange and correlation effects.
Materials whose properties are strongly influenced by electronic correlations are referred to as
“correlated electron materials”, or simply “correlated materials”.
It has long been known that correlation effects are strong in materials with partially filled d and f
electron shells and narrow energy bands as in the 3d transition metals [1] or the rare–earths [2]
and their compounds. But more recently it was found that strong electronic correlations can
occur even in materials without transition metal or rare-earth elements, such as “Moiré” (or,
more generally, twisted) van der Waals heterostructures [3].
Electronic correlations in solids often result in complex physics such as heavy fermion behavior
and unconventional superconductivity [4], especially high temperature superconductivity [5],
colossal magnetoresistance [6], Mott metal-insulator transitions [7], the fractional quantum Hall
effect [8], and Fermi liquid instabilities [9]. The recent discovery of correlation phenomena and
rich phase diagrams in Moiré heterostructures [3] has further increased the interest in correlation
physics.
The exceptional properties of correlated materials are not only of interest for fundamental re-
search but may also be relevant for technological applications. Namely, the unusual sensitiv-
ity of correlated electron materials upon changes of external parameters such as temperature,
pressure, electromagnetic fields, and doping can be employed to develop materials with useful
functionalities [10]. For example, Moiré heterostructures may enable “twistronics”, a new ap-
proach to device engineering [11]. Consequently there is a great need for the development of
appropriate models and theoretical investigation techniques which allow for a comprehensive
and at the same time reliable exploration of correlated materials [12].

1.2 The many-electron problem

The investigation of electronic correlation effects in solids requires the application of quan-
tum many-body theory for electrons (“many-electron theory”). This is faced by two closely
connected problems: the need for a sufficiently simple model of correlated electrons and its
solution. Progress in this direction was remarkably slow.1 A microscopic model of corre-

1Given the fact that the Heisenberg model [13], which explains ferromagnetic order of localized spins in solids
as the result of quantum-mechanical exchange processes, had been introduced already in 1928, and Bloch’s [14]
subsequent observation that a model for ferromagnetism in 3d transition metals had to include the mobile nature
of the electrons, one might naively expect that this set the stage for the rapid formulation of a correlated electron
model and its approximate investigation. But this was not the case (for a historical review of the evolution of
the quantum-mechanical theory of metals from 1928 to 1933, which describes the conceptual problems of that
time, see ref. [15]). One reason for the slow development of a many-electron theory was that in the 1930s and
40s nuclear physics attracted more attention than solid-state physics, with a very specific focus of research during
the 2nd World War. But apart from that, the sheer complexity of the many-body problem itself did not allow for
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lated electrons did not emerge until 1963, when a lattice model was proposed independently by
Gutzwiller [17], Hubbard [18], and Kanamori [19] to explain ferromagnetism in 3d transition
metals. Today this model is referred to as “Hubbard model”.

2 The minimal model for interacting lattice electrons

Fermionic particles that move and interact on a lattice rather than in the continuum are referred
to as “lattice fermions”. The minimal microscopic model of interacting lattice fermions is
the single-band Hubbard model. The Hamiltonian consists of the kinetic energy Ĥ0 and the
interaction energy Ĥint (in the following operators are denoted by a hat)

Ĥ = Ĥ0 + Ĥint, (1a)

Ĥ0 =
∑

Ri,Rj ,σ

tij ĉ
†
iσ ĉjσ =

∑
k,σ

εkn̂kσ, (1b)

Ĥint = U
∑
Ri

n̂i↑n̂i↓ ≡ UD̂. (1c)

Here ĉ†iσ(ĉiσ) are creation (annihilation) operators of fermions with spin σ at site Ri (for sim-
plicity denoted by i), n̂iσ = ĉ†iσ ĉiσ, and D̂ =

∑
Ri
D̂i is the operator of total double occupation

of the system with D̂i = n̂i↑n̂i↓ as the operator of double occupation of a lattice site i. The
Fourier transform of the kinetic energy in (1b), where tij is the amplitude for hopping between
sites i and j, defines the dispersion εk and the momentum distribution operator n̂kσ with k as
the wave vector. In the following the hopping is restricted to nearest-neighbor sites i and j, such
that −t ≡ tij . A schematic picture of the Hubbard model is shown in Fig. 1.

2.1 Unique features of the Hubbard model

In the Hubbard model the Coulomb interaction between two electrons is assumed to be so
strongly screened that it can be described by a local interaction U which occurs only on a lattice
site.2 Due to the Pauli exclusion principle such an on-site interaction is only possible if the
two electrons have opposite spin. Thus it seems as if the interaction between the electrons
was spin-dependent. But the Coulomb interaction is, of course, a spin-independent two-body
interaction; the fact that the operators in (1c) contain spin indices is merely a consequence of
the quantum mechanical treatment of electrons in a localized basis. A special feature of a purely

quick successes. High hurdles had to be overcome, both regarding the development of appropriate mathematical
techniques (field-theoretic and diagrammatic methods, Green functions, etc.) and physical concepts (multiple scat-
tering, screening of the long-range Coulomb interaction, quasiparticles and Fermi liquid theory, electron-phonon
coupling, superconductivity, metal-insulator transitions, disorder, superexchange, localized magnetic states in met-
als, etc.). A discussion of the many-body problem and of some of the important developments up to 1961 can be
found in the lecture notes and reprint volume by Pines [16].

2For that reason the Hubbard model applies particularly well to cold fermionic atoms in optical lattices where
the bare interaction is indeed extremely short-ranged [20].
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Fig. 1: Schematic illustration of interacting electrons in a solid described by the Hubbard
model. The ions enter only as a rigid lattice, here represented by a square lattice. The elec-
trons, which have mass, negative charge, and spin (↑ or ↓), are quantum particles which tunnel
(“hop”) from one lattice site to the next with a hopping amplitude t. Together with the lattice
structure this determines the band structure of the non-interacting electrons. The quantum dy-
namics leads to fluctuations in the occupation of lattice sites as indicated by the sequence at the
bottom: a lattice site can either be unoccupied, singly occupied (↑ or ↓), or doubly occupied.
When two electrons meet on a lattice site, which is only possible if they have opposite spins
because of the Pauli exclusion principle, they encounter a local interaction U.

local interaction is its complete independence of the lattice structure and spatial dimension of
the system.
The physics described by the Hubbard model is clearly very different from that of electrons with
a long-range Coulomb interaction in the continuum. Therefore the Hubbard model is far from
obvious. Its formulation required fundamentally new insights into the nature of the many-body
problem of interacting fermions (see footnote 1). In particular, screening is a basic ingredient
of the many-body problem of metals.3

While the kinetic energy Ĥ0 is diagonal in momentum space and reflects the wave nature of
the electrons, the interaction energy Ĥint is diagonal in position space and characterizes their
particle properties. In view of the uncertainty principle the two parts of the Hamiltonian are
therefore maximally “quantum incompatible”.

3It should be noted that Anderson had introduced the main ingredient of the Hubbard model, namely a local
interaction between spin-up and spin-down d electrons with strength U, already in his 1959 paper on the theory of
superexchange interactions [21] and, even more explicitly in his 1961 paper on localized magnetic states in metals,
where he formulated a model of s and d electrons referred to today as “single impurity Anderson Model” (SIAM)
or “Anderson impurity model” (AIM) [22]. The latter paper inspired Wolff [23] to study the formation of localized
magnetic moments in dilute alloys in terms of a model with a single-band of noninteracting d electrons which can
interact only on a single site. In this sense the Hubbard model could be called “periodic Wolff model” in analogy
to the standard terminology “periodic Anderson model”, which generalizes the AIM by extending the interaction
to all sites of the lattice. Apparently Gutzwiller, Hubbard and Kanamori did not know the earlier work of Anderson
and Wolff; at least they did not refer to their papers.
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The Coulomb interaction between electrons with equal spin direction, e.g., on neighboring sites,
is not described by the Hubbard model, but can be easily included. Similarly, the model can
be generalized to more than one band. Indeed, in a Wannier basis the Hubbard model can be
derived systematically from a general Hamiltonian of interacting electrons which consists of
a kinetic energy, the ionic potential Uion(r), and the two-body Coulomb interaction Vee(r−r′)
[18]; for a discussion see ref. [24].
As mentioned above, the Hubbard model was originally introduced to provide a microscopic
explanation of ferromagnetism in 3d transition metals [17–19]. Indeed, taken by itself the
Hubbard interaction favors a ferromagnetic ground state, since this corresponds to the state with
the lowest (zero) energy due to the absence of doubly occupied sites. However, this argument
ignores the other term in the Hamiltonian, the kinetic energy. While the lattice structure and
spatial dimension do not influence the Hubbard interaction, they play a very important role in
the kinetic energy, where they determine, for example, the density of states of the electronic
band at the Fermi energy (see section 5).
The single-band Hubbard model is the fundamental lattice model of interacting fermions.4 As
a consequence, many well-known models can be derived from it in special limits of the model
parameters. For example, at half filling and in the limit U � t the Hubbard model corresponds
to the Heisenberg model with antiferromagnetic exchange coupling J = 4t2/U.

2.1.1 How can the Hubbard model be solved?

In spite of the extreme simplifications of the Hubbard model compared with interacting elec-
trons in a real solid, the model still cannot be solved analytically, except in dimension d= 1

for nearest-neighbor hopping [25]. For dimensions d= 2, 3 comprehensive analytic solutions
of the Hubbard and related models are not available. This is due to the complicated quantum
dynamics and, in the case of fermions, the non-trivial algebra introduced by the Pauli exclusion
principle.
In view of the fundamental limitations of exact analytical approaches one might hope that, at
least, modern supercomputers can provide detailed numerical insights into the thermodynamic
and spectral properties of correlated fermionic systems. However, classical computers are fun-
damentally limited by the exponential growth of the Hilbert space with system size. Therefore
they can solve the Hubbard model and related correlation models only on finite, often rather
small lattices and in certain parameter regimes (here “solving” means calculating the ground
state energy and correlation functions, simulating dynamics and mapping out phase diagrams).5

In principle, quantum computers will be able solve many-electron models much more efficiently
than classical computers. However, there are still significant challenges. In particular, improve-

4More generally, the Hubbard model is the fundamental lattice model of quantum particles, since it may also
be used for interacting bosons [20].

5Recently significant progress was made in the case of the three-dimensional Hubbard model at half-filling,
where numerically exact auxiliary-field Quantum Monte Carlo computations of magnetic, thermodynamic, and
dynamical properties have become possible for lattices up to 203 sites [26]. However, more complicated fermionic
lattice models in d=3, especially models for realistic materials with many orbitals and energy bands, can be solved
only on much smaller lattices.
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ments in error correction, hardware scaling, and algorithm design will be necessary before it is
possible to study large, realistic systems. Therefore quantum computers are not yet capable of
accurately computing physical properties of large, realistic correlated electron systems beyond
what classical methods can handle [27].
This shows very clearly that there is still a great need for analytically tractable, non-perturbative
approximation schemes, which are applicable for all input parameters. Moreover, to understand
the characteristic physical properties of a many-body problem “good” approximations are re-
quired.6 Here mean-field theories play an important role.

3 Mean-field theories for the many-electron problem

In the theory of classical and quantum many-body systems an overall description of the proper-
ties of a model is often obtained within a mean-field theory. A mean-field theory is an approxi-
mation, where each particle (electron, spin, etc.) is assumed to experience an average (“mean”)
field created by all other particles, rather than the explicit particle-particle interaction. Although
the term is frequently used it is not well defined, since there exist numerous ways to derive such
theories. One construction scheme is based on the factorization of the interaction, as in the case
of the mean-field theory for the Ising model for classical spins, or the Hartree-Fock theory for
electronic models (see below). The factorization (“decoupling”) implies a neglect of fluctua-
tions (or of the correlation of fluctuations), which reduces the original many-body problem to
a solvable “independent-particle” problem, where a single particle now interacts with a mean
field provided by the other particles. Mean-field theories are a powerful first step for analyzing
many-body systems; they provide qualitative insights and make calculations tractable.

3.1 Hartree-Fock theory

Hartree-Fock theory is an independent-electron approximation which, mathematically, may be
interpreted in two different ways. Starting from the Hamiltonian level, it can be viewed as a
factorization of the electron-electron interaction, whereby the actual many-electron problem is
reduced to one where each electron now moves in a mean field (or mean potential) generated
by all other electrons. This simplified problem is then solvable, the solution being given by the
Hartree-Fock wave function, i.e., a single Slater determinant of one-electron spin-orbitals which
ensures that the wave function remains antisymmetric under electron exchange, satisfying the
Pauli exclusion principle. Alternatively, starting from the wave function, Hartree-Fock theory
may be viewed as an approximation of the total N -electron wave function as a single Slater
determinant of one-electron spin-orbitals. Applying this wave function to the electron-electron
interaction corresponds to a decoupling of the interaction. Both views lead to the same results.

6Approximations are useful not only per se, but also because they allow us to better understand the key features
of a complicated physics problem. As Peierls wrote: “... the art of choosing a suitable approximation, of checking
its consistency and finding at least intuitive reasons for expecting the approximation to be satisfactory, is much
more subtle than that of solving an equation exactly” [28].
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While Hartree-Fock theory respects the Pauli principle, it neglects interaction-induced correla-
tions between the electrons due to the decoupling/factorization procedure on which the approx-
imation is based. Hence Hartree-Fock theory is a static mean-field approximation.7

To account for electronic correlation effects one must go beyond Hartree-Fock theory. Wigner
[29] was apparently the first who tried to calculate the contribution of the mutual electronic
interaction to the ground state energy beyond the Hartree-Fock result, which he referred to as
“correlation energy”. The correlation energy is defined asEcorr = Eexact−EHF whereEexact is the
exact non-relativistic electronic energy and EHF is the Hartree-Fock energy. Since Hartree-Fock
theory does not include electron correlations, one always has Ecorr < 0.

3.2 Infinite dimensions and mean-field behavior

Another, in general unrelated, mean-field construction scheme makes use of the simplifications
that occur when some parameter is assumed to be large (in fact, infinite), whereby fluctuations
are suppressed. In this case a particle no longer experiences the actual, fluctuating interaction
with the other particles, but feels the interaction only as a “mean field”. Depending on the model
this parameter can be the length of the spins S, the spin degeneracy N, the spatial dimension
d, or the coordination number Z, i.e., the number of nearest neighbors of a lattice site.8, Mean-
field theories obtained in such a limit, supplemented if possible by an expansion in the inverse
of the large parameter, can provide valuable insights into the fundamental properties of a model.
Perhaps the best-known mean-field theory in many-body physics is the “Weiss molecular-field
theory” for the Ising model (see below). It is a prototypical “single-site mean-field theory”
which becomes exact in the limit of infinite coordination number Z or infinite dimension d.
It should be noted that the coordination number of a three-dimensional lattice can already be
quite large, e.g., Z = 6 for a simple cubic lattice, Z = 8 for a bcc lattice and Z = 12 for an
fcc-lattice.
Investigations of many-particle models in the limit d, Z →∞ do not go far back in time. In fact,
Z was originally regarded as a measure of the range of the interaction between spins in the Ising

7The conclusion that Hartree-Fock theory does not include correlations calls for further discussion. The anti-
symmetry of the Hartree-Fock wave function required by the Pauli principle keeps electrons with equal spin apart,
and thereby leads to a reduced probability of finding two electrons with the same spin close together in position
space (“Pauli hole”). This corresponds to a spatial correlation, implying that Hartree-Fock theory does include
a specific form of (static) correlation – at least for electrons with the same spin. However, this correlation is a
result of the Fermi-Dirac statistics, i.e., is due to the effective quantum mechanical exchange interaction between
indistinguishable electrons and is not caused by a classical force such as the Coulomb repulsion, which makes
all electrons avoid each other (“Coulomb hole”) regardless of spin to reduce the energy. The approximation of
the many-electron wave function as a single Slater determinant means that each electron experiences an averaged
potential rather than explicit electron-electron interactions. This neglects the instantaneous Coulomb interaction
between electrons (i.e., the Hartree-Fock wave function does not adjust to the instantaneous repulsion), leading
to an overestimation of the total energy. In particular, correlations among electrons with opposite spin are then
completely missing. Therefore Hartree-Fock theory is a static mean-field approximation which does not describe
(dynamic) electronic correlations between the electrons.

8For regular lattices both a dimension d and a coordination number Z can be defined. The coordination number
Z is then determined by the dimension d and the lattice structure. But there exist other lattice-like structures, such
as the Bethe lattice, which cannot be associated with a physical dimension d, although a coordination number Z is
well-defined.



1.8 Dieter Vollhardt

model, and thus of the number of spins in the range of the interaction [30]. In this case the limit
Z → ∞ describes an infinitely long-ranged interaction. Since a particle or spin then interacts
with infinitely many other particles or spins (which are all “neighbors”, i.e., the system has
“infinite connectivity”), this limit was originally referred to as “limit of high density” [30] and
only later as “limit of infinite dimensions” [31]. Thereafter the Ising model and other classical
models were investigated on general d-dimensional hypercubic lattices. Today Z denotes the
coordination number, i.e., the number of nearest neighbors.
Mean-field theories derived in the limit of infinite coordination number Z or dimension d pro-
vide an approximate solution of the many-body problem which retains characteristic features
of the problem in d <∞ and provides insights into the (unknown) solution in d = 3. This will
now be illustrated by the Ising model in infinite dimensions.

3.2.1 Ising model

To explain ferromagnetism in three-dimensional solids from a microscopic point of view, Ising
investigated a minimal model of interacting classical spins with a non-magnetic interaction
between neighboring elementary magnets [32]. The Hamiltonian function for the Ising model
with coupling J between two nearest-neighbor spins at lattice sites Ri, Rj is given by

H = −1

2
J
∑
〈Ri,Rj〉

SiSj, (2)

where we assume ferromagnetic coupling (J > 0) and 〈Ri,Rj〉 indicates summation over
all nearest-neighbor sites (the factor 1/2 prevents double counting of sites). This can also be
written as

H = −
∑
Ri

hiSi, (3)

where now every spin Si interacts with a site-dependent, i.e., locally fluctuating, field

hi = J

(i)∑
Rj

Sj (4)

generated by the coupling of the spin Si to its neighboring sites; here the superscript (i) on the
summation symbol indicates summation over the Z nearest-neighbor sites of Ri.

Mean field theory of the Ising model In mean-field theory the interaction of a spin with its
local field in (3) is decoupled (factorized), i.e., hi is replaced by a mean field hMF, which leads
to the mean-field Hamiltonian

HMF = −hMF

∑
Ri

Si + Eshift . (5)

Now a spin Si interacts only with a global field hMF = JZS (the “molecular” or “Weiss” field),
where S ≡ 〈Si〉 = (1/L)

∑L
i=0 Si is the average value of Si, Eshift = LJZS2/2 is a constant

energy shift, and L is the number of lattice sites of the system.
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Fig. 2: Already in three dimensions (d = 3) can the coordination number Z of a lattice be
quite large, as in the face-centered cubic lattice shown on the left, where Z = 12. In the limit
Z → ∞, or equivalently d → ∞, the Ising model effectively reduces to a single-site problem
where the fluctuating local field hi is replaced by a static global (“molecular”) mean field hMF.

Next we show that in infinite dimensions or for infinite coordination number Z this decoupling
arises naturally. First we have to rescale the coupling constant J as

J =
J∗

Z
, J∗ = const. (6)

With this “classical scaling” hMF and the energy (or the energy density in the thermodynamic
limit) remain finite in the limit Z →∞. Writing Si = S+δSi, where δSi is the deviation of Si
from its average S, (4) becomes hi = J∗

(
S+∆Si

)
, where

∆Si =
1

Z

(i)∑
Rj

δSj (7)

is the sum of the fluctuations δSj of the Z nearest-neighbor spins of Si per nearest neighbor.
These fluctuations are assumed to be uncorrelated, i.e., random. The law of large numbers then
implies that the sum increases only as

√
Z for Z → ∞, such that ∆Si altogether decreases as

1/
√
Z in this limit. As a consequence the local field hi can indeed be replaced by its mean hMF

(central limit theorem). Hence the Hamiltonian function (5) becomes purely local

HMF =
∑
Ri

Hi + Eshift , (8)

where Hi = −hMF Si. Thereby the problem reduces to an effective single-site problem (see
Fig. 2). We note that S corresponds to the magnetization m of the system (S ≡ m). In the
paramagnetic phase, where m = 0, the mean field hMF vanishes; hence (5) and (8) are only
non-trivial in the presence of ferromagnetic order.

The self-consistent equation of the mean-field theory The magnetization m is obtained
from the partition function of the mean-field Hamiltonian (5) as m = tanh(βhMF) where β =
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1/(kBT ). The condition hMF = JZS ≡ J∗m then yields the well-known self-consistent
equation for the magnetization m as

m = tanh
(
βJ∗m

)
. (9)

The mean-field theory is seen to become exact in the limit of infinite coordination number Z or
dimension d.9

In this case 1/Z or 1/d serve as a small parameter which can be used, in principle, to improve the
mean-field theory systematically (see section 7.1 of ref. [33]). This mean-field theory contains
no unphysical singularities, is applicable for all values of the input parameters (temperature
and/or external magnetic field) and is often viewed as the prototypical mean-field theory in
statistical mechanics.

4 Static approximations for the Hubbard model

4.1 Factorization approach: Hartree mean-field theory

Lattice fermion models such as the Hubbard model are much more complicated than models
with localized spins. Therefore the construction of a mean-field theory with the comprehensive
properties of the mean-field theory of the Ising model will be more complicated, too. The sim-
plest static mean-field theory of the Hubbard model is the Hartree approximation (an exchange
(Fock) term does not arise in this case since the Hubbard interaction acts only for electrons
with opposite spin on the same lattice site) [34]. To clarify the characteristic features of this
mean-field theory we proceed as in the derivation of the mean-field theory of the Ising model
and factorize the interaction term. To this end we rewrite the Hubbard interaction in the form of
(3), i.e., we let an electron with spin σ at site Ri interact with a local field ĥiσ (ĥiσ is an operator
and therefore a dynamic variable) produced by an electron with opposite spin on that site

Ĥint =
∑
Ri,σ

ĥiσn̂iσ, (10)

where ĥiσ = 1
2
Un̂i,−σ (the factor 1/2 is due to the summation over both spin directions). Next

we replace the operator ĥiσ by its expectation value
〈
ĥiσ
〉
, now a real number, and obtain the

single-particle (“mean-field”) Hamiltonian

ĤMF = Ĥkin +
∑
Ri,σ

〈
ĥiσ
〉
n̂iσ + Eshift , (11)

where Eshift is a constant energy shift. Now a σ-electron at site Ri interacts only with a local
static field

〈
ĥiσ
〉

= 1
2
U〈n̂i−σ〉, which can be determined self-consistently using the single-

particle Hamiltonian (11). The above decoupling of the operators corresponds to the Hartree
approximation whereby correlated fluctuations on the site Ri are neglected.

9Due to the simplicity of the Ising model, the limits of infinite dimensions d and of infinitely long-ranged spin
coupling J both yield the same mean-field theory. However, for more complicated models, in particular quantum
models with itinerant degrees of freedom, this will generally not be the case.
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It should be noted that although (11) is now an effective single-particle problem it can generally
not be solved exactly since the mean field 〈ĥiσ〉 may vary from site to site, leading to solu-
tions without long-range order. This is a new feature originating from the quantum-mechanical
kinetic energy in the Hamiltonian.
The Hartree approximation is valid in the weak-coupling limit (U → 0) and/or low-density limit
(n → 0), but clearly does not become exact in the limit d → ∞, since the Hubbard interaction
between two electrons is purely local and hence does not dependent on the spatial dimension.
Therefore the physics behind the factorizations (8) and (11) is very different. Namely, (8)
describes the decoupling of a spin from a bath of infinitely many neighboring spins whose
fluctuations become unimportant in the limit d→∞, while (11) corresponds to the decoupling
of an electron from one other electron (with opposite spin) on the same site.
While the Hartree approximation is useful for investigations at weak coupling, it will lead to
fundamentally incorrect results at strong coupling when the double occupation of a lattice site
becomes energetically very unfavorable and is therefore suppressed. Indeed, a factorization of
the local correlation function 〈n̂i↑ n̂i↓〉 → 〈n̂i↑〉〈n̂i↓〉 eliminates correlation effects generated by
the local quantum dynamics (see footnote 7). Hence the nature of the Hartree mean-field theory
of spin-1

2
electrons with a local interaction is very different from the Weiss mean-field theory of

spins with nearest-neighbor coupling.

4.2 Variational approach: Gutzwiller wave function

Another useful approximation scheme for quantum many-body systems makes use of varia-
tional wave functions [35]. Starting from a physically motivated many-body trial wave function
the energy expectation value is calculated and is then minimized with respect to the variational
parameters. Although variational wave functions usually yield only approximate results, they
have several advantages: they are physically intuitive, can be custom tailored to a particular
problem, can be used even when standard perturbation methods fail or are inapplicable, and
provide a rigorous upper bound for the exact ground state energy by Ritz’s variational principle.
To investigate the properties of the electronic correlation model (1) (which, actually, Gutzwiller
was the first to introduce [17], but which was later named after Hubbard), Gutzwiller also pro-
posed a simple variational wave function [17]. This “Gutzwiller wave function” introduces
correlations into the ground-state wave function for non-interacting electrons through a corre-
lation factor—a local operator in real space—which is constructed from the double occupation
operator D̂, (1c), as

|ΨG
〉

= gD̂
∣∣FG

〉
=
∏
Ri

[
1− (1−g)D̂i

]∣∣FG
〉
. (12)

Here |FG〉 is the wave function of the non-interacting Fermi gas and g is a variational parameter
with 0 ≤ g ≤ 1. The projector gD̂ globally reduces the amplitude of those spin configurations
in |FG〉 with too many doubly occupied sites for given repulsion U. The limit g = 1 describes
the non-interacting case, while g → 0 corresponds to U →∞.
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The Gutzwiller wave function can be used to calculate the expectation value of an operator, e.g.,
the ground state energy of the Hubbard model, (1), as

EG(g, U) ≡ 〈ΨG|Ĥ|ΨG〉
〈ΨG|ΨG〉

. (13)

By computing the minimum of EG(g, U) with respect to the variational parameter g, the latter
is determined as a function of the interaction parameter U.

4.2.1 Gutzwiller approximation

In general the evaluation of expectation values in terms of |ΨG〉 cannot be performed ex-
actly. Therefore Gutzwiller additionally introduced a non-perturbative approximation scheme
whereby he obtained an explicit expression for the ground state energy of the Hubbard model
[17, 36, 37]. The results of Gutzwiller’s rather complicated approach were later re-derived by
counting classical spin configurations [38] as described below; for details see ref. [39]. The
idea behind the Gutzwiller approximation can be easily understood by calculating the norm
〈ΨG|ΨG〉. Namely, by working in configuration space the ground state of the Fermi gas can be
written as ∣∣FG

〉
=
∑
D

∑
{iD}

AiD
∣∣ΨiD〉, (14)

where |ΨiD〉 is a spin configuration withD doubly occupied sites, withAiD as the corresponding
probability amplitude. The sum extends over the whole set {iD} of different configurations with
the same D, and over all D. For a system with L lattice sites and Nσ electrons with spin σ (“σ-
electrons”) the number ND of different configurations in {iD} is given by the combinatorial
expression

ND =
L!

L↑!L↓!D!E!
, (15)

where Lσ = Nσ−D and E = L−N↑−N↓+D are the numbers of singly occupied and empty
sites, respectively. Since |ΨiD〉 is an eigenstate of D̂, the norm of |ΨG〉 reads

〈ΨG|ΨG〉 =
∑
D

g2D
∑
{iD}

∣∣AiD∣∣2. (16)

The Gutzwiller approximation effectively amounts to neglecting spatial correlations between
the spins of the electrons. The probability |AiD |2 for a specific spin configuration withD doubly
occupied sites is then the same for all configurations of electrons on the lattice, i.e., is given by
the classical combinatorial result for uncorrelated particles∣∣AiD∣∣2 = P↑P↓ . (17)

Here Pσ = 1/
(
L
Nσ

)
' nNσσ (1−nσ)L−Nσ , with nσ = Nσ/L, is the probability for an arbitrary

configuration of σ-electrons to occur. In this case (16) reduces to

〈ΨG|ΨG〉 = P↑P↓
∑
D

g2DND. (18)
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In the thermodynamic limit the sum in (18) is dominated by its largest term corresponding to a
value D = D̄, where D̄ is determined by [36]

g2 =
d̄
(
1− n↑ − n↓ + d̄

)(
n↓−d̄

)(
n↑−d̄

) , (19)

with d̄ = D̄/L. Equation (19) has the form of the law of mass action where, however, the
correlation parameter g2 rather than the Boltzmann factor regulates the dynamical equilibrium
between the concentrations of singly occupied sites on one side of this “chemical reaction” and
that of doubly occupied sites and holes on the other.10 Eq. (19) uniquely relates d̄ and g, such
that g may be replaced by the quantity d̄.
The expectation value of the interaction term, which is local in real space and thereby dimen-
sion independent, can be evaluated in the same way as 〈ΨG|ΨG〉. By contrast, the expectation
value of the kinetic energy, which is non-local since it involves hopping between two sites, is
approximated by neglecting the surrounding of these two sites, i.e., the two sites are thought to
be decoupled from the rest of the system [39].
The non-magnetic ground state energy per lattice site of the Hubbard model at half filling (n↑ =

n↓ = 1/2) is then found as
EG[d̄(g)]/L = q(d̄) ε0 + U d̄, (20)

which has to be minimized with respect to the variational parameter d̄. Here ε0 is the internal
energy of non-interacting electrons and q = 8(1−2d̄)d̄ ≤ 1 may be viewed as a reduction factor
of the kinetic energy (or the band width) due to correlations. In the Gutzwiller approximation,
electronic correlations are therefore found to lead only to a simple renormalization of the kinetic
energy of the electrons.

4.2.2 Brinkman-Rice metal-insulator transition

The results of the Gutzwiller approximation may be interpreted as follows [17, 36]: they de-
scribe a correlated, normal-state fermionic system at zero temperature whose momentum distri-
bution has a discontinuity q at the Fermi level, where q=1 in the non-interacting case, which is
reduced to q < 1 by the interaction as in a Landau Fermi liquid. In 1970 Brinkman and Rice [41]
showed that for a half-filled band the minimization of (20) yields q = 1−Ū2, d̄ = 1

4

(
1−Ū

)
,

and E/L = −|ε0|
(
1−Ū

)2, where Ū = U/
(
8|ε0|

)
. They noticed that in this case the Gutzwiller

approximation describes a transition at a finite critical interaction strength Uc = 8|ε0| from an
itinerant to a localized state, where lattice sites are singly occupied and the discontinuity q van-
ishes. This “Brinkman-Rice transition” therefore corresponds to a correlation induced (“Mott”)
metal-insulator transition. They argued [41] that the inverse of q can be identified with the
effective mass of Landau quasiparticles, q−1 = m∗/m ≥ 1, which diverges at Uc.
The results obtained with the Gutzwiller approximation are intuitively understandable (they
are very “physical”). In the 1970s and 80s it was the only approximation scheme which was

10In fact, (19), with g2 replaced by the Boltzmann factor e−βU , is the exact result for the Hubbard model with
infinite-range hopping [40].
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able to describe a Mott metal-insulator transition at a finite value of the interaction and was in
accord with basic properties of Landau Fermi liquid theory.11 This was confirmed by a detailed
investigation of the assumptions and implications of the Gutzwiller approximation that showed
that the Gutzwiller-Brinkman-Rice theory was not only in qualitative [44], but even in good
quantitative agreement with properties of normal-liquid 3He [39]; for a discussion see section 3
of ref. [45].

4.2.3 Can the Gutzwiller approximation be derived by quantum many-body methods?

In the Gutzwiller approximation the quantum mechanical expectation value of the ground state
energy of the Hubbard model is evaluated by counting classical spin configurations – hence it
is a quasiclassical approximation [38, 39]. It was later shown that these results are reproduced
by a two-site cluster factorization when intersite correlations are neglected [46]. Since intersite
correlations decrease with increasing spatial dimension [46], it was to be expected that the
Gutzwiller approximation is equivalent to a cluster expansion in position space in the limit
d → ∞ [39]. The question was then, whether the results of the Gutzwiller approximation –
a real-space approximation for lattice fermions – can be derived also by quantum many-body
theory in a systematic way.12 A few years later Walter Metzner and I [49] provided an answer,
by employing a new diagrammatic quantum many-body approach. Namely, we showed that the
Gutzwiller approximation corresponds to the calculation of the expectation values of operators
with the Gutzwiller wave function in the limit d → ∞, as will be explained next; for a more
detailed discussion see section 4 of ref. [45].

5 Lattice fermions in infinite dimensions

Using quantum many-body theory the expectation values of the kinetic and the interaction en-
ergy of the Hubbard model (1) in terms of the Gutzwiller wave function can be expressed dia-
grammatically for arbitrary dimensions d [49]. In d = 1 it is even possible to calculate and sum
the diagrams analytically to all orders [49].13 But this no longer works in dimensions d = 2, 3.
By numerical calculations we found that in high dimensions the values of individual diagrams

11Other well-known approximation schemes, in particular those proposed by Hubbard, do not have these im-
portant properties: in the Hubbard-I approximation [18], which interpolates between the atomic limit and the
non-interacting band, a band gap opens for any U > 0, while in the Hubbard-III approximation [42], which cor-
responds to the coherent potential approximation [43] for disordered systems, the Fermi surface volume is not
conserved.

12I discussed this question in 1983-84 with several colleagues, in particular with Andrei Ruckenstein during my
stay at the Bell Laboratories in Murray Hill in 1983. At that time Andrei tried to understand how to think about
the Brinkman-Rice transition in correlated electronic systems in the presence of disorder. This eventually led him
and Gabi Kotliar to formulate a functional integral representation of the Hubbard and Anderson models in terms
of auxiliary bosons, whose simplest saddle-point approximation (“slave-boson mean-field theory”) reproduces
exactly the results of the Gutzwiller approximation [47,48]. Thus they had shown that the results of the Gutzwiller
approximation could also be obtained without the use of the Gutzwiller variational wave function.

13The diagrams have the same form as the usual Feynman diagrams in quantum many-body theory, but a line
corresponds to the time-independent single-particle density matrix g0ij,σ =

〈
ĉ†iσ ĉjσ

〉
0

of the non-interacting system
rather than to the single-particle propagator G0

ij,σ(t) since the variational approach involves only static quantities.
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Fig. 3: Collapse of the irreducible self-energy diagram for the Hubbard model in second-order
perturbation theory in U in the limit d → ∞. Left hand side: For nearest-neighbor sites Ri,
Rj the diagram is of the order 1/d3/2. Right hand side: Only for i = j does the diagram give a
finite contribution in the limit d→∞.

approach a constant, which could be calculated analytically if the momentum conservation at
a vertex was neglected. The sum over all diagrams gave exactly the results of the Gutzwiller
approximation [49]. In view of the random generation of momenta in a typical Monte Carlo
integration over momenta we concluded that the assumed independence of momenta at a vertex
is correct in the limit of infinite spatial dimensions (d→∞). The results of the Gutzwiller ap-
proximation thus correspond to the evaluation of expectation values with the Gutzwiller wave
function in the limit d = ∞. This immediately explained the quasiclassical nature of the
Gutzwiller approximation. Most importantly, we had found that diagrammatic calculations in
quantum many-body theory drastically simplify for d→∞ . Clearly, the limit d→∞ was not
only useful for the investigation of spin models, but also in the case of lattice fermion models.

5.1 Simplifications of diagrammatic quantum many-body theory

The simplifications of diagrammatic many-body theory for d → ∞ are due to a collapse of
irreducible diagrams in position space. This means that only site-diagonal (“local”) diagrams
(diagrams which only depend on a single site), remain [50, 51].14 In particular, the irreducible
self-energy is then completely local (Fig. 3).
To understand the reason for the diagrammatic collapse in d → ∞ let us, for simplicity, con-
sider diagrams where lines correspond to the single-particle density matrix g0ij,σ as they enter
in the calculation of expectation values with the Gutzwiller wave function (note that, since
g0ij,σ = limt→0− G

0
ij,σ(t), the following arguments are equally valid for the single-particle Green

function G0
ij,σ(t) or its Fourier transform).

The single-particle density matrix g0ij,σ may be interpreted as the quantum amplitude of the
hopping of an electron with spin σ between sites Ri and Rj . The square of its magnitude is
therefore proportional to the probability of an electron to hop from Rj to a site Ri. For nearest-
neighbor sites Ri, Rj on a lattice with coordination number Z this implies |g0ij,σ|2 ∼ O(1/Z),

14Gebhard later showed that in d = ∞ the calculation of expectation values with the Gutzwiller wave function
can be performed even without diagrams [52]. This provided a direct link between the slave-boson mean-field the-
ory and the results obtained with the Gutzwiller wave function in d =∞. The latter approach was generalized by
Gebhard and collaborators to multi-band Hubbard models, which can be used to describe the effect of correlations
in real materials (“Gutzwiller density-functional theory”) [53].
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such that on a hypercubic lattice, where Z = 2d, and d→∞ one finds [50, 51]

g0ij,σ ∼ O
( 1√

d

)
. (21)

For general i, j one obtains [51, 54]

g0ij,σ ∼ O
(

1/d‖Ri−Rj‖/2
)
. (22)

Here ‖R‖ =
∑d

n=1 |Rn| is the length of R in the “Manhattan metric”, where electrons only
hop along horizontal or vertical lines, but never along a diagonal; for further discussions of
diagrammatic simplifications see ref. [55].
Consequences of the asymptotic d dependence of g0ij,σ can be determined by examining the
kinetic energy. For non-interacting electrons at T = 0 the expectation value of the kinetic
energy is given by

E0
kin = −t

∑
〈Ri,Rj〉

∑
σ

g0ij,σ. (23)

The sum over nearest neighbors leads to a factorO(Z) (which isO(d) for a hypercubic lattice).
In view of the 1/

√
d dependence of g0ij,σ for d → ∞ it is therefore necessary to scale the

nearest-neighbor hopping amplitude t as [50, 51]

t =
t∗√
d
, t∗ = const., (24)

so that the kinetic energy remains finite for d → ∞. The same result may be derived in a
momentum-space formulation.15 It is important to bear in mind that, although g0ij,σ vanishes
for d → ∞, the electrons are still mobile. Indeed, even in the limit d → ∞ the off-diagonal
elements of g0ij,σ contribute, since electrons may hop to Z ∼ O(d) many nearest neighbors with
amplitude t∗/

√
d.

5.2 The Hubbard model in d = ∞

A rescaling of the microscopic parameters of the Hubbard model with d is only required for the
kinetic energy, since the interaction term is independent of the spatial dimension.16 Altogether

15The need for the scaling (24) also follows from the density of states of non-interacting electrons. For nearest-
neighbor hopping on a d-dimensional hypercubic lattice εk has the form εk = −2t

∑d
i=1 cos ki (here and in the

following we set Planck’s constant ~, Boltzmann’s constant kB , and the lattice spacing equal to unity). The density
of states corresponding to εk is given by Nd(ω) =

∑
k δ(ω−εk), which is the probability density for finding the

value ω = εk for a random choice of k = (k1, . . . , kd). If the momenta ki are chosen randomly, εk is the sum of d
many independent (random) numbers −2t cos ki. The central limit theorem then implies that in the limit d → ∞
the density of states is given by a Gaussian, i.e., Nd(ω)

d→∞−→ 1
2t
√
πd

exp
[
−
(

ω
2t
√
d

)2]
. Only if t is scaled with d

as in (24) does one obtain a non-trivial density of states N∞(ω) in d =∞ [56,50] and thus a finite kinetic energy.
The density of states on other types of lattices in d =∞ can be calculated similarly [57, 58].

16Interactions beyond the Hubbard interaction, e.g., nearest-neighbor interactions such as Ĥnn =∑
〈Ri,Rj〉

∑
σσ′ Vσσ′ n̂iσn̂jσ′ have to be scaled, too, in the limit d → ∞. In this case a scaling as in the Ising

model, Vσσ′ → V ∗σσ′/Z, is required [59] (“classical scaling”). In d = ∞ non-local contributions therefore reduce
to their (static) Hartree substitute and only the Hubbard interaction remains dynamical.
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Fig. 4: Correlation energy of the Hubbard model in second-order Goldstone perturbation the-
ory in U in units of 2U2/|ε0| vs. density n in dimensions d = 1, 3,∞. Here ε0 is the kinetic
energy for U = 0 and n = 1; adapted from ref. [50].

this implies that only the Hubbard Hamiltonian with a rescaled kinetic energy

Ĥ = − t∗√
d

∑
〈Ri,Rj〉

∑
σ

ĉ†iσ ĉjσ + U
∑
Ri

n̂i↑n̂i↓ (25)

has a non-trivial d → ∞ limit where both the kinetic energy and the interaction contribute
(namely, it is the competition between the two terms which leads to interesting many-body
physics). Therefore, even in d =∞ the Hubbard model describes nontrivial correlations among
the fermions. This is already evident in the evaluation of the second-order diagram in Goldstone
perturbation theory for the correlation energy at weak coupling [50]. The integral over the three
internal momenta (which, in d = 3, lead to nine integrals) reduces to a single integral in d =∞.
Obviously, calculations are much simpler in d =∞ than in finite dimensions. More importantly,
the results for the energy obtained in d =∞ turn out to be very close to those in d = 3 (Fig. 4)
and therefore provide a computationally simple, but quantitatively reliable approximation.
The simplifications in calculations for quantum lattice models such as the Hubbard model in
infinite dimensions arise from the fact that energies are randomized by umklapp processes gen-
erated when lattice momenta are added [50]. Hence the energies become mutually independent,
which allows one to replace the momentum integrations by energy integrations over the density
of states. In other words, in d = ∞ the momentum conservation constraint at a vertex may be
ignored.
With these results Walter and I had demonstrated [50] that microscopic calculations for cor-
related lattice fermions in d = ∞ dimensions were useful and very promising. Subsequently
Müller-Hartmann [59] showed that in infinite dimensions the self-energy is k-independent, i.e.,
local in position space, as in the Gutzwiller approximation, but remains dynamical

Σσ(k, ω)
d→∞≡ Σσ(ω), (26)
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whereby typical Fermi liquid features are preserved [60]. This result may be understood as
follows [61, 62]: The influence of an interaction between particles on their motion is de-
scribed quite generally by a complex, spatially dependent and dynamical field, the self-energy
Σσ(k, ω). On a lattice with a very large number of nearest neighbors the spatial dependence of
this field becomes increasingly unimportant and vanishes completely in d =∞, as in the mean-
field theory of the Ising model. So the field becomes a mean field in position space but retains its
full dynamics.17 Furthermore, Schweitzer and Czycholl [65] found that calculations for the pe-
riodic Anderson model also simplify in high dimensions, and Brandt and Mielsch [66] derived
the exact solution of the Falicov-Kimball model in infinite dimensions by mapping the lattice
problem onto a solvable atomic problem in a generalized, time-dependent external field; they
also indicated that, in principle, such a mapping was even possible for the Hubbard model.18

Due to the k-independence of the irreducible self-energy the most important obstacle for di-
agrammatic calculations in finite dimensions d ≥ 1, namely the integration over intermediate
momenta, is removed. At the same time the limit d → ∞ does not affect the dynamics of the
system. Hence, in spite of the simplifications in position or momentum space, the many-electron
problem retains its full dynamics in d =∞.

5.2.1 Single-particle propagator and spectral function

In d = ∞ the single-particle propagator of an interacting lattice fermion system (the “lattice
Green function”) at T = 0 is then given by

Gk,σ(ω) =
1

ω − εk + µ−Σσ(ω)
. (27)

The k-dependence ofGk(ω) is now entirely due to the energy dispersion εk of the non-interacting
particles. This means that in a homogeneous system described by the propagator

Gij,σ(ω) = L−1
∑
k

Gk,σ(ω)eik·(Ri−Rj) (28)

its local part, Gii,σ ≡ Gσ, is determined by

Gσ(ω) = L−1
∑
k

Gk,σ(ω) =

∞∫
−∞

dE
N0(E)

ω − E + µ−Σσ(ω)
, (29)

where N0(E) is the density of states of the non-interacting system. The spectral function of the
interacting system (also often called density of states) is given by

Aσ(ω) = − 1

π
ImGσ(ω+i0+). (30)

17In this respect there is a direct analogy to non-interacting electrons in the present of static (“quenched”)
disorder, where the self-energy also becomes k-independent in the limit d → ∞ and plays the role of a coherent
potential. The “coherent potential approximation” [43] is a single-site theory where an electron moves through an
effective medium described by the self-energy Σσ(ω) that becomes exact in d =∞ [61, 63, 64]. In the case of the
Hubbard model in the limit d→∞ the coherent potential is much more complicated due to the explicit interaction
between the particles (see footnote 21).

18Alternatively, it can be shown that in the limit Z → ∞ the dynamics of the Falicov-Kimball model reduces
to that of a non-interacting, tight-binding model on a Bethe lattice with coordination number Z = 3 which can be
solved analytically [67].
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5.2.2 k-independence of the self-energy and Fermi liquid behavior

The k-independence of the self-energy allows one to make contact with Fermi liquid theory
[60]. In general, i.e., even when Σ has a k-dependence, the Fermi surface is defined by the
ω = 0 limit of the denominator of (27) (in the paramagnetic phase we can suppress the spin
index)

εk +Σk(0) = EF . (31)

According to Luttinger and Ward [68] the volume within the Fermi surface is not changed by
interactions, provided the latter can be treated in perturbation theory.19 This is expressed by

n =
∑
kσ

Θ
(
EF−εk−Σk(0)

)
, (32)

where n is the electron density and Θ(x) is the step function. The k-dependence of Σk(0) in
(31) implies that, in spite of (32), the shape of the Fermi surface of the interacting system will
be quite different from that of the non-interacting system, except for the rotationally invariant
case εk = f(|k|). By contrast, for lattice fermion models in d = ∞, where Σk(ω) ≡ Σ(ω),
the Fermi surface itself, and hence the enclosed volume, is not changed by the interaction. The
Fermi energy is simply shifted uniformly from its non-interacting value E0

F to EF = E0
F +

Σ(0), to keep n in (32) constant. Thus G(0), the ω = 0 value of the local lattice Green
function, and the spectral function A(0) = − 1

π
ImG(i0+) are not changed by the interaction at

all. This “pinning behavior” is well-known from the single-impurity Anderson model [70]. A
renormalization of N(0) can only be due to a k-dependence of Σ.
For ω → 0 the self-energy has the property [60]

Im Σ(ω) ∝ ω2, (33)

which implies Fermi liquid behavior. The effective mass of the quasiparticles

m∗

m
= 1− dΣ

dω

∣∣∣∣
ω=0

(34)

= 1 +
1

π

∫ ∞
−∞

dω
ImΣ(ω+i0−)

ω2
≥ 1 (35)

is seen to be enhanced by the interaction. In particular, the momentum distribution

nk =
1

π

∫ 0

−∞
dω ImGk(ω) (36)

has a discontinuity at the Fermi surface given by nk−F −nk+F = (m∗/m)−1, where k±F = kF ±0+.

19Recently, necessary and sufficient conditions for the validity of Luttinger’s theorem [68] based on the Atiyah-
Singer index theorem were derived, by which the topological robustness of a generalized Fermi surface may be
quantified [69].
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6 Dynamical mean-field theory for correlated electrons

The diagrammatic simplifications of quantum many-body theory for lattice fermions in d =∞
provide the basis for the construction of a comprehensive mean-field theory of the Hubbard
model which is diagrammatically controlled and whose free energy has no unphysical singular-
ities. The construction is based on the scaled Hamiltonian (25). The self-energy is then momen-
tum independent but retains its frequency dependence and thereby describes the full many-body
dynamics of the interacting system. This is in contrast to Hartree(-Fock) theory where the self-
energy acts only as a static potential. The resulting theory is both mean-field-like and dynamical
and therefore represents a dynamical mean-field theory (DMFT) for lattice fermions which is
able to describe genuine correlation effects as will be discussed in this section.

6.1 The self-consistent equations

In d = ∞ lattice fermion models with a local interaction effectively reduce to a single site
embedded in a dynamical mean field provided by the other interacting fermions as illustrated
in Fig. 5. The self-consistent DMFT equations can be derived in different ways depending on
the physical interpretation of the correlation problem emerging in the limit d, Z → ∞ [61, 71,
72]; for a discussion see ref. [55]. The mapping of the lattice electron problem onto a single-
impurity Anderson model with a self-consistency condition in d = ∞ introduced by Georges
and Kotliar [71], which was also employed by Jarrell [72], turned out to be the most useful
approach,20 since it made a connection with the well-studied theory of quantum impurities [70],
for whose solution efficient numerical codes such as the quantum Monte Carlo (QMC) method
[73] had already been developed and were readily available.21 For a detailed discussion of the
foundations of DMFT see the review by Georges, Kotliar, Krauth, and Rozenberg [74] and the
lecture by Kollar at the Jülich Autumn School 2018 [75]; an introductory presentation can be
found in ref. [76].
For T > 0 the self-consistent DMFT equations are given by:
(I) the local propagator Gσ(iωn), which is expressed by a functional integral as

Gσ(iωn) = − 1

Z

∫ ∏
σ

Dc∗σDcσ [cσ(iωn)c∗σ(iωn)] exp[−Sloc] (37)

with the partition function

Z =

∫ ∏
σ

Dc∗σDcσ exp[−Sloc] (38)

20The mapping itself can be performed without approximation, but leads to a complicated coupling between the
impurity and the bath which makes the solution generally intractable. However, the problem can be solved in the
limit d→∞ when the momentum dependence of the self-energy drops out.

21Alternatively, Janiš derived the self-consistent DMFT equations already in 1991 by generalizing the coherent
potential approximation (CPA) [61]. In the CPA quenched disorder acting on non-interacting electrons is averaged
and produces a mean field, the “coherent potential”. In the case of the Hubbard model in d = ∞ the fluctuations
generated by the Hubbard interaction may be treated as “annealed” disorder acting on non-interacting electrons [62]
which, after averaging, produce a mean field, the self-energy. Numerical solutions of the DMFT equations starting
from the CPA point of view have not been developed so far.
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Fig. 5: In the limit d or Z → ∞ the Hubbard model effectively reduces to a dynamical single-
site problem which may be viewed as a lattice site embedded in a k-independent, dynamical
fermionic mean field. Electrons can hop from the mean field onto this site and back, and interact
on the site as in the original Hubbard model (see Fig.1). The local dynamics of the electrons is
independent of the dimension or coordination number and therefore remains unchanged.

and the local action

Sloc = −
∫ β

0

dτ1

∫ β

0

dτ2
∑
σ

c∗σ(τ1)G−1σ (τ1−τ2) cσ(τ2) + U

∫ β

0

dτ c∗↑(τ)c↑(τ)c∗↓(τ)c↓(τ). (39)

Here Gσ is the effective local propagator (also called “bath Green function”, or “Weiss mean
field”22), which is defined by a Dyson equation

Gσ(iωn) =
[
[Gσ(iωn)]−1 +Σσ(iωn)

]−1
. (40)

Furthermore, by identifying the local propagator (37) with the Hilbert transform of the lattice
Green function

Gk σ(iωn) =
1

iωn − εk + µ−Σσ(iωn)
, (41)

(which is exact in d =∞ [74]), one obtains
(II) the self-consistency condition

Gσ(iωn) =
1

L

∑
k

Gk σ(iωn) =

∞∫
−∞

dε
N(ω)

iωn − ε+ µ−Σσ(iωn)
(42)

= G0
σ

(
iωn−Σσ(iωn)

)
. (43)

In (42) the ionic lattice enters only through the density of states of the non-interacting electrons.
Eq. (43) illustrates the mean-field nature of the DMFT equations very clearly: the local Green
function of the interacting system is given by the non-interacting Green function G0

σ at the
shifted energy iωn−Σσ(iωn), which is the energy measured relative to that of the surrounding
fermionic bath, the dynamical mean field Σσ(iωn).

22This expresses the fact that G describes the coupling of a single site to the rest of the system, similar to the
Weiss mean-field hMF in the mean-field theory of the Ising model (see section 3.2.1). However, in the case of the
DMFT the mean field depends on the frequency, i.e., is dynamical. It should be noted that, in principle, both local
functions Gσ(iωn) and Σσ(iωn) can be viewed as a dynamical mean field since both enter in the bilinear term of
the local action (39).
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6.1.1 Solving the self-consistent equations

The self-consistent DMFT equations can be solved iteratively: starting with an initial guess for
the self-energy Σσ(iωn) one obtains the local propagator Gσ(iωn) from (42) and thereby the
bath Green function Gσ(iωn) from (40). This determines the local action (39) which is needed
to compute a new value for the local propagator Gσ(iωn) from (37). By employing the old
self-energy a new bath Green function Gσ is calculated and so on, until convergence is reached.

It should be stressed that although the DMFT corresponds to an effectively local problem, the
propagator Gk(ω) depends on the crystal momentum k through the dispersion relation εk of
the non-interacting electrons. But there is no additional momentum-dependence through the
self-energy, since this quantity is local within DMFT.

Solutions of the self-consistent DMFT equations require the extensive application of numerical
methods, in particular quantum Monte Carlo (QMC) simulations [72, 74] with continuous-time
QMC [77] still as the method of choice, the numerical renormalization group [78], the density
matrix renormalization group [79], exact diagonalization [74], Lanczos procedures [80], and
solvers based on matrix product states [81] or tensor networks [82]. Here the recent develop-
ment of impurity solvers making use of machine learning [83] and quantum computers [84]
open new perspectives.

6.2 Application of DMFT to the Hubbard model

In DMFT the mean field is dynamical, whereby local quantum fluctuations are fully taken
into account, but is local (i.e., spatially independent) because of the infinitely many neigh-
bors of every lattice site. The only approximation of this “single-site DMFT” when applied in
d < ∞ is the neglect of the k-dependence of the self-energy. DMFT provides a comprehen-
sive, non-perturbative, thermodynamically consistent and diagrammatically controlled approx-
imation scheme for the investigation of correlated lattice models at all interaction strengths,
densities, and temperatures [74, 76], and can resolve even very low energy scales.

Intensive theoretical investigations of the Hubbard model and related correlation models us-
ing DMFT over the last three decades have provided a wealth of new insights into the physics
described by this fundamental fermionic interaction model. In this subsection only a few exem-
plary results will be discussed; more detailed presentations can be found in refs. [74, 55], and
the lecture notes of the Jülich Autumn Schools in 2011, 2014, 2018, and 2022 [12].

Most importantly, with DMFT it is possible to compute electronic correlation effects quanti-
tatively in such a way that they can be tested experimentally, for example, by electron spec-
troscopies. Namely, DMFT describes the correlation induced transfer of spectral weight and
the finite lifetime of quasiparticles through the real and imaginary part of the self-energy, re-
spectively. This greatly helps to understand and characterize the Mott metal-insulator transition
(MIT) to be discussed next.
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6.2.1 Metal-insulator transitions

Mott-Hubbard transition The interaction-driven transition between a paramagnetic metal
and a paramagnetic insulator, first discussed by Mott [85] and referred to as “Mott metal-
insulator transition” (MIT), or “Mott-Hubbard MIT” when studied within the Hubbard model,
is one of the most intriguing phenomena in condensed matter physics [86, 87]. This transi-
tion is a consequence of the quantum-mechanical competition between the kinetic energy of
the electrons and their interaction U : the kinetic energy prefers the electrons to be mobile (a
wave effect) which invariably leads to their interaction (a particle effect). For large values of U
doubly occupied sites become energetically too costly. The system can reduce its total energy
by localizing the electrons, which leads to a MIT. Here the DMFT provided detailed insights
into the nature of the Mott-Hubbard-MIT for all values of the interaction U and temperature
T [74, 88, 76, 55]. A microscopic investigation of the Mott MIT obtained within DMFT from a
Fermi-liquid point of view was performed only recently [89].

While at small U the interacting system can be described by coherent quasiparticles whose
spectral function (“density of states” (DOS)) still resembles that of the free electrons, the DOS
in the Mott insulating state consists of two separate, incoherent “Hubbard bands” whose centers
are separated approximately by the energy U (here we discuss only the half filled case without
magnetic order). At intermediate values of U the spectrum then has a characteristic three-peak
structure which is qualitatively similar to that of the single-impurity Anderson model [90] and
which is a consequence of the three possible occupations of a lattice site: empty, singly occupied
(up or down), and doubly occupied.

At T = 0 the width of the quasiparticle peak vanishes at a critical value of U which is of the or-
der of the band width. So the Mott-Hubbard MIT occurs at intermediate coupling and therefore
belongs to the hard problems in many-body theory, where most analytic approaches fail and in-
vestigations have to rely on numerical methods. Therefore several features of the Mott-Hubbard
MIT near the transition point are still not sufficiently understood even within DMFT. Actually,
it was recently argued that the Mott-Hubbard transition in the infinite-dimensional single-band
Hubbard model may be understood as a topological phase transition, where the insulating state
is the topological phase, and the transition from the metallic (Fermi liquid) to the insulating
state involves domain wall dissociation [91].

At T > 0 the Mott-Hubbard MIT is found to be first order and is associated with a hysteresis
region in the interaction range Uc1 < U < Uc2 where Uc1 and Uc2 are the values at which the
insulating and metallic solution, respectively, vanish [74, 88]; for more detailed discussions see
refs. [74,76,55]. The hysteresis region terminates at a critical point, above which the transition
becomes a smooth crossover from a “bad metal” to a “bad insulator”; for a schematic plot of the
phase diagram see fig. 3 of ref. [76]. Transport in the incoherent region above the critical point
shows remarkably rich properties, including scaling behavior [92]. The highly non-perturbative
nature of the Mott MIT is illustrated by the fact that the MIT at T = 0 is an accumulation point
of an infinite number of vertex divergence lines [93].

Mott-Hubbard MITs are found, for example, in transition metal oxides with partially filled
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bands. For such systems band theory typically predicts metallic behavior. One of the most
famous examples is V2O3 doped with Ti or Cr [94]. However, it is now known that certain
organic materials are better realizations of the single-band Hubbard model without magnetic
order and allow for more controlled investigations of the Mott MIT and the Mott state [95].

Metal-insulator transitions in the presence of disorder DMFT also provides a theoreti-
cal framework for the investigation of correlated electrons in the presence of disorder. In the
absence of interactions, when the effect of local disorder is taken into account through the
arithmetic mean of the local DOS (LDOS), DMFT is equivalent to the coherent potential ap-
proximation (CPA) [63, 64]; for a discussion see ref. [55]. However, CPA cannot describe
Anderson localization. To overcome this deficiency a variant of the DMFT was formulated
where the geometrically averaged LDOS is computed from the solutions of the self-consistent
stochastic DMFT equations and is then fed into the self-consistency cycle [96]. This corre-
sponds to a “typical medium theory” which is able to reproduce the Anderson transition of
non-interacting electrons. By implementing this scheme into DMFT to study the properties of
disordered electrons in the presence of interactions it is possible to compute the phase diagram
of the Anderson-Hubbard model [97].

6.2.2 Metallic ferromagnetism

The Hubbard model was introduced in 1963 [17–19] in an attempt to explain metallic ferro-
magnetism in 3d metals such as Fe, Co, and Ni starting from a microscopic point of view.
However, at that time investigations of the model employed severe, uncontrolled approxima-
tions. Therefore it was uncertain for a long time whether the Hubbard model can explain band
ferromagnetism at realistic temperatures, electron densities, and interaction strengths in d >1
at all. Using DMFT it was found that on generalized fcc-type lattices in d = ∞ (i.e., on “frus-
trated” lattices with large spectral weight at the lower band edge) the Hubbard model indeed
predicts metallic ferromagnetic phases in large regions of the phase diagram [58, 98]. In the
paramagnetic phase the susceptibility χF obeys a Curie-Weiss law [99], where the Curie tem-
perature TC is much lower than that obtained by Stoner theory, due to many-body effects. In
the ferromagnetic phase the magnetization M is consistent with a Brillouin function as origi-
nally derived for localized spins, even for a non-integer magneton number as in 3d transition
metals [58]. Therefore, DMFT accounts for the behavior of both the magnetization and the sus-
ceptibility of band ferromagnets [98]; see section 6.1 of my 2018 lecture notes [75]. Like the
Mott MIT, metallic ferromagnetism is a hard intermediate-coupling many-electron problem.

6.2.3 Topological properties of correlated electron systems

The interest in non-trivial topological properties of electronic systems sparked by the theory
of the quantum Hall effect, greatly increased when it was realized that the spin-orbit interac-
tion can generate topologically insulating behavior [100]. Initially, investigations focused on
topological features of non-interacting systems. But during the last decade the influence of
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electronic interactions on these topological properties received more and more attention. Here
DMFT turned out to be a useful tool. For example, DMFT was employed to study interaction
effects in two-dimensional topological insulators [101], to analyze the robustness of the Chern
number in the Haldane-Hubbard model [102], and to investigate the topological quantization
of the Hall conductivity of correlated electrons at T > 0 [103]. Furthermore, to better under-
stand the topological phase transition from a Weyl-semimetal to a Mott insulator the topological
properties of quasiparticle bands were computed [104]. DMFT also made it possible to explore
topological phase transitions in the Kitaev model in a magnetic field and to calculate the cor-
responding phase diagrams [105]. Correlation-induced topological effects can even arise from
non-Hermitian properties of the single-particle spectrum in equilibrium systems [106]. Further-
more, it was demonstrated that a topologically nontrivial multiorbital Hubbard model remains
well-defined and nontrivial in the limit d → ∞ for arbitrary, but even, d [107]. Most recently,
DMFT studies of the two-dimensional Hubbard model showed that correlated altermagnets can
host Dirac points and topological phases [108].

6.2.4 Nonequilibrium DMFT

The study of correlated electrons out of equilibrium by employing a generalization of the DMFT
has become another fascinating new research area [109]. Nonequilibrium DMFT is able to ex-
plain the results of time-resolved electron spectroscopy experiments, where femtosecond pulses
are now available in a wide frequency range. In such experiments a probe is excited and the sub-
sequent relaxation is studied. Thereby it was found, for example, that doubly occupied sites in
the photo-excited quasi-2d transition-metal dichalcogenide 1T-TaS2 show an ultrafast dynam-
ics [110]. Such excitations may even result in long-lived, metastable (“hidden”) states [111].
Quite generally, photo-induced nonequilibrium states in Mott insulators provide valuable infor-
mation on correlation effects and metastable states of matter [112].

6.3 Beyond DMFT

Mean-field approximations provide useful information on the general physical properties of
many-body problems. In particular, DMFT with its dynamical but local self-energy has been
a breakthrough for the investigation and explanation of electronic correlation effects in models
and materials. Although it is an approximation when used in d < ∞, experiments with cold
atoms in optical lattices demonstrated that DMFT can be remarkably accurate in d = 3 [113].
A dynamical, local self-energy was also shown to be well justified in iron pnictides and chalco-
genides [114] as well as in Sr2RuO4 [115]. Nevertheless mean-field results can neither ex-
plain correlation phenomena occurring on finite length scales or the critical behavior at ther-
mal or quantum phase transitions, nor unconventional superconductivity observed in finite-
dimensional systems. In such cases it is necessary to go beyond mean-field theory.



1.26 Dieter Vollhardt

6.3.1 1/d corrections

For mean-field theories derived in the limit d → ∞ corrections can be obtained, at least in
principle, by performing an expansion in the parameter 1/d around the mean-field results.23

An early strategy to include intersite quantum fluctuations into DMFT is “extended DMFT”
(EDMFT) [116], where the interaction strength of a nearest-neighbor density-density interaction
is scaled such that its fluctuation part contributes even in the large d limit.
Systematic calculations of 1/d-corrections to the DMFT start with a Luttinger-Ward functional
of the non-local Green function Gij,σ(iωn), from which the non-local self-energy Σij,σ(iωn)

is obtained by functional derivative. To calculate first-order corrections in 1/d one needs to
consider a pair of nearest-neighbor sites [117]. This generalizes the single-impurity problem
of the DMFT to a two-impurity problem. It is then possible, in principle, to formulate a self-
consistent, thermodynamically consistent approximation which is correct to order 1/d [117].
This scheme requires an exact cancellation of certain diagrams in the approximation. Unfortu-
nately, numerical computations within this approach are unstable and can easily lead to acausal
solutions. Although the scheme was modified such that the diagrammatic cancellation is as-
sured at each iteration step [118] and thereby provided causal solutions in test calculations for
the Hubbard model, acausal behavior cannot be ruled out in general. Therefore it is still not
clear whether, and how, controlled and thermodynamically consistent 1/d expansions around
DMFT can be constructed. So far, analytic calculations in this directions were not further pur-
sued in view of the successes of numerical cluster approaches which, although not systematic
in 1/d, are explicitly causal [119] (see below).

6.3.2 Non-local extensions

There are different, mostly numerical, techniques to include non-local correlations into the
DMFT; for a review see ref. [120]; in the following we mention three approaches:

Cluster extensions These methods incorporate short-range spatial correlations by solving an
impurity problem for a cluster of sites rather than a single site. The dynamical cluster approx-
imation (DCA) [121] systematically improves the accuracy by increasing the cluster size in
momentum space, while the cellular DMFT (CDMFT) [122] works in real space. In both ap-
proaches the cluster is self-consistently embedded in a dynamical mean field. Thereby it has
become possible to compute, for example, typical features of unconventional superconductivity
in the Hubbard model in d = 2, such as the interplay of antiferromagnetism and d-wave pairing
as well as pseudogap behavior [119], but also signatures of Anderson localization in disordered
systems [123].

Diagrammatic generalizations By extending the DMFT on a diagrammatic level through
the inclusion of non-local contributions, corrections to the local self-energy of the DMFT can

23For a discussion of the calculation of 1/d corrections to the Weiss mean-field theory of the Ising model, the
Gutzwiller approximation, and the coherent potential approximation see section 7 of ref. [33].
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be calculated explicitly. In particular, the dynamical vertex approximation (DΓA) [124] incor-
porates momentum-dependent vertex corrections beyond DMFT, while the dual fermion ap-
proach [125] introduces auxiliary fermions to capture long-range correlations. These approx-
imations provided new insights into the mechanism of superconductivity arising from purely
repulsive interactions, e.g., in the Kondo lattice [126] and Hubbard model [127]. In particular,
in the Hubbard model a specific set of local particle-particle diagrams was identified which de-
scribe a strong screening of the bare interaction at low frequencies. Thereby antiferromagnetic
spin fluctuations are suppressed, which in turn reduce the pairing interaction. Thus dynamical
vertex corrections were found to lower Tc strongly [127]. With these approaches it is possi-
ble to determine critical behavior near thermal (T > 0) [128] and quantum phase transitions
(T = 0) [129].

Functional renormalization group (fRG) The fRG method [130] systematically integrates
out energy scales and captures collective fluctuations, which can be combined with DMFT to
describe nonlocal correlations. In the DMF2RG approach [131] the fRG flow does not start
from the bare action of the system, but rather from the DMFT solution. Local correlations are
thus included from the beginning, and nonlocal correlations are generated by the fRG flow, as
demonstrated for the two-dimensional Hubbard model [131].

7 Understanding correlated materials with DMFT

It took several decades to develop theoretical techniques that made it possible to understand ba-
sic properties of the single-band Hubbard model. During this time first-principles investigations
into the much more complicated many-body problem of correlated electron materials were out
of reach. The electronic properties of solids were mainly studied within density-functional the-
ory (DFT) [132], e.g., in the local density approximation (LDA) [133], the generalized gradient
approximation (GGA) [134], and the LDA+U method [135]. Those approaches can describe
the ground state properties of many simple elements and semiconductors, and even of some
insulators, quite accurately, and often predict the magnetic and orbital properties [133] as well
as the crystal structures of many solids correctly [136]. However, they fail to describe the
electronic and structural properties of correlated paramagnetic materials since they miss char-
acteristic features of correlated electron systems such as heavy quasiparticle behavior and Mott
physics. DMFT changed this situation completely.

7.1 DFT+DMFT and GW+DMFT

The computational scheme introduced by Anisimov et al. [137] and Lichtenstein and Kat-
snelson [138], which merges material-specific DFT-based approximations with the many-body
DMFT, provides a powerful new method for the microscopic computation of the electronic,
magnetic, and structural properties of correlated materials from first principles even at finite
temperatures [139–143]. This theoretical method is now often denoted by DFT+DMFT (or,
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more specifically, LDA+DMFT, GGA+DMFT, etc.). In particular, this approach naturally
accounts for the existence of local moments in the paramagnetic phase. By construction,
DFT+DMFT includes the correct quasiparticle physics and the corresponding energetics, and
reproduces the DFT results in the limit of weak Coulomb interaction U [144]. Most impor-
tantly, DFT+DMFT describes the correlation-induced many-body dynamics of strongly corre-
lated electron materials at all values of the Coulomb interaction and doping.
As in the case of the single-band Hubbard model the many-body model of correlated mate-
rials constructed within the DFT+DMFT scheme consists of two parts: an effective kinetic
energy obtained by DFT which describes the material-specific band structure of the uncorre-
lated electrons, and the local interactions between the electrons in the same orbital as well as
in different orbitals. Here the static contribution of the electronic interactions already included
in the DFT-approximations must be subtracted to avoid double counting [137–142]. Such a
“double counting” correction is not necessary in the fully diagrammatic, but computationally
very demanding GW+DMFT approach, where the LDA/GGA input is replaced by the GW
approximation [145]. The resulting many-particle problem with its numerous energy bands and
local interactions is then solved within DMFT, typically by CT-QMC.

7.2 Applications
7.2.1 Bulk materials

DFT+DMFT has been remarkably successful in the investigation of correlated materials, in-
cluding transition metals and their oxides, manganites, fullerenes, Bechgaard salts, f -electron
materials, magnetic superconductors, and Heusler alloys [139–142].
In particular, the application of DFT+DMFT led to the discovery of novel physical mechanisms
and correlation phenomena. Take, for example, the Mott MIT. Within the single-band Hub-
bard model the Mott MIT was originally explained as a transition where the effective mass of
quasiparticles diverges (“Brinkman-Rice scenario”) [41]. When DMFT had made it possible
to examine multi-band models, an orbitally-selective Mott MIT was identified [146]. Then,
with the advent of DFT+DMFT, a site-selective Mott MIT was discovered in Fe2O3 with its
numerous energy bands and local interactions [147].
In the following we illustrate the DFT+DMFT approach by its application to two paradigmatic
materials, SrVO3 and Fe.

SrVO3: three-peak spectral function Transition metal oxides are an ideal laboratory for the
study of electronic correlations in solids. Spectroscopic studies typically find a pronounced
lower Hubbard band in the photoemission spectra which cannot be explained by conventional
band-structure theory. SrVO3 is a particularly simple correlated material due to its 3d1 config-
uration and its purely cubic crystal structure with one vanadium ion per unit cell. The cubic
symmetry of the crystal field splits the fivefold degenerate 3d orbital into a threefold degenerate
t2g orbital and a twofold degenerate eg orbital at higher energies. In the simplest approximation
only the local interaction between the electrons in the t2g orbitals is included. By employing
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a variant of the LDA it is possible to compute the strength of the local Coulomb repulsion
(U ' 5.5 eV) and the Hund’s rule coupling (J ' 1.0 eV) [148]. Using these values the elec-
tronic band structure is calculated within LDA. The correlated electron problem defined in this
way is solved numerically within DMFT. The spectral function shows the characteristic three-
peak structure of a correlated metal (lower Hubbard band, quasiparticle peak, upper Hubbard
band) [148, 149]. This was confirmed experimentally using electron spectroscopies [148, 150].
Recently it was pointed out that oxygen vacancy states created by UV or x-ray irradiation can
strongly affect the line shapes of the lower Hubbard band and the quasiparticle peak [151],
which must be taken into account in quantitative interpretations of those peaks.

Fe: electronic correlations and structural stability Iron (Fe) exhibits a rich phase diagram.
Under ambient conditions Fe is ferromagnetic and has a bcc crystal structure (α phase). At the
Curie temperature TC ∼ 1043 K the α phase becomes paramagnetic but retains its bcc struc-
ture. Only when the temperature is further increased to Tstruct ∼ 1185 K does a structural phase
transition to a fcc structure (γ phase) take place. At T ∼ 1670 K a transition to a second bcc
structure (δ phase) occurs. DFT+DMFT calculations for ferromagnetic bcc Fe provide a semi-
quantitative description of several physical properties of that phase (at least sufficiently far from
the Curie point) and demonstrate that electronic correlations play an important role [152].24

This approach also clarified the microscopic origin of the magnetic exchange interactions in the
ferromagnetic phase [155]. While DFT band-structure methods provide qualitatively correct
results for several electronic and structural properties of iron [156], their application in the case
of the bcc-to-fcc phase transition predicts a simultaneous transition of the structural and the
magnetic state. In fact, without magnetization standard band-structure methods find bcc iron
to be unstable [157]. These discrepancies can been resolved by using DFT+DMFT to compute
total energies [154, 158]. Thereby one obtains values of the lattice constant, unit cell volume,
and bulk modulus of paramagnetic α iron which are in good quantitative agreement with ex-
periment [154]. In particular, DFT+DMFT calculations of the equilibrium crystal structure and
phase stability of iron find that the bcc-to-fcc phase transition indeed takes place at a temper-
ature well above the magnetic transition (at about 1.3 TC) and correctly determine the phonon
dispersion and Debye temperature [154]. This approach is also of interest for geophysical stud-
ies, namely to explore iron and nickel at Earth’s core conditions [159].

Furthermore, the study of Fe-based pnictides and chalcogenides led to the important insight
that in metallic multi-orbital materials the intra-atomic exchange J can also induce strong cor-
relations [160]. Clearly DMFT-based approaches will be very useful for the future design of
correlated materials [161], such as materials with a high thermopower for thermoelectric de-
vices which can convert waste heat into electric energy [162].

24In these investigations the lattice structure was assumed to be given and fixed. The question regarding the
stability of the lattice structure in the presence of electronic correlations was studied, for example, in the case of
plutonium [153] and iron at ambient pressure [154].
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7.2.2 Surfaces, layers, and nanostructures

During the last few years DMFT investigations of inhomogeneous systems greatly improved our
understanding of correlation effects at surfaces and interfaces, in thin films and multi-layered
nanostructures [163], infinite layer nickelates [164], and twisted bilayer graphene [165]. This
also opened new insights into potential functionalities of such structures and their application
in electronic devices. DMFT has been extended to study correlations also in finite systems such
as nanoscopic conductors and molecules [166]. In this way many-body effects were shown to
be important even in biological matter [167].

8 Conclusions

The solution of the Hubbard model in d = ∞, which corresponds to a dynamical mean-field
theory (DMFT) of correlated lattice fermions, has become the generic mean-field theory of cor-
related electrons. It provides a comprehensive, non-perturbative and thermodynamically con-
sistent approximation scheme for the investigation of correlated fermions, especially electrons
in solids and cold fermionic atoms in optical lattices, in finite dimensions. Non-local extensions
of the DMFT now also allow to explain correlation effects which occur on the scale of several
lattice constants and at thermal and quantum phase transitions. Most importantly, the combi-
nation of DMFT with methods for the computation of electronic band structures has led to a
powerful new theoretical framework for the realistic study of correlated materials. The further
development of this approach and its applications is the subject of current research.
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[10] Y. Tokura, Phys. Today 56, No. 7, 50 (2003); E. Dagotto, Science 309, 257 (2005)

[11] Z. Hennighausen and S. Kar, Electron. Struct. 3, 014004 (2021)
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EPL 112, 17001 (2015)

[80] E. Koch, G. Sangiovanni, and O. Gunnarsson, Phys. Rev. B 78, 115102 (2008);
Y. Lu and M.W. Haverkort, Eur. Phys. J. Spec. Top. 226, 2549 (2017)

[81] A. Holzner, A. Weichselbaum, and J. von Delft, Phys. Rev. B 81, 125126 (2010);
N.-O. Linden, M. Zingl, C. Hubig, O. Parcollet, and U. Schollwöck,
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A.S. Gibbs, A.P. Mackenzie, C. Berthod, H. Strand, M. Kim, A. Georges, and F. Baum-
berger, Phys. Rev. X 9, 021048 (2019)

[116] Q. Si and J.L. Smith (1996), Phys. Rev. Lett. 77, 3391 (1996); J.L. Smith and Q. Si,
Phys. Rev. B 61, 5184 (2000); R. Chitra and G. Kotliar, Phys. Rev. Lett. 84, 3678 (2000);
P. Sun and G. Kotliar, Phys. Rev. B 66, 085120 (2002)

[117] A. Schiller and K. Ingersent, Phys. Rev. Lett. 75, 113 (1995)

[118] G. Zaránd, D.L. Cox, and A. Schiller, Phys. Rev. B 62, R16227 (2000)

[119] Th. Maier, M. Jarrell, Th. Pruschke, and M.H. Hettler, Rev. Mod. Phys. 77, 1027 (2005)

[120] G. Rohringer, H. Hafermann, A. Toschi, A.A. Katanin, A.E. Antipov, M.I. Katsnelson,
A.I. Lichtenstein, A.N. Rubtsov, and K. Held, Rev. Mod. Phys. 90, 025003 (2018)

[121] M.H. Hettler, A.N. Tahvildar-Zadeh, M. Jarrell, Th. Pruschke, and H.R. Krishnamurthy,
Phys. Rev. B 58, R7475 (1998)

[122] A.I. Lichtenstein, and M.I. Katsnelson, Phys. Rev. B 62, R9283 (2000);
G. Kotliar, S.Y. Savrasov, G. Pálsson, and G. Biroli, Phys. Rev. Lett. 87, 186401 (2001)



Understanding Correlated Materials with Lattice Fermions in d=∞ 1.37

[123] C.E. Ekuma, H. Terletska, K.-M. Tam, Z.-Y. Meng, J. Moreno, and M. Jarrell, Phys. Rev.
B 89, 081107(R) (2014); H. Terletska, Y. Zhang, K.M. Tam, T. Berlijn, L. Chioncel,
N.S. Vidhyadhiraja, and M. Jarrell, Appl. Sci. 8, 2401 (2018)

[124] A. Toschi, A.A. Katanin, and K. Held, Phys Rev. B 75, 045118 (2007)

[125] A.N. Rubtsov, M.I. Katsnelson, and A.I. Lichtenstein, Phys. Rev. B 77, 033101 (2008)

[126] J. Otsuki, Phys. Rev. Lett. 115, 036404 (2015)
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2.2 Robert O. Jones

1 Introduction

Density Functional Theory:
“Almost the right answer, for almost the right reason, at almost the right price,
for almost all systems of interest”
(J.P. Perdew) [1, p. 194]

There will be people in the audience who will say immediately that “strongly correlated” sys-
tems must be exceptions, since they are often viewed as those that are not described well by
electron density functional theory (DFT) theory. Many seminars and publications on the sub-
ject mention at the outset the widespread use of DFT in materials, and they may even quote
Walter Kohn: “For periodic solids it is sometimes referred to as the standard model” [2]. It is
then a short step to listing the systems where DF results with standard approximations are un-
acceptable (a “metallic” transition metal oxide insulator, almost anything to do with rare earth
or actinide elements, . . . ), emphasizing the importance of describing such “strongly correlated”
materials correctly [3].1 DFT is nevertheless an essential part of this school. It is used widely in
materials science and chemistry and provides useful results for countless systems for which the
exact wave function cannot be computed. We shall see that physical insight can be obtained and
why approximations used in DF calculations can give sensible answers far from their regions
of obvious validity. Some features of the results, particularly the orbitals, are essential input
for “strongly correlated” methods. We shall also see that improvements in the approximations
needed in density functional calculations are now closing the distance to the strongly correlated
world.
The origins of DF theory go back to the early years of quantum mechanics in the late 1920s.
Thomas [4] and Fermi [5] recognized the electron density as a basic variable, and Dirac [6]
showed already in 1930 that the state of an atom can be determined completely within Hartree-
Fock theory by its one-particle reduced density matrix; we do not need to specify the wave
function. We follow here the early history of density-related methods to the single-particle
equations of Kohn and Sham in 1965. In its modern form, the DF formalism shows that ground
state properties of a system of electrons in an external field can be determined, in principle,
from a knowledge of the density distribution n(r) alone. Much of the work in materials science
and chemistry focuses on the structure and cohesive energies and on a property for which DF
calculations are particularly valuable: the total energyE of a system of electrons in the presence
of ions located at RI.
Accurate calculations of the entire energy surfaceE(RI) are possible only for systems with very
few atoms, and this function generally has vast numbers of maxima and minima at unknown
locations. The lowest energy, however, corresponds to the ground state structure, and paths
between minima are essential to our studies of chemical reactions, including their activation

1An example can be found in the Preface of the 2012 Autumn School: “Density functional theory (DFT)
is considered the Standard Model of solid state physics. The state-of-the-art approximations to DFT, the local-
density approximation (LDA) or its simple extensions, fail, however, even qualitatively, for strongly correlated
systems.”
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barriers. When I read the autobiography of Francis Crick [7], I was taken by his observation

“If you want to understand function, study structure.”

and have used it ever since. This relationship may be self-evident to molecular biologists and
most chemists, but it is also true in other areas. The DF approach allows us to calculate E(RI),
and hence the structure and many related properties, without using experimental input. If you
are more interested in “real materials” than in mathematical models, this is a crucial advantage
for strongly correlated materials as well.
Density functional theory is seen today as “the workhorse of quantum chemistry and materials
science” [8], and it remains uncertain as to why it was resisted by the chemical community
with great stubbornness for several decades. I have written about this matter elsewhere [9, 10]
and shall not discuss it further here. However, a recent conference (Stockholm, 7–8 November
2024) was devoted to this question, and the seminars of leading DFT experts (Perdew, Baerends,
Becke, Burke, Grimme, Head-Gordon, Savin,. . . ) can be viewed online [11]. If you want to find
out what really happened in the bleak years until DFT broke through in chemistry, watch [12].
There are many books and review articles on density functional theory, and I mention just two
where I was involved [10, 13]. A long article with 70 authors, including many who played
important roles in the development of DFT, surveys many important problems [8]. The focus
in the present article is on electron density functional theory; DF methods in classical systems
and nuclei are surveyed briefly in [10]. Symmetry breaking in density functional theory, in
combination with the continuing improvement in approximate functional forms, may provide a
direct link to the strongly correlated world and is discussed in Sec. 6.

2 The electron density as basic variable

The development of quantum mechanics after its introduction in 1925 was extremely rapid.
Methods for finding approximate solutions of the Schrödinger equation followed soon after the
equations were published in 1926 and have had a profound effect on chemistry and condensed
matter physics ever since.
The “Hartree approximation” to the many-electron wave function is a product of single-particle
functions,

Ψ(r1, r2, . . .) = ψ1(r1) · · ·ψN(rN) (1)

where each ψi(ri) satisfies a one-electron Schrödinger equation with a potential term arising
from the average field of the other electrons. Hartree [14] introduced the idea of a “self-
consistent field”, with specific reference to the core and valence electrons, but the approximation
(1) is not mentioned in any of his papers. Slater [15] and Fock [16] recognized immediately,
however, that the product wave function (1) in conjunction with the variational principle led to
a generalization of the method that would apply to systems more complex than atoms. They
showed that replacing (1) by a determinant of such functions [15,16] led to equations that were
not much more complicated than those of Hartree, while satisfying the Pauli exclusion prin-
ciple. These determinantal functions, which had been used in discussions of atoms [17] and
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ferromagnetism [18], are known today as “Slater determinants”, and the resulting “Hartree-
Fock equations” have formed the basis of most discussions of atomic and molecular structure
since.
In 1929 Dirac wrote [19]:

“The general theory of quantum mechanics is now almost complete. . . The underlying

physical laws necessary for the mathematical theory of a large part of physics and the whole

of chemistry are thus completely known, and the difficulty is only that the exact application

of these laws leads to equations much too complicated to be soluble. It therefore becomes

desirable that approximate practical methods of applying quantum mechanics should be de-

veloped, which can lead to an explanation of the main features of complex atomic systems

without too much computation.”

I cannot think of a better short description of density functional theory than an “approximate
practical method of applying quantum mechanics” to explain “complex atomic systems”. I was
not the only one who ignored the point “without too much computation.”
Dirac [19] also sought to improve the model of Thomas [4] and Fermi [5] for calculating atomic
properties based purely on the electron density n(r). In the first “density functional theory”,
Thomas and Fermi assumed that the electrons form a homogeneous electron gas satisfying
Fermi statistics and the kinetic energy has a simple dependence on the density n(r). The TF
equations are:

5

3
Ckn(r)

2
3 + e2

∫
dr′

n(r′)

|r− r′|
+ Vext(r) + λ = 0 , (2)

where Ck = 3~2(3π2)
2
3/(10m), Vext is the external potential, and λ is the Lagrange multiplier

related to the constraint of constant particle number. Dirac noted the necessity of incorporating
“exchange” phenomena, as in the Hartree-Fock approach [19], and he included these effects in
the “Thomas atom” [6] by means of the potential

V Dirac
x = −

(
1

π

)(
3π2n(r)

) 1
3 . (3)

This term was derived for a homogeneous gas of density n and should be valid for weak spatial
variations of n(r).2 The modified TF equation is often referred to as the “Thomas-Fermi-Dirac”
equation.
The Thomas-Fermi method is a genuine “density functional” theory, in that the energy is related
directly to the electron density. With its extensions, it provides a rough description of the
charge density and the electrostatic potential of atoms, and its mathematical properties have
attracted considerable attention [20,21]. However, it has severe deficiencies: The charge density
is infinite at the nucleus and decays as r−6, not exponentially, far from it. Teller [22] and others
also showed that TF theory does not bind atoms to form molecules or solids, which rules out its
use in chemistry or materials science. There is also no shell structure in the TF atom, so that the

2The exchange energy in a homogeneous (spin-polarized!) electron gas had been derived by Bloch [18] in
1929.
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Fig. 1: (left) Logarithm of spherical average of density in ground state of C atom as a function of
the distance from the nucleus (atomic units [13]; (right) Probability that electrons in Na metal
with parallel spins are r/d′ apart (d′3 = V0/(3π

2), V0 is the atomic volume). After Wigner and
Seitz [25].)

.

periodic variation of many properties with changing atomic number Z cannot be reproduced,
no ferromagnetism [13], and atoms shrink with increasing Z (as Z−1/3) [23]. Nevertheless, it
may be useful in the context of very dense matter [10].
One point made by Dirac [6], however, has been emphasized by many advocates of the DF
method over the years, even if we were unaware of his words of over 80 years ago:

“Each three-dimensional wave function will give rise to a certain electric density. This

electric density is really a matrix, like all dynamical variables in the quantum theory. By

adding the electric densities from all the wave functions we can obtain the total electric

density for the atom. If we adopt the equations of the self-consistent field as amended for

exchange, then this total electric density (the matrix) has one important property, namely,

if the value of the total electric density at any time is given, then its value at any later time

is determined by the equations of motion. This means that the whole state of the atom is

completely determined by this electric density; it is not necessary to specify the individual

three-dimensional wave functions that make up the total electric density. Thus one can deal

with any number of electrons by working with just one matrix density function.”

The italics are in the original. The derivation is based on the “self-consistent field” or Hartree-
Fock approximation, and the “matrix density function” is known today as the one-particle re-
duced density matrix, but the observation that the density follows the equations of motion is
much in the spirit of the theorem of Ehrenfest, who had proved in 1927 that the acceleration of
a quantum wave packet that does not spread satisfied Newton’s equations of motion [24].
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The central role played by the density means that we must know what it looks like in real sys-
tems. Fig. 1 shows that the spherically averaged density in the ground state of the carbon atom
falls monotonically from the nucleus and does not show the radial oscillations that occur if we
plot r2n(r). The charge density in small molecules is also rather featureless, with maxima at the
nuclei, saddle points along the bonds, and a generally monotonic decay from both. The electron
density in molecules and solids also shows relatively small departures from the overlapped den-
sities of the constituent atoms. Energy differences, including binding, ionization, and cohesive
energies, are the focus of much DF work and result from subtle changes in relatively featureless
density distributions.

3 An “approximate practical method”

The basis of a quantum theory of atoms, molecules, and solids was in place at the beginning of
the 1930’s. Hans Bethe was another participant in this adventure and looked back on the time
in this way:

“The basic structure of quantum mechanics, quantum mechanics without relativity, that

basic structure is finished . . . The understanding of atoms, molecules, the chemical bond,

and so on, that was all complete by 1928.” [26, p. 78]

Linear combinations of atomic orbitals formed molecular orbitals, from which determinantal
functions could be constructed, and linear combinations of determinants (“configuration inter-
action”) would provide approximations to the complete wave function. Dirac had noted already,
however, that this procedure could not be implemented in practice, so that approximations are
essential. Furthermore, numerical techniques for solving the Schrödinger equation in extended
systems were still to be developed.
Wigner and Seitz [25] developed a method for treating the self-consistent problems in crystals,
and the “Wigner-Seitz cell” is known to all condensed matter physicists. The first application to
metallic sodium used a pseudopotential for the Na ion, and calculations of the lattice constant,
cohesive energy, and compressibility gave satisfactory results. Of particular interest for our
purposes, however, is the calculation of the probability of finding electrons with parallel spins
a distance r apart (Fig. 1 (right)). This function obtains its half-value for r = 1.79 d′ or 0.460 d
for a body-centered cubic lattice with cube edge d, which is close to the radius of the “Wigner-
Seitz sphere” (3/8π)

1
3 d = 0.492 d. The exclusion principle means then that two electrons with

parallel pins will very rarely be at the same ion. This argument does not depend significantly on
the potential and should apply to a Fermi gas subject to periodic boundary conditions [25]. The
corresponding curves for spin up and spin down electrons, as well as for both spins combined,
were discussed in the 1934 review article of Slater [27].
The picture that results is simple and appealing: the exclusion principle means that an elec-
tron with a given spin produces a surrounding region where there is a deficiency of charge
of the same spin. This region contains unit charge and is referred to as the “Fermi” [25] or
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“exchange” hole [28]. In the Hartree-Fock scheme, the exchange hole is different for each elec-
tronic function, but Slater [28] developed a simplified “exchange potential” that depended only
on the density:

V Slater
x = −

(
3

2π

)(
3π2n(r)

) 1
3 . (4)

The Slater approximation (4) was proposed at the time that electronic computers were becoming
available for electronic structure calculations and proved to be very useful in practice. Methods
for solving the Schrödinger equation had been developed—but not implemented—somewhat
earlier, including the augmented plane wave (APW) [29] and Korringa-Kohn-Rostoker ap-
proaches [30, 31].
The exchange potential of Slater (4) is 3/2 times that derived by Dirac and Bloch (3) for a
homogeneous electron gas, but Slater [32] pointed out that an effective potential proportional
to the cube root of the density could be obtained by arguments based on the exchange hole
that do not depend on the free electron gas arguments used in the original derivation [28]. The
exchange hole discussed above for a spin up electron contains a single electron. If we assume
that it can be approximated by a sphere of radius R↑, then(

4π

3

)
R3
↑ n↑

!
= 1 ; R↑ =

(
3

4πn↑

) 1
3

(5)

where n↑ is the density of spin up electrons. Since the electrostatic potential at the center of such

a spherical charge is proportional to 1/R↑, the exchange potential will be proportional to n
1
3
↑ .

This argument was used by Slater to counter a misconception (unfortunately still widespread)
that local density approximations based on the homogeneous electron gas are only appropriate
if the electron density is nearly homogeneous.
In 1954, Gáspár [33] questioned the prefactor of the effective exchange potential (Eq. 4). If
one varies the spin orbitals to minimize the total energy in the Thomas-Fermi-Dirac form, one
obtains a coefficient just 2

3
as large. Gáspár applied this approximation to the Cu+ ion and

found good agreement with Hartree-Fock eigenfunctions and eigenvalues. Slater noted that
Gáspár’s method was “more reasonable than mine” [34], but the larger value was used in most
calculations in the following years.

4 Electron density functional formalism

The variational principle on the energy was the basis of the derivation of the density functional
formalism given by Hohenberg and Kohn (HK) [35]. First, they showed that there is a one-
to-one relationship between the external potential Vext(r) and the (nondegenerate) ground state
(GS) wave function Ψ , and then that there is a one-to-one relationship between Ψ and the ground
state density n(r) of an N -electron system,

n(r) = N

∫
dr2 · · · drN Ψ ∗(r, r2, . . . , rN)Ψ(r, r2, . . . , rN) , (6)
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where the spin coordinates are not shown explicitly. Knowledge of the density then determines
the external potential to within a constant, so that all terms in the Hamiltonian are known.
Since the Hamiltonian operator determines completely all states of the system, n(r) determines
excited states as well as the ground state.
These ideas can be applied to the total energy using the variational principle. For this purpose,
HK defined the functional F [n(r)], which is “universal” in the sense that it is valid for any
external potential Vext,

F [n] =
〈
Ψn
∣∣T + Vee

∣∣Ψn〉, (7)

and showed that the energy functional E[n, Vext] satisfies a variational principle:

EGS = minn(r)E[n, Vext], (8)

where
E[n, Vext] =

∫
drVext(r)n(r) + F [n]. (9)

The minimization is performed in HK over all non-degenerate densities that can be derived from
the ground state of some external potential (“V -representable”). Levy [36] generalized this to a
minimization over all densities, including degeneracies.
The generalization to finite temperatures was carried out soon after the work of Hohenberg and
Kohn [35]. Mermin [37] showed that, in a grand canonical ensemble at given temperature T
and chemical potential µ, the equilibrium density is determined by the external potential Vext,
and the equilibrium density minimizes the grand potential. Single-particle equations can be
derived for a fictitious system with kinetic energy T0 and entropy S0, with Exc replaced by the
exchange-correlation contribution to the free energy.

4.1 Single-particle description of a many-electron system.

The task of finding good approximations to the energy functional E[n] is simplified greatly if
we use the decomposition introduced by Kohn and Sham [38],

E[n] = T0[n] +

∫
drn(r)

(
Vext(r) +

1

2
Φ(r)

)
+ Exc[n]. (10)

T0 is the kinetic energy that a system with density n would have if there were no electron-
electron interactions, Φ is the classical Coulomb potential for electrons, and Exc defines the
exchange-correlation energy. T0 is not the true kinetic energy T, but it is of comparable mag-
nitude. Its treatment without approximation removes many deficiencies of the Thomas-Fermi
approach, such as the lack of a shell structure of atoms or the absence of chemical bonding
in molecules and solids. In the expression (10) all terms other than the exchange-correlation
energy Exc can be evaluated exactly, so that approximations for this term are crucial in density
functional applications.
The variational principle applied to (10) yields

δE[n]

δn(r)
=

δT0
δn(r)

+ Vext(r) + Φ(r) +
δExc[n]

δn(r)
= µ, (11)
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where µ is the Lagrange multiplier associated with the requirement of constant particle number:∫
dr δn(r) = 0, and the functional derivative is defined as

δF =

∫
dr

(
δF

δn(r)

)
δn(r) . (12)

If we compare this with the corresponding equation for a system with an effective potential
V (r) but without electron-electron interactions,

δE[n]

δn(r)
=

δT0
δn(r)

+ V (r) = µ, (13)

we see that the mathematical problems are identical, provided that

V (r) = Vext(r) + Φ(r) +
δExc[n]

δn(r)
. (14)

The solution of (Eq. 13) can be found by solving the Schrödinger equation for non-interacting
particles, (

−1

2
∇2 + V (r)

)
ψi(r) = εiψi(r), (15)

yielding

n(r) =
N∑
i=1

fi
∣∣ψi(r)∣∣2 (16)

where fi are occupation numbers (0 ≤ fi ≤ 1) corresponding to the relevant Slater determinant.
We have mapped the original problem onto finding the solution of a non-linear equation, since
the Hamiltonian in (15) is a function of its own eigenvectors. The equation must be solved
iteratively (self-consistently) to satisfy the condition (14).
The solution of this system of equations leads to the energy and density of the lowest state, and
all quantities derivable from them. The formalism can be generalized to the lowest state with
a given symmetry [39]. Instead of seeking these quantities by determining the wave function
of the system of interacting electrons, the DF method reduces the problem to the solution of a
single-particle equation of Hartree form. In contrast to the Hartree-Fock potential,

VHF ψ(r) =

∫
dr′ VHF(r, r

′)ψ(r′), (17)

the effective potential, V (r) is a local (i.e., multiplicative) operator. It is worth noting that the
non-interacting particles are still Fermions, and the Pauli principle must be satisfied.
The numerical advantages of solving the Kohn-Sham equations [38] are obvious. Efficient
methods exist for solving single-particle Schrödinger-like equations with a local effective po-
tential, and there is no restriction to small systems. With a local approximation to Exc, the
equations can be solved as readily as the Hartree equations. Unlike the Thomas-Fermi method,
where the large kinetic energy term is approximated, the valence kinetic energy and the core-
valence and valence-valence electrostatic interactions are treated exactly. However, Exc is the
difference between the exact energy and terms we can evaluate exactly, and approximations are
unavoidable.
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4.2 Exchange-correlation energy Exc and the xc-hole

Kohn and Sham [38] proposed using the “local density (LD) approximation”

ELD
xc =

∫
drn(r) εxc[n(r)], (18)

where εxc[n] is the exchange and correlation energy per particle of a homogeneous electron
gas with density n. This approximation is exact in the limits of slowly varying densities and
very high densities. The electron density in molecules and solids is generally far from that of
a homogeneous electron gas, and the validity of calculations based on properties of a gas of
constant density has often been questioned. We now discuss some general properties of Exc

using arguments closely related to the “exchange hole” picture of Wigner and Seitz [25] and
Slater [28, 32].
The crucial simplification in the density functional scheme is the relationship between the inter-
acting system, whose energy and density we seek, and the fictitious, non-interacting system for
which we solve (Eq. 15, 16). This can be studied by considering the interaction λ/|r−r′| and
varying λ from 0 (non-interacting system) to 1 (physical system). This is done in the presence
of an external potential Vλ [39], such that the ground state of the Hamiltonian

Hλ = −
1

2
∇2 + Vext(r) + Vλ + λVee (19)

has density n(r) for all λ. The exchange-correlation energy of the interacting system can then
be expressed as an integral over the coupling constant λ [40]:

Exc =
1

2

∫
drn(r)

∫
dr′

1

|r−r′|
nxc(r, r

′−r), (20)

with

nxc(r, r
′−r) ≡ n(r′)

∫ 1

0

dλ
(
g(r, r′, λ)− 1

)
. (21)

The function g(r, r′, λ) is the pair correlation function of the system with density n(r) and
Coulomb interaction λVee. The exchange-correlation hole nxc describes the fact that an electron
at point r reduces the probability of finding one at r′, andExc is simply the energy resulting from
the interaction between an electron and its exchange-correlation hole. This is a straightforward
generalization of the work of Wigner and Seitz [25] and Slater [28] discussed above.
Second, the isotropic nature of the Coulomb interaction Vee has important consequences. A
variable substitution R ≡ r′−r in (20) yields

Exc =
1

2

∫
drn(r)

∫ ∞
0

dR R2 1

R

∫
dΩ nxc(r,R). (22)

Equation (22) shows that the xc-energy depends only on the spherical average of nxc(r,R), so
that approximations for Exc can still give an exact value, even if the description of the non-
spherical parts of nxc is quite inaccurate. The energy depends on certain averages over the hole,
and this implies a systematic partial cancellation of errors in the LSD approximation. Third, the
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Fig. 2: Magnitude of exact (solid) and LSD (red, dashed) exchange holes nxc(r, r
′−r) for spin

up electron in N atom for r = 0.13 a.u. (a) Hole along line through nucleus (arrow) and electron
(r−r′ = 0). (b) spherical averages of holes, and 〈1/R〉 [Eq. (24)] (from [13]).

definition of the pair-correlation function leads to a sum-rule requiring that the xc-hole contains
one electron, i.e. for all r, ∫

dr′ nxc(r, r
′−r) = −1. (23)

This means that we can consider −nxc(r, r
′−r) as a normalized weight factor and define the

radius of the xc-hole locally for a particular value of r,〈
1

R

〉
r

= −
∫
dR

nxc(r,R)

|R|
. (24)

This leads to

Exc = −
1

2

∫
drn(r)

〈
1

R

〉
r

. (25)

Provided Equation (23) is satisfied, Exc is determined by the first moment of a function whose
second moment we know exactly and depends only weakly on the details of nxc [39]. Provided
that the spherical average of the exchange-correlation hole is correct, approximations to Exc

can then lead to good total energies, even if other details are described very poorly. This is
shown by the example in Fig. 2, where the exchange hole in a nitrogen atom is shown for a
representative value of r for both the local density and exact (Hartree-Fock) cases. The holes
are qualitatively different: The LD hole is spherically symmetric and centred on the electron,
while the exact hole has a large weight at the nucleus and is very asymmetric. Nevertheless, the
spherical averages are very similar, and the exchange energies differ by only around 10%.

5 Local density approximation (LDA) and extensions

The early expectations of the LDA were very modest. John Perdew noted:

“One of the authors (J.P.P.) was told by W. Kohn (personal communication) that he antici-

pated the LDA to be only slightly more accurate than the Hartree approximation (Exc = 0)

that was widely used in condensed matter physics in 1965.” [1, p. 196]
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In fact, the original paper of Kohn and Sham [38] found good reasons for this:

“In atoms and molecules one can distinguish three regions: (1) . . . , (2) . . . (3) The ‘surface’

of atoms and the overlap regions in molecules. Here our approximation [LDA] has no

validity and therefore we expect this region to be the main source of error. We do not

expect an accurate description of chemical binding ” [38].

Hindsight is always much sharper, of course, but Kohn was certainly correct in noticing:

“I believe that formal DFT would have been of very little interest if there had not been a

simple and very practical approximation for Exc, the LDA, which has yielded surprisingly

accurate results” [41].

5.1 Three examples

We discuss here three cases where the LDA and a simple extension gave interesting and unex-
pected results.

5.1.1 Group 2 dimers: He2, Be2, Mg2, Ca2, . . .

The group 2 elements have a particularly simple structure of the valence electrons: a closed
shell of s-electrons, ns2. When two such atoms approach each other, there is again a closed
shell configuration σ2

gσ
2
u, with an equal number of electrons in bonding an antibonding orbitals

(“bond order” zero). Prior to the first DF calculations, the accepted picture was that binding
was only possible in the presence of London dispersion forces, which increase as the atomic
polarizability increases. This was consistent with available experimental data at the time, which
showed an increase in binding energies from He2 → Mg2 → Ca2, Be2 having not yet been
identified experimentally (Fig. 3). All Hartree-Fock and correlated wave function calculations
on Be2 to that time gave no binding or a weak minimum at large interatomic separation (∼
4.5 Å).
The prediction of DF calculations that the Be2 dimer should not only exist, but should be more
stable than Mg2 [42], was treated by many in the “correlated wave function” world as evidence
that DF calculations were unreliable. Nevertheless, the zigzag behavior in the binding energies
is also present in the bulk cohesive energies (Fig. 3), and a calculation one year later using
correlated wave functions [43] also gave a similar bond length, shorter than widely expected,
and a larger binding energy than in Mg2. The essential correctness of the DF prediction was
finally confirmed experimentally five years later [44]. More details of this saga are provided
in [9].

5.1.2 Phosphorus clusters: Pn

The combination of DF calculations with molecular dynamics (DF/MD, Car-Parrinello method
[45] made simulations of bulk systems at elevated temperatures possible, and simulated anneal-
ing techniques could be used to study the energy surfaces of molecules and clusters. The use
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Group 2 dimers: Be2, Mg2, Ca2, Sr2, ..

R. O. Jones : Molecular bonding in group II A dimers: Be2–Ba2, J. Chem. Phys. 71, 1300 (1979)

Mg2 Expt HF DF
Re (Å) 3.89 – 3.81
ωe (cm−1) 51.12 – 80
EB (eV) 0.052 – 0.11

Ca2 Expt HF DF
Re (Å) 4.28 – 4.30
ωe (cm−1) 64.93 – 80
EB (eV) 0.13 ± 0.02 – 0.20

Be2 Expta HF ICFb DF
Re (Å) 2.45 – 2.49± 0.02 2.57
ωe (cm−1) ∼ 250 – – 300
EB (eV) – – 0.10± 0.01 0.35

a V.E. Bondybey and J.H. English, J. Chem. Phys. 80, 568 (1984)
b B. Liu and A.D. McLean, J. Chem. Phys. 72, 3418 (1980)

Fig. 3: (left) binding energies of diatomic molecules (left scale, eV) and cohesive energies of
bulk metals (right scale, eV per atom). Crosses: experimental values, as available ca. 1980.
(right) spectroscopic constants of group 2 dimers [42].

of molecular dynamics provides an element of randomness needed if one is to avoid biasing the
search for cluster structures.
Four-atom clusters of phosphorus were among the first atomic clusters to be studied using gas-
phase electron diffraction [46]. The most stable form of P4 is tetrahedral, but a second, “butter-
fly” (C2v) form has a much higher energy, but also a much larger region where it is the nearest
local minimum to a given arrangement of four P atoms. The only larger cluster to have been
studied in any detail was the cubic (Oh) form of P8. This was an obvious choice for the valence
configuration of P (3s23p3), with three p-orbitals at 90◦ to each other, but it was noted that the
stability of this structure relative to two P4 tetrahedra was remarkably low.
The reason became clear after DF calculations [47] showed that an unexpected C2v structure
had a much (1.7 eV) lower energy than the cube. Other structures were found for P5 to P8 that
were confirmed by calculations with more traditional methods and by subsequent experiments.
The “butterfly” form can be seen as a component of many larger clusters.

Fig. 4: Molecular dynamics and simulated annealing of P8 from the cubic (Oh) to aC2 structure
to the most stable (C2v) form [47].
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5.1.3 Liquid bismuth

An example from the condensed matter world is provided by extensive DF/MD simulations
using the PBEsol functional approximation [48] (over 500 atoms, up to 100 ps) of liquid bismuth
at four temperatures between 573 K and 1023 K). These simulations have provided details of
the dynamical structure factor, the dispersion of longitudinal and transverse collective modes,
and related properties. Agreement with available inelastic x-ray and neutron scattering data and
with previous simulations is remarkably good [49].
The density fluctuations in the liquid can be described by the intermediate scattering function

F (q, t) =
〈
Re
(
n(q, t+t0)n(q, t0)

)〉
, (26)

where 〈. . .〉 denote averages over all reference times t0, and n(q, t) is a Fourier component of
the density,

n(q, t) =
1√
N

∑
i

exp(i~q·~ri). (27)

The index i runs over all particles, whose total number is N. The dynamical structure factor
S(q, ω) is the Fourier transform of F (q, t)

S(q, ω) =
1

2π

∫
dt F (q, t) exp(iωt). (28)

Calculations of structure factors and related functions involve averages over all equivalent q
vectors with q = |q|. In Fig. 5, we compare the calculated [49] and experimental [50] structure
factors S(q, ω/S(q) for liquid Bi at 573 K.
The current autocorrelation function C(q, t) can be calculated directly from the Fourier trans-
form of the particle current J(q, t), which has a longitudinal component

JL(q, t) =
1√
N

∑
i

~q·~vi exp(i~q·~ri) (29)

and a transverse component

JT (~q, t) =
1√
N

∑
i

~q×~vi exp(i~q·~ri). (30)

The longitudinal component of the current autocorrelation function is

CL(q, t) =
〈
Re
(
JL(q, t+t0) JL(q, t0)

)〉
(31)

with a transverse component

CT (q, t) =
1

2

〈
Re
(
JT (q, t+t0) JT (q, t0)

)〉
. (32)

A variety of experimental probes, including x-rays and neutrons, couple to longitudinal density
fluctuations, but provide no direct information about transverse fluctuations. The shear viscosity
η is a rare transport property that couples to the transverse momentum and can be calculated
from CT (q, t) [49]. The results are 573 K: 1.86 (1.65) mPa s; 773 K: 1.42 (1.18) mPa s; 923 K:
1.11 (1.06) mPa s; 1023 K: 1.08 (0.94) mPa s, where the values in brackets are experimental
values interpolated from the tables of Assael et al. [51]. Given the scatter in the experimental
data of different groups, the agreement is very satisfactory.
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Fig. 5: Ratio of dynamical to static structure factors, S(q, ω)/S(q), for selected q-values at
573 K [49]. Grey: DF/MD results, blue: DF/MD with 3 meV Gaussian broadening, red:
experimental IXS [50].

5.2 Spin systems. LSD approximation

Spin plays a minor role in the systems we have just considered: the Be atom and the beryllium
dimer are closed-shell systems, as are P4 and P8 clusters, and the lowest-lying state of liquid
Bi with an even number of atoms is also spin-free. The extension to spin systems [52] or
an external magnetic field requires the introduction of the spin indices α of the one-electron
operators ψα(r) and replacing Vext by V αβ

ext (r), and the charge density n(r) by the density matrix
nαβ(r) = 〈Ψ |ψ†β(r)ψα(r)|Ψ〉. All ground state properties are functionals of nαβ , and E is
stationary with respect to variations in nαβ . The expression for the energy Exc is analogous to
Equations (20,21).

The generalization of the LDA to spin-polarized systems is known as the local spin density
(LSD) approximation:

ELSD
xc =

∫
drn(r) εxc[n↑(r), n↓(r)], (33)
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where εxc[n↑, n↓] is the exchange and correlation energy per particle of a homogeneous, spin-
polarized electron gas with spin-up and spin-down densities n↑ and n↓, respectively.3

The “Xα” approximation

EXα
x = −3

2
αC

∫
dr
((
n↑(r)

)4/3
+
(
n↓(r)

)4/3)
, (34)

where C = 3(3/4π)1/3, was used in numerous calculations in the late 1960s and 1970s. The
α-dependence of energy differences for a given atom or molecule is weak for values near 2/3,
the value of Bloch [18], Dirac [6], Gáspár [33] and Kohn and Sham [38]. The usual physical
interpretation of n↑(r) and n↓(r) is that n↑(r)+n↓(r) is the total density n(r), and n↑(r)−n↓(r)
is the spin magnetization density.

5.3 Shortcomings of LD/LSD approximations
5.3.1 Self-interaction correction

A particularly obvious defect of the LDA is evident when one considers a system containing
only one electron, since the contribution to the total energy (Eq. 10) contains a spurious “self-
interaction” of the electron with itself. If we knew the exact functional Exc, it would cancel
the direct Coulomb energy in (10). Perdew and Zunger [53] developed an approximation for
correcting the SIC to the LSD or any approximation to the exchange-correlation energy

ESIC
xc = ELSD

xc (n↑, n↓)−
∑
ασ

δασ , (35)

where

δασ =
1

2

∫
dr

∫
dr′

nασ(r)nασ(r
′)

|r− r′|
+ ELSD

xc [nασ, 0] , (36)

where ELSD
xc is the energy functional in the LSD approximation and δασ is the SIC correction

for the orbital α with spin σ and charge density nασ. The last term is the LSD approximation
to the exchange and correlation energy of a fully spin polarized system with density nασ. This
functional is exact for a one-electron system, and it was shown that it led to much better total
energies for atoms [53, 54]. However, energy differences, such as the sd-promotion energies in
atoms, showed little improvement, and the substantial improvement in total energies was shown
to result from a better description of the most tightly bound core electrons [54]. These are the
least relevant for many problems, including chemical bonding.

5.3.2 Further problems

Most of the early DF calculations on small clusters and molecules used the LD (Eq. 18) and/or
LSD (Eq. 33) approximations. The results were often encouraging and provided insight into
interesting physical problems, but it was soon clear that local density calculations can lead to

3The calculation by Bloch [18] in 1929 of ferromagnetism in a free-electron model of a metal was the first
where the exchange energy was expressed as the sum of terms proportional to n

4/3
↑ and n

4/3
↓ .
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unacceptable results. Examples include the overbinding of many molecules, the exchange en-
ergy difference between states with different nodal structures, e.g. the sp-promotion energies
in first-row atoms, particularly O and F, and the sd-promotion energies in transition element
atoms [55]. The Kohn-Sham eigenvalues often underestimate measured optical band gaps sig-
nificantly.
Better approximations were needed, and corrections involving density gradients were soon
available for the correlation [56, 57] and exchange energies [58], where the semi-empirical
approximation of Becke [58] had the correct asymptotic behavior for atoms. Hybrid functionals
including exact exchange were introduced by Becke in 1993 [59]. This form of Ex has three
parameters, and its combination with Ec of Lee, Yang, and Parr [57] (B3LYP) is still one of the
most common approximations used in chemical applications.
Many other empirical and hybrid functionals have been developed since, with parameters usu-
ally fit to thermochemical data for particular groups of molecules. The use of experimental data
for fitting functional forms provided additional parameters that led to improvement over LD and
LSD results [60], and the use of “training sets” of atomic and molecular systems to optimize
the parameters improved the calculated results for particular sets of molecules [61]. Caution is
advised when applying “well-trained” functional forms to systems of a different nature.
Dispersion forces—the weak, non-local interactions between closed shells systems—are a par-
ticular problem for DF approximations (DFA). The long-range interaction between separated
atoms or molecules is absent, and yet the LD approximation overestimates the binding energy
in many such systems, e.g. He2 and other group 2 dimers [42]. The development of a functional
that changes seamlessly on going from weakly interacting units to a combined system remains
an important goal. Langreth and coworkers [62], for example, developed a functional that incor-
porates results for electron gas slabs and the electron gas itself and is free of experimental input.
Empirical corrections to DF results have been studied by Grimme and coworkers [63, 64, and
references therein] and are very widely used.
“Strongly correlated” systems often involve transition element or rare earth atoms, and the
potential energy can dominate over the kinetic energy. Local density approximations can lead
to poor descriptions of these materials, and ways of avoiding these problems is the topic of this
school. A common approach has been to add an on-site Coulomb repulsion (“Hubbard U”) in
the “LSD+U” scheme [65]. The parameter U can be estimated within a DF framework [66] or
fit to experiment. We shall return to these systems below.

5.4 “Jacob’s Ladder”

An alternative path has been followed by others, particular Perdew and collaborators, who de-
veloped a sequence (“Jacob’s ladder”) of approximations without experimental input, where
each “rung” builds on the experience of lower levels and satisfies additional physical constraints
(Fig. 6). This approach is systematic and not empirical [67]. Starting with a proof of the exis-
tence of a functional, one can derive formally exact relationships that can be used as constraints
on approximate forms. If these forms are flexible enough, we can fit their free parameters to
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Fig. 6: Jacob’s ladder hierarchy of density functional approximations. For each quantity,
the spin index σ equals ↑, ↓. Abbreviations: EXOA, exchange-only approximation; EXX, ex-
act exchange; GGA, generalized gradient approximation; LLMGGA, Laplacian level meta-
generalized gradient approximation; LSDA, local spin-density approximation; meta-GGA,
meta-generalized gradient approximation; SL, semi-local; xc, exchange correlation. Repro-
duced from [1], c©2023 The Authors, published by Annual Reviews)

appropriate norms of energies or densities. These should not include binding energies, which
are always susceptible to error cancellation between exchange and correlation.
If we consider the class of semilocal (SL) density functional approximations

ESL
xc [n↑, n↓] =

∫
dr εSLxc (n↑, n↓, . . . ; r) , (37)

there are 17 known constraints that must be satisfied, with another four if we consider nonlocal
approximations, which are typically two-point functionals [1]. A detailed explanation of these
constraints is given in [1].
In this spirit, the gradient corrected form of Perdew, Burke, and Ernzerhof [68] (PBE) incor-
porates the LSD form below it, and the “meta-GGA” form of Tao, Perdew, Staroverov, and
Scuseria (TPSS) [69], where n↑ and n↓ are joined by their gradients and the kinetic energy
density of the occupied Kohn-Sham orbitals, builds on both. The complexity of the calcula-
tions increases as one climbs the “ladder” [70], while the physical content may well seem less
transparent.
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5.5 Functional approximations: current status

Hundreds of functional approximations have been developed over the years, although the num-
ber in widespread use is limited. The LDA is still used for its simplicity, PBE is used in many
molecular calculations, PBEsol gives improved geometries in extended systems, and B3LYP
is very widely used in chemistry. A broad survey of DFA in chemistry [71] came to the con-
clusion that “ultimately, today’s state-of-the-art functionals are close to achieving the level of
accuracy desired for a broad range of chemical applications, and the principal remaining limi-
tations are associated with systems that exhibit significant self-interaction/delocalization errors
and/or strong correlation effects” [71].
Geometrical arrangements are often the goal of DF calculations, but band gaps in the energy
eigenvalue spectrum are also important. A database of 473 semiconductors and insulators has
been used to benchmark over 30 exchange-correlation energy functionals according to the cal-
culated band gaps. Meta-GGAs and hybrid functionals generally gave the best results [72].
The choice of functional approximation is not the only variable in a calculation; we must also
write a program or use one of the many now available. The reproducibility in DF calculations
in solids has been studied in some detail [73], with the reassuring conclusion that “most of the
commonly used codes and methods are now found to predict essentially identical results.”
The agreement with experiment generally improves, as we shall see in the case of the ladder
from LDA→ PBE→ r2SCAN [74], the most recent of the family of strongly constrained and
appropriately normed (“SCAN” [75]) functionals of Perdew and coworkers. A rather thorough
comparison of r2SCAN results with other DFA [1] provides an encouraging picture, not only for
the developers of the approximation. Formation enthalpies are improved, self-interaction errors
are reduced,4 and the Hubbard-U values needed to fit experimental data are lower. SCAN
recognizes without adjustment that undoped La2CuO4 is an antiferromagnetic insulator and its
Sr-doped counterpart is metallic, which is not the case for most other DFA. r2SCAN predicts
an essentially constant magnetization as the structure of NiO is varied, which is consistent with
experiment and an improvement over the GGA functionals PBE and PBEsol [77].
Density functional calculations also predict the electronic density distribution, and Medvedev et
al. [67] noted some years ago that many (empirically fitted) functionals developed since the year
2000 lead to improved energies but densities that are further from the exact results. An extensive
study of dipole moments of small molecules calculated using coupled-cluster theory with up to
triple excitations showed that the best performing of the 88 DFA tested were of comparable
accuracy [78]. Hybrid functionals performed best, although it is a little disconcerting that some
modern DFA performed little better than LDA.
A very recent study of 26 molecules with up to four atoms compared the charge distribution in
DF calculations with Hartree-Fock and with 12 widely-used DFA with the densities obtained
from coupled-cluster (single and double excitations) calculations [79]. This work showed that
modern DFA can provide highly accurate charge densities, particularly in the case of meta-GGA

4Recent studies of the sd-promotion energies in transition metal atoms [76] suggest that the Perdew-Zunger [53]
model for SIC induces a significant error in these atoms.
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and hybrid functionals. These DFA outperform Hartree-Fock for simple, sp-bonded molecules
near their equilibrium geometries. The only functional that was worse than Hartree-Fock was
LDA. Particularly striking was the finding that “the functionals that adhere to theoretical con-
straints, such as SCAN and r2SCAN, produced the most consistent results across all error mea-
sures. In contrast, empirically designed functionals exhibited a significantly larger spread in at
least one error measure, emphasizing the importance of adhering to physically rigorous con-
straints for achieving consistently accurate charge densities” [79].

6 Broken symmetry. Connection to strong correlation?

“We can now propose a definition of strong correlation: Strong correlation in a
symmetry-constrained wave function is any correlation between electrons that re-
sults in an exceptionally structured electron-pair density, or is otherwise qualita-
tively different from the “normal” Coulomb correlation found in simple sp-bonded
materials in their ground states near equilibrium nuclear geometries. . . This defi-
nition has little in common with “everything that DFT gets wrong.”
J.P. Perdew et al. (2021) [80]

“The focus on quantum materials has raised questions on the fitness of density
functional theory for the description of the basic physics of such strongly correlated
systems. Recent studies point to another possibility: the perceived limitations are
often not a failure of the density functional theory per se, but rather a failure to
break symmetry.”
A. Zunger (2022) [81]

Can it really be true that a symmetry-broken version of density functional theory is able to
handle some “strongly correlated” problems? We now look at simple examples of symmetry
breaking in density functional calculations.

6.1 Broken symmetry in general

We have noted that the Hamiltonian in Eq. (15) is a function of its own eigenvectors, so must
be solved iteratively to satisfy the condition (14). The non-linearity means that solutions may
not be unique and may break essential symmetries of the system, often connected with phase
transitions. Additional correlations may occur. Such considerations can suggest new physical
processes or provide new insight, but the broken-symmetry wave functions do not have the sym-
metry of the original system, so that many results cannot be compared directly with experiment.
General group-theoretical techniques that have been developed to restore the original symme-
try are reviewed in [82] and apply also to the extension of the restricted Hartree-Fock (RHF)
approach, where the single Slater determinant wave function is constrained to have the under-
lying molecular symmetry, to the unrestricted Hartree-Fock (UHF) approach, where it is not. A
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Fig. 7: Energy of the hydrogen molecule as a function of the internuclear distance. The full
curves show the results in the LD and LSD approximations, which differ for R ≥ 3.2 The
dashed curve gives the accurate result of Ref. [84]. The upper part of the figure shows the
quantity c in Eq. (38), which gives the degree of spin polarization. For c = 1, the system is
unpolarized. Reproduced with permission from [39]. c©1976 American Physical Society.

single Slater determinant of different orbitals for different spins, for example, is not a satisfac-
tory eigenfunction of the total spin operator 〈S2〉, and the ground state can be contaminated by
excited states [83].

6.2 Symmetry-broken systems: H2, Cr2, Be2 . . .

One of the earliest DF calculations of a molecule, now 50 years ago, was the study of the ground
state ( 1Σ+

g ) of H2 by Gunnarsson and Lundqvist [39]. The results for several approaches are
shown in Fig. 7 and include the Hartree-Fock (HF), Heitler-London (HL), local density (LD),
and the numerically exact result [84].
The LSD curve is obtained by assuming that the two orbitals contributing to the spin density
are ψiα = Φiξα, where ξα is a spin function and

Φi(r) = [φi(r) + cφj(r)]/(1 + 2cS + c2)1/2, (i, j = a, b, i 6= j) (38)

with S =
∫
dr φa(r)φb(r). This means that the spin polarization can be different for atoms a

and b. The LSD curve follows the exact curve closely and allows dissociation into two neutral
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Fig. 8: Restricted (blue) and unrestricted (red) Hartree-Fock calculations for Be2 (after [93]).
×: correlated wave function results of [43], +: LDA results [42].

H atoms with opposite spin. The degree of spin polarization is given by the value of c (Fig. 7,
upper), and the symmetry-broken state has a lower energy than the LD calculation for r > 3.2 Å.
The fact that a large part of correlation effects can be described by a single determinantal wave
function with broken-symmetry orbitals and projection to an eigenstate of total spin was pointed
out first by Coulson and Fischer [85].
The transition point depends on the DFA used, both for closed-shell [86] and open-shell mole-
cules [87]. This electronic instability corresponds to the Mott transition in solids [88], where the
broken-symmetry solutions are described as spin- or charge-density waves. Spin waves were
identified much earlier by Bloch [89].
The first density functional calculations on transition metal dimers [90] considered only states
with the full symmetry of the molecule, and it was difficult to make a clear prediction of the
ground state of Cr2, where the balance between favoring the occupation of bonding orbitals and
having a high-spin state is delicate. This study overlooked the possibility of antiferromagnetic
coupling in these systems [91, and references therein]. It is possible to describe a ladder of spin
states by constructing states of mixed spin symmetry and lower space symmetry.
We have seen that DF calculations for the beryllium dimer [42] led to an unexpectedly short
bond length (2.57 Å). Previous Hartree-Fock calculations had led to a repulsive curve and no
binding, but these were restricted HF calculations that required the wave function to have the
full molecular symmetry. Unrestricted HF calculations [92], however, showed a weak minimum
(depth 0.26 eV, interatomic separation ∼ 2.3 Å). In Fig. 8, we show very recent (and much
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more accurate) RHF and UHF calculations for Be2 [93], as well as the minimum energies and
separations found in density functional [42] and correlated wave function calculations [43]. One
can only speculate about the course of events if the UHF result had been known before the DF
results.
The quotations at the beginning of this section suggest that the broken-symmetry ideas we
have just discussed could be useful in addressing some long-running problems in the density
functional description of strongly-correlated systems, e.g., transition metal monoxides such as
FeO and NiO. It has now been shown [77, 94] that the antiferromagnetic, insulating phase in
these materials can be described well if the unit cell is chosen to allow antiferromagnetic order.
The smallest unit cell has a single transition element atom, so that the local magnetic moment
is zero, not just the global magnetization. It should be noted that the energy eigenvalues in
general and band gaps in particular do not agree with experiment. This can be improved by
adding about 20 % “exact exchange” to the r2-SCAN functional or by adding a Hubbard-U.

7 Concluding remarks

Density functional theory has a long and fascinating history involving some of the best known
names in physics and has become, without dispute, the “workhorse of quantum chemistry and
materials science” [8]. This is a remarkable result for a method that has experienced much
opposition. The theoretical chemistry community took many years to be convinced of its use-
fulness, and its dismissal by a leading condensed matter theorist, Philip Anderson, as the “Great
Solid State Physics Dream Machine” did little to help its establishment in the wider condensed
matter community. Its difficulties in the past to describe “strongly correlated” materials led to
their definition in terms of this failure.
I concluded my lecture at the 2013 School with the following lines:

“I end with a note of caution for the ‘strongly correlated’ community, Few the-
oretical chemists thought that DF calculations were relevant to understanding the
electronic structure of molecules, but local density approximations (and their mod-
ifications) have given far better results than anyone expected. It was shown after-
wards why approximations to Exc could give good results for density distributions
far from those where they are obviously valid. Perhaps DF theory has some real
surprises in store for the ‘strongly correlated’ world.” [95]

Developments in the recent past seem to bear this out. The remarkable improvement in the
results from DFA that satisfy increasing numbers of physical constraints has been accompanied
by a new focus on broken symmetry wave functions as a way to study some of the problems
involving strong correlations. I was not expecting either development, but I am optimistic about
the future of both.
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1 Introduction

In 1965, when the two founding papers [1] of density-functional theory (DFT) had just been
published in the Physical Review, very few could recognize the revolution in the making. Ef-
ficient techniques for materials science applications were missing and computers were not that
powerful. And yet in 50 years, thanks to remarkable ideas, novel algorithms and steady ad-
vance in computational power, brilliant minds brought DFT to its present splendor, making it
the standard model of condensed matter physics. In 1998, in his Nobel lecture [2], Walter Kohn,
described the most important contributions of DFT to science with these words

The first is in the area of fundamental understanding. Theoretical chemists and
physicists, following the path of the Schrödinger equation, have become accus-
tomed to think in a truncated Hilbert space of single particle orbitals. The spec-
tacular advances achieved in this way attest to the fruitfulness of this perspective.
However, when very high accuracy is required, so many Slater determinants are
required (in some calculations up to∼ 109!) that comprehension becomes difficult.

DFT changed the focus from the N -electron ground-state wavefunction Ψ(r1, . . . , rN) to a
three-dimensional variable, the electronic ground-state density n(r), or other directly measur-
able quantities, such as response functions. These, within a given approximation of the DFT
exchange-correlation functional, could be calculated from first principles, i.e., using as input the
type of atoms involved and, at most, their positions. In practice, n(r) is obtained by mapping the
actual many-body problem onto an auxiliary single-electron Hamiltonian with the same ground-
state electron density, the Kohn-Sham Hamiltonian. The associated Kohn-Sham eigenvalues are
thus in principle merely Lagrange multipliers. Remarkably, however, the big success of DFT
came, in part, from bold applications of the theory beyond its actual realm of validity. To general
surprise, the Kohn-Sham eigenvalues turned out to be in many cases excellent approximations to
the actual elementary excitations of a given material. Early on it became clear, however, that this
Ansatz fails qualitatively for a whole category of systems, those in which local Coulomb repul-
sion effects are large, also known as strongly-correlated materials. Paradoxically, in describing
strong-correlation phenomena, simple models describing generic features of the microscopic
mechanism are much more effective than DFT-based materials-specific calculations. This hap-
pens, e.g., for the Kondo effect, heavy-fermion behavior, or the metal-insulator transition. Thus
criticisms arose. Particularly outspoken in this contest was another Nobel laureate, P.W. An-
derson, who emphasized the emergent nature of a true many-body phenomenon [3]. Emergent
states typically elude a simple mapping to an effective non-interacting system. For a while, two
apparently incompatible philosophies thus coexisted. The first-principles school identified in
the materials dependence the essential ingredient for understanding the real world, and tried to
correct the failures of the practical implementations of DFT by corrections, often ad hoc, of
the exchange-correlation potential. Instead, the many-body models school identified canonical
models which explain specific emergent phenomena, dismissing the materials dependence as
non-relevant, non-generic detail. In the last three decades these different world-views started to
merge, and it became apparent that both sides were right and wrong at the same time. While the
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local Coulomb repulsion is indeed key, materials aspects turn out to be essential for understand-
ing real correlated materials. In hindsight, we can now put this debate in a different perspective.
The electronic many-body problem, in the non-relativistic limit and in the Born-Oppenheimer
approximation, is described by the Hamiltonian

Ĥe = −1

2

∑

i

∇2
i −

∑

i

∑

α

Zα
|ri−Rα|

+
∑

i>j

1

|ri−rj|
+
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α>α′

ZαZα′

|Rα−Rα′|
, (1)

where {ri} are electron coordinates, {Rα} nuclear coordinates and Zα the nuclear charges.
Using a complete one-electron basis, for example the basis {ϕa(r)}, where {a} are the quantum
numbers, we can write this Hamiltonian in second quantization as

Ĥe = −
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ab

tab c
†
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+
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Here the hopping integrals are given by

tab = −
∫
dr ϕa(r)

(
−1

2
∇2−
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while the elements of the Coulomb tensor are

Uaa′bb′ =

∫
dr2

∫
dr2 ϕa(r1)ϕa′(r2)

1

|r1−r2|
ϕb′(r2)ϕb(r1). (4)

In principle, all complete one-electron bases are equivalent. In practice, since, in the general
case, we cannot solve the N -electron problem exactly, some bases are better than others. One
possible choice for the basis are the Kohn-Sham orbitals, {ϕKS

a (r)}, obtained, e.g., in the local
density approximation (LDA) or its simple extensions.1 In this case, it is useful to replace the
electron-nuclei interaction ven(r) with the DFT potential vR(r), which includes in addition the
Hartree term vH(r) and the (approximate) exchange-correlation potential vxc(r)

vR(r) = ven(r) +

∫
dr′

n(r′)

|r−r′|︸ ︷︷ ︸
vH(r)

+ vxc(r) (5)

so that
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2
∇2 + vR(r)

)
ϕKS
b (r). (6)

To avoid double counting (DC), we have, however, to subtract from ĤU the term ĤDC, which
describes the Coulomb terms already included in the hopping integrals

Ĥe = −
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†
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. (7)

1For the purpose of many-body calculations the differences between LDA, GGA or their simple extensions are
in practice negligible; for simplicity, in the rest of the lecture, we thus adopt LDA as representative functional.
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For weakly-correlated systems, in the Kohn-Sham basis, the effects included in ∆ĤU can, in
first approximation, either be neglected or treated as a perturbation. This implies that ĤLDA

e ∼
Ĥeff , where Ĥeff is the effective model which provides a good description of the system (at least)
at low energy, and which describes emergent effective “elementary particles” and their interac-
tions. Hypothetically, one could imagine that Ĥeff is obtained via a canonical transformation,
so that Ĥeff ∼ Ŝ−1Ĥe Ŝ, although the exact form of the operator Ŝ is unknown.
A defining feature of strong-correlation effects is that they cannot be described via a single-
electron Hamiltonian, however. A model of form ĤLDA

e does not describe correctly the Mott
metal-insulator transition, no matter what the specific values of the parameters t̃ab are.2 Thus
for strongly-correlated systems the low-energy effective model must have a different form. For
Mott systems a canonical Hamiltonian is the Hubbard model

Ĥ = −
∑

σ

∑

ii′

ti,i
′
c†iσci′σ + U

∑

i

n̂i↑n̂i↓, (8)

which includes, in addition to a single-electron term, the on-site Coulomb repulsion. This
Hamiltonian captures the essence of the Mott transition. At half filling, for U= 0 it describes a
paramagnetic metal, and for ti,i′(1−δi,i′)=0 an insulating set of paramagnetic atoms. Unfortu-
nately, differently from Hamiltonians of type ĤLDA

e , Hubbard-like models cannot be solved ex-
actly in the general case. Remarkably, till 30 years ago, no method for describing the complete
phase diagram of (8) in one coherent framework, including the paramagnetic insulating phase,
was actually known. This changed between 1989 and 1992, when the dynamical mean-field
theory (DMFT) was developed [4–7]. The key idea of DMFT consists in mapping the Hubbard
model onto a self-consistent auxiliary quantum-impurity problem, which can be solved exactly.
The mapping is based on the local dynamical self-energy approximation, very good for realistic
three-dimensional lattices—and becoming exact in the infinite coordination limit [4, 5].
DMFT was initially applied to simple cases, due to limitations in model building, computational
power, and numerical methods for solving the auxiliary impurity problem (the quantum impu-
rity solvers). In the last thirty years remarkable progress lifted many of these limitations. First,
reliable schemes to build realistic low-energy materials-specific Hubbard-like models have been
devised, in particular using Kohn-Sham localized Wannier functions. This is impressive, given
that we do not know the exact operator Ŝ which gives the effective low-energy Hamiltonian,
and thus a truly systematic derivation is not possible. Second, key advances in quantum impu-
rity solvers and increasingly more powerful supercomputers made it possible to study always
more complex many-body Hamiltonians. The approach which emerged, consisting in solving
within DMFT materials-specific many-body Hamiltonians constructed via LDA, is known as
the LDA+DMFT method [8–10]. This technique (and its extensions) is now the state-of-the-
art for describing strongly-correlated materials. In this lecture I will outline the basic ideas on
which the method is based, its successes and its limitations.

2One can obtain an insulator by reducing the symmetry, e.g, by increasing the size of the primitive cell. This
Slater-type insulator has however different properties than a Mott-type insulator.
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2 From DMFT to LDA+DMFT

In this section we introduce the basics of dynamical mean-field theory. We start from a case
for which we can perform analytic calculations, the two-site Hubbard Hamiltonian. This is
a toy model; it is also the worst case for DMFT, since the coordination number is the lowest
possible. It is nonetheless very useful in order to explain how the method works. Next we extend
the formalism to the one-band and then to the multi-orbital Hubbard Hamiltonian. For three-
dimensional lattices the coordination number is typically large and thus DMFT is an excellent
approximation. In Sec. 3 we describe state-of-the-art schemes to construct materials-specific
many-body models. They are based on Kohn-Sham Wannier orbitals, calculated, e.g, using the
LDA functional. The solution of such models via DMFT defines the LDA+DMFT method.

2.1 DMFT for a toy model: The Hubbard dimer

The two-site Hubbard model is given by

Ĥ = εd
∑

iσ

n̂iσ − t
∑

σ

(
c†1σc2σ + c†2σc1σ

)
+ U

∑

i

n̂i↑n̂i↓, (9)

with i = 1, 2. The ground state for N = 2 electrons (half filling) is the singlet3

|G〉H =
a2(t, U)√

2

(
c†1↑c

†
2↓ − c†1↓c†2↑

)
|0〉+

a1(t, U)√
2

(
c†1↑c

†
1↓ + c†2↑c

†
2↓
)
|0〉 (10)

with

a2
1(t, U) =

1

∆(t, U)

∆(t, U)− U
2

, a2
2(t, U) =

4t2

∆(t, U)

2

∆(t, U)− U , (11)

and

∆(t, U) =
√
U2 + 16t2. (12)

The energy of this state is

E0(2) = 2εd +
1

2

(
U −∆(t, U)

)
. (13)

In the T → 0 limit, using the Lehmann representation (see Appendix B), one can show that the
local Matsubara Green function for spin σ takes then the form

Gσ
i,i(iνn) =

1

4

(
1 + w(t, U)

iνn −
(
E0(2)− εd+t−µ︸ ︷︷ ︸
E0(2)−E−(1)−µ

) +
1− w(t, U)

iνn −
(
−E0(2) + U+3εd+t−µ︸ ︷︷ ︸

E+(3)−E0(2)−µ

)

+
1− w(t, U)

iνn −
(
E0(2)− εd−t−µ︸ ︷︷ ︸
E0(2)−E+(1)−µ

) +
1 + w(t, U)

iνn −
(
−E0(2) + U+3εd−t−µ︸ ︷︷ ︸

E−(3)−E0(2)−µ

)
)
, (14)

3Eigenstates and eigenvalues of the Hubbard dimer for arbitrary filling can be found in Appendix A.
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where νn = π(2n+1)/β are fermionic Matsubara frequencies and µ = εd+U/2 is the chemical
potential. The weights are

w±(t, U) =
1

4

(
1± w(t, U)

)
, (15)

w(t, U) = 2a1(t, U)a2(t, U) =
4t

∆(t, U)
. (16)

The local Green function can be rewritten as the average of the Green function for the bonding
(k = 0) and the anti-bonding state (k = π), i.e.,

Gσ
i,i(iνn) =

1

2

(
1

iνn + µ− εd + t−Σσ(0; iνn)︸ ︷︷ ︸
Gσ(0;iνn)

+
1

iνn + µ− εd − t−Σσ(π; iνn)︸ ︷︷ ︸
Gσ(π;iνn)

)
. (17)

The self-energy is given by

Σσ(k; iνn) =
U

2
+
U2

4

1

iνn + µ− εd − U
2
− eik 3t

. (18)

The self-energies Σσ(0; iνn) and Σσ(π; iνn) differ due to the phase eik = ±1 in their denomi-
nators. The local self-energy is, by definition, the average of the two

Σσ
l (iνn) =

1

2

(
Σσ(π; iνn)+Σσ(0; iνn)

)
=
U

2
+

U2

4

iνn + µ− εd − U
2

(iνn + µ− εd − U
2

)2 − (3t)2

=
U

2
+

U2

4

iνn
(iνn)2 − (3t)2

(19)

The difference

∆Σσ
l (iνn) =

1

2

(
Σσ(π; iνn)−Σσ(0; iνn)

)
=

U2

4

3t

(iνn + µ− εd − U
2

)2 − (3t)2

=
U2

4

3t

(iνn)2 − (3t)2
, (20)

thus measures the importance of non-local effects; it would be zero if the self-energy was inde-
pendent of k. Next we define the hybridization function

F σ(iνn) =

(
t+∆Σσ

l (iνn)
)2

iνn + µ− εd −Σσ
l (iνn)

(21)

which for U = 0 becomes

F σ
0 (iνn) =

t2

iνn
. (22)

By using these definitions, we can rewrite the local Green function as

Gσ
i,i(iνn) =

1

iνn + µ− εd − F σ(iνn)−Σσ
l (iνn)

. (23)
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Fig. 1: Hubbard dimer: Imaginary (left) and real (right) part of the retarded Green function,
obtained setting iνn → ω+iδ (analytic continuation) in Eq. (14). Red lines: k = 0 contribution.
Blue lines: k = π contribution. Dashed lines: Poles of the retarded Green function. Param-
eters: t = 1, U = 4. The weight of the poles yielding the smaller peaks, w−(t, U), defined in
Eq. (15), goes to zero for U → 0. In the atomic limit, instead, all four poles have the same
weight; the energies of the two positive (negative) poles become identical, however.

The associated retarded Green function, obtained via analytic continuation (iνn → ω+ iδ),
is shown in Fig. 1. It is important to point out that, as one may see from the formulas just
discussed, the local Green function and the local self-energy satisfy the local Dyson equation

Σσ
l (iνn) =

1

Gσ
i,i(iνn)

− 1

Gσ
i,i(iνn)

, (24)

where Gσ
i,i(iνn) is given by

Gσ
i,i(iνn) =

1

iνn + µ− εd − F σ(iνn)
. (25)

Thus, one could think of mapping the Hubbard dimer into an auxiliary quantum-impurity model,
chosen such that, within certain approximations, the impurity Green function is as close as
possible to the local Green function of the original problem. How can we do this? Let us adopt
as auxiliary model the Anderson molecule

ĤA = εs
∑

σ

n̂sσ − t
∑

σ

(
c†dσcsσ + c†sσcdσ

)
+ εd

∑

σ

n̂dσ + Un̂d↑n̂d↓, (26)

where s labels the uncorrelated bath site and d the correlated quantum-impurity site. The first
constraint would be that Hamiltonian (26) has a ground state with the same occupations of the
2-site Hubbard model, i.e., at half filling, nd = ns = 1. Such a self-consistency condition is
satisfied if εs = µ = εd +U/2. This can be understood by comparing the Hamiltonian matrices
of the two models in the Hilbert space with N = 2 electrons. To this end, we first order the
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two-electron states of the Hubbard dimer as

|1〉 = c†1↑c
†
2↑|0〉, |4〉 = 1√

2

(
c†1↑c

†
2↓ − c†1↓c†2↑

)
|0〉,

|2〉 = c†1↓c
†
2↓|0〉, |5〉 = c†1↑c

†
1↓|0〉,

|3〉 = 1√
2

(
c†1↑c

†
2↓ + c†1↓c

†
2↑
)
|0〉, |6〉 = c†2↑c

†
2↓|0〉.

(27)

In this basis the Hamiltonian of the Hubbard dimer has the matrix form

Ĥ2(εd, U, t) =




2εd 0 0 0 0 0

0 2εd 0 0 0 0

0 0 2εd 0 0 0

0 0 0 2εd −
√

2t −
√

2t

0 0 0 −
√

2t 2εd+U 0

0 0 0 −
√

2t 0 2εd+U




. (28)

The ground state, the singlet given in Eq. (10), can be obtained by diagonalizing the lower
3×3 block. For the Anderson molecule, ordering the basis in the same way (1 → d, 2 → s),
this Hamiltonian becomes

ĤA
2 (εd, U, t; εs) =




εd+εs 0 0 0 0 0

0 εd+εs 0 0 0 0

0 0 εd+εs 0 0 0

0 0 0 εd+εs −
√

2t −
√

2t

0 0 0 −
√

2t 2εd+U 0

0 0 0 −
√

2t 0 2εs




. (29)

Comparing the lower 3×3 block of ĤA
2 (εd, U, t; εs) with the corresponding block of Ĥ2(εd, U, t)

we can see that, unless εs = µ = εd + U/2, the two doubly occupied states |5〉 and |6〉 have
different energies and thus the two sites i = 1, 2 are differently occupied in the ground state.
By setting εs = µ we find that

ĤA
2 (εd, U, t;µ) = Ĥ2(εd+

U
4
, U

2
, t). (30)

TheN = 2 ground state of ĤA
2 (εd, U, t;µ) has thus the form of the ground-state for the Hubbard

dimer

|G〉A =
a2(t, U/2)√

2

(
c†d↑c

†
s↓ − c†d↓c†s↑

)
|0〉+

a1(t, U/2)√
2

(
c†d↑c

†
d↓ + c†s↑c

†
s↓
)
|0〉, (31)

and the condition ns =nd = 1 is satisfied. Since εs 6= εd, however, the eigenstates of ĤA for
one electron (N = 1) or one hole (N = 3) are not the bonding and antibonding states of the
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Hubbard dimer.4 The impurity Green function is then given by

Gσ
d,d(iνn) =

1

4

(
1 + w′(t, U)

iνn −
(
E0(2)− E−(1)− µ

) +
1− w′(t, U)

iνn −
(
E+(3)− E0(2)− µ

)

1− w′(t, U)

iνn −
(
E0(2)− E+(1)− µ

) +
1 + w′(t, U)

iνn −
(
E−(3)− E0(2)− µ

)
)
, (32)

where

E0(2)− E±(1)− µ = −
(
E±(3)− E0(2)− µ

)
= −1

4

(
2∆(t, U/2)±∆(t, U)

)
(33)

and

w′(t, U) =
1

2

32t2 − U2

∆(t, U)∆(t, U/2)
. (34)

After some rearrangement we obtain a much simpler expression

Gσ
d,d(iνn) =

1

iνn + µ− εd −Fσ0 (iνn)−Σσ
A(iνn)

. (35)

The impurity self-energy equals the local self-energy of the Hubbard dimer

Σσ
A(iνn) =

U

2
+
U2

4

iνn
(iνn)2 − (3t)2

, (36)

as one may see comparing it to equation (19). The hybridization function is given by

Fσ0 (iνn) =
t2

iνn
, (37)

as for the non-interacting Hubbard dimer, Eq. (22). For U = 0, Gσ
d,d(iνn) equals the non-

interacting impurity Green function

G0σ
d,d(iνn) =

1

iνn + µ− εd −Fσ0 (iνn)
. (38)

The impurity Green function thus satisfies the impurity Dyson equation

Σσ
A(iνn) =

1

G0σ
d,d(iνn)

− 1

Gσ
d,d(iνn)

. (39)

In Fig. 2 we show the retarded impurity Green function of the Anderson molecule (orange,
right panels) and the retarded local Green function of the 2-site Hubbard model, both in the
local self-energy approximation (blue, right panels) and exact (blue, left panels). Comparing
left and right panels we can see that setting ∆Σσ

l (ω) = 0 yields large errors. The right panels
demonstrate, however, that the spectral function of the Anderson molecule is quite similar to the

4The complete list of eigenvalues and eigenvectors of the Anderson molecule for εs = εd + U/2 and arbitrary
electron number N can be found in Appendix A.
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Fig. 2: Retarded Green function of the Hubbard dimer (t = 1, U = 4) and of the Anderson
molecule (εs = εd + U/2) in the zero temperature limit. Left panels: Hubbard dimer, exact
Green function. Right panels, blue: Hubbard dimer in the local self-energy approximation, i.e.,
with ∆Σσ

l (ω) = 0. Right panels, orange: Anderson molecule. Dashed lines: Poles for the
Hubbard dimer (left) or the Anderson molecule (right).

one of the Hubbard dimer with ∆Σσ
l (ω) = 0. The small remaining deviations come from the

fact that, for the Hubbard dimer, in the impurity Dyson equation, the non-interacting impurity
Green function is replaced by Gσ

i,i(iνn) in the local self-energy approximation, i.e., by the bath
Green function

Gσi,i(iνn) =
1

iνn + µ− εd −Fσl (iνn)
, (40)

where

Fσl (iνn) =
t2

iνn + µ− εd −Σσ
A(iνn)

. (41)

We are now in the position of explaining how DMFT works for the Hamiltonian of the Hubbard
dimer, choosing the Anderson molecule Hamiltonian (26) as the auxiliary quantum-impurity
model. The procedure can be split in the following steps

1. Build the initial quantum impurity model with G0σ
d,d(iνn) = G0σ

i,i (iνn). The initial bath is
thus defined by energy εs = εd and hopping t.
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2. Calculate the local Green function Gσ
d,d(iνn) for the auxiliary model.

3. Use the local Dyson equation to calculate the impurity self-energy

Σσ
A(iνn) =

1

G0σ
d,d(iνn)

− 1

Gσ
d,d(iνn)

.

4. Calculate the local Green function of the Hubbard dimer setting the self-energy equal to
the one of the quantum-impurity model

Gσ
i,i(iνn) ∼ 1

2

(
1

iνn + µ− εd + t−Σσ
A(iνn)

+
1

iνn + µ− εd − t−Σσ
A(iνn)

)
.

5. Calculate a new bath Green function Gσi,i(iνn) from the local Dyson equation

Gσi,i(iνn) =
1

Σσ
A(iνn) + 1/Gσ

i,i(iνn)
.

6. Build a new G0σ
d,d(iνn) from Gσi,i(iνn).

7. Restart from the second step.

8. Iterate till self-consistency, i.e., here till nσd = nσi and Σσ
A(iνn) does not change any more.

The Anderson molecule satisfies the self-consistency requirements for εs = µ. The remaining
difference between Gσ

d,d(iνn), the impurity Green function, and Gσ
i,i(iνn), the local Green func-

tion of the Hubbard dimer in the local self-energy approximation, arises from the difference in
the associated hybridization functions

∆Fl(iνn) = Fσl (iνn)−Fσ0 (iνn) = t2p2

(
− 2

iνn
+

1

iνn − εa
+

1

iνn + εa

)
(42)

where p2 = U2/8ε2
a and εa =

√
9t2 + U2/4. The error made is small, however, as shown in

the right panels of Fig. 2. To further improve we would have to modify the auxiliary model
adding more bath sites. Staying with the Anderson molecule, in Fig. 3 we compare in more
detail its spectral function with the exact spectral function of the Hubbard dimer. The figure
emphasizes several important conclusions. The top right panel reminds us that DMFT is not a
good approximation for molecular complexes with two (or few) correlated sites. This is because
in such systems the coordination number is the lowest possible, the worst case for dynamical
mean-field theory. In three-dimensional crystals, instead, the coordination number is typically
large enough to make dynamical mean-field theory an excellent approximation. The bottom
left panel of Fig. 3 shows that, in the local-self-energy approximation, the agreement between
Anderson and Hubbard Green functions is very good for any U value. This indicates that
when the local-self-energy approximation (hence DMFT) works well, as in the case of three-
dimensional crystals, it can be successfully used to study the behavior of a given system as a
function of U. Leaving for a moment DMFT aside, the two bottom panels of Fig. 3 show that
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Fig. 3: Imaginary part of the retarded Green function of the Anderson molecule (orange) and
Hubbard dimer (blue) in the zero temperature limit. In the bottom left panel the local self-energy
approximation is adopted for the Hubbard dimer; in all other cases the exact Green function of
the Hubbard dimer is shown. Parameters: t = 1, εs = µ. Top: U = 0 (left) and U = 4t (right).
Bottom: Evolution with increasing U from 0 to 4t in equal steps.

the evolution with U is different for the impurity Green function of the Anderson molecule
and the exact local Green function of the Hubbard dimer. Anticipating the discussion of later
sections, if we compare to the spectral function of the actual lattice Hubbard model, we could
say that the Hubbard dimer captures well the evolution of the Hubbard bands and the gap in
the large-U limit. On the other hand, the Anderson molecule partially captures the behavior of
the central “quasi-particle” or “Kondo” peak, although the Kondo effect itself is unrealistically
described; as a matter of fact, the Kondo energy gain (the “Kondo temperature”) is perturbative
(∝ t2/U ) in the case of the Anderson molecule, while it is exponentially small for a Kondo
impurity in a metallic bath. This also points to the possible shortcomings of calculations in
which the DMFT quantum-impurity model for the lattice Hubbard model is solved via exact
diagonalization, however using a single bath site or very few; this is sufficient in the limit of
large gap,5 but is bound to eventually fail approaching the metallic regime. Indeed, this failure
is one of the reasons why the solution of the Kondo problem required the development of—at
the time new—non-perturbative techniques such as the numerical renormalization group.

5For a discussion of bath parametrization in exact diagonalization and the actual convergence with the number
of bath sites for the lattice Hubbard model see Ref. [11].
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2.2 Non-local Coulomb interaction

In Sec. 2.1 we have seen that the local Coulomb interaction gives rise, alone, to non-local self-
energy terms, which can be very important. What is, instead, the effect of the non-local part
of the Coulomb interaction? For a Hubbard dimer, extending the Coulomb interaction to first
neighbors leads to the Hamiltonian

Ĥ =εd
∑

iσ

n̂iσ − t
∑

σ

(
c†1σc2σ + c†2σc1σ

)
+ U

∑

i=1,2

n̂i↑n̂i↓

+
∑

σσ′

(
V−2JV−JV δσσ′

)
n̂1σn̂2σ′ − JV

∑

i6=i′

(
c†i↑ci↓c

†
i′↓ci′↑ + c†i′↑c

†
i′↓ci↑ci↓

)
, (43)

where the parameters in the last two terms are the intersite direct (V ) and exchange (JV )
Coulomb interaction. For two electrons the Hamiltonian, in a matrix form, becomes

ĤNL
2 =




2εd+V−3JV 0 0 0 0 0

0 2εd+V−3JV 0 0 0 0

0 0 2εd+V−3JV 0 0 0

0 0 0 2εd+V−JV −
√

2t −
√

2t

0 0 0 −
√

2t 2εd+U −JV
0 0 0 −

√
2t −JV 2εd+U




,

where the basis is defined in Eq. (27). In the atomic (t = 0) limit, the triplet states, |1〉, |2〉 and
|3〉, have lower energy than the singlet states, |4〉, |5〉 and |6〉, as one can see by comparing the
diagonal elements of the upper and lower 3×3 block of the matrix ĤNL

2 here above. This is due
to the fact that JV is positive (ferromagnetic) and V < U. The triplet can remain the ground
multiplet even for finite t. If, however, JV is sufficiently small, the ground state is a singlet,
as in the case V=JV =0. Setting for simplicity JV = 0, we notice that ĤNL

2 = Ĥ2(ε′d, U
′, t),

where the right-hand-side term is the N= 2-electron Hamiltonian of the JV =V= 0 Hubbard
dimer, Eq. (28), with parameters ε′d = εd +V/2 and U ′=U−V. The N= 2 ground state is thus
still given by Eq. (10), provided that we replace U with U ′ in the coefficients. Eventually, in the
limiting case U=V, ĤNL

2 equals the corresponding Hamiltonian of an effective non-correlated
dimer, Ĥ2(ε′d, 0, t). What happens away from half filling? For N= 1 electrons, eigenvectors
and eigenvalues are the same as in the V= 0 case; for N= 3 electrons all energies are shifted by
2V. Summarizing, we can obtain the Green function for V 6= 0 from Eq. (14) setting

E±(N=1, U ;V ) = E±(N=1, U ; 0) = εd ± t

E±(N=3, U ;V ) = E±(N=3, U ; 0) + 2V = 3εd ± t+ U + 2V

E0(N=2, U ;V ) = E0(N=2, U−V ; 0) + V = E0(2, U−V ) + V

µ(U ;V ) = µ(U) + V = µ+ V

w±(t, U ;V ) = w±(t, U−V ; 0).
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Fig. 4: Imaginary part of the retarded Green function of the Hubbard dimer in the zero temper-
ature limit (U = 4, t = 1), increasing the intersite Coulomb repulsion V from 0 to V = U = 4
in equal steps; we have set JV = 0. The dark blue line corresponds to V = 0.

Thus we have, recalling that U ′ = U−V,

Gσ
i,i(iνn) =

w+(t, U ′)

iνn−
(
E ′0(2)−1

2
V−εd+t−µ′

)+
w−(t, U ′)

iνn−
(
−E ′0(2)+U ′+1

2
V+3εd+t−µ′

)

+
w−(t, U ′)

iνn−
(
E ′0(2)−1

2
V−εd−t−µ′

)+
w+(t, U ′)

iνn−
(
−E ′0(2)+U ′+1

2
V+3εd−t−µ′

) , (44)

where we set µ′ = µ−V/2 = 2εd+U
′/2 and E ′0(2) = E0(2, U ′). The associated spectral

function is shown in Fig. 4. The figure illustrates that increasing V from 0 to U makes the
spectra progressively closer to the one of a non-correlated system. Eventually, for U=V, only
two poles contribute, since w−(t, U ′) = 0. In this limit, the spectral function is identical to
the one of the non-interacting Hubbard dimer, however with an enhanced effective hopping,
t −→ t + V/2. We can thus say that, in first approximation, the (positive) intersite coupling V
effectively reduces the strength of correlations in the Hubbard dimer. In conclusion, the case
of the Hubbard dimer explains why strong-correlation effects typically appear when the local
term of the electron-electron repulsion dominates, i.e., when it is much larger than long-range
terms. A hypothetical system in which the Coulomb interaction strength is independent on
the distance between sites (for the dimer, U=V ) is likely to be already well described via
an effective weakly correlated model. Of course, in real materials, the effects of long-range
Coulomb repulsion can be much more complicated than in the two-site model just discussed,
but the general considerations made here remain true even in realistic cases.
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2.3 Quantum-impurity solvers: Continuous-time quantum Monte Carlo

For the case of the Anderson molecule exact diagonalization is the simplest quantum-impurity
solver and the one that provides most insights. Methods based on quantum Monte Carlo (QMC)
sampling are often, however, the only option for realistic multi-orbital and/or multi-site models.
Thus, here we explain how to obtain the impurity Green function of the Anderson molecule via
hybridization-expansion continuous-time QMC [12], a very successful QMC-based quantum-
impurity solver. In this approach, the first step consists in splitting the Hamiltonian into bath
(Ĥbath), hybridization (Ĥhyb), and local (Ĥloc) terms

ĤA = εs
∑

σ

n̂sσ

︸ ︷︷ ︸
Ĥbath

−t
∑

σ

(
c†dσcsσ + c†sσcdσ

)

︸ ︷︷ ︸
Ĥhyb

+ εd
∑

σ

n̂dσ + Un̂d↑n̂d↓

︸ ︷︷ ︸
Ĥloc

. (45)

Next, we write the partition function Z as a perturbation series in the hybridization. To this end,
we define Ĥ0 = Ĥbath + Ĥloc and rewrite the partition function as

Z =Tr
(
e−β(Ĥ0−µN̂)V̂ (β)

)
(46)

where the operator V̂ (β) is given by

V̂ (β) = eβ(Ĥ0−µN̂) e−β(Ĥ0+Ĥhyb−µN̂)=
∑

m

∫ β

0

dτ1 · · ·
∫ β

τm−1

dτm

︸ ︷︷ ︸∫
dτm

(−1)m
∏1

l=m
Ĥhyb(τl)

︸ ︷︷ ︸
Ôm(τ )

, (47)

and

Ĥhyb(τl) = eτl(Ĥ0−µN̂) Ĥhyb e
−τl(Ĥ0−µN̂) = −t

∑

σ

(
c†dσl(τl)csσl(τl) + c†sσl(τl)cdσl(τl)

)
. (48)

In this expansion, the only terms that contribute to the trace are even order ones (m = 2k) and
they are products of impurity (d) and bath (s) creator-annihilator pairs. We can thus rewrite

∫
dτ 2k −→

∫
dτ k

∫
dτ̄ k and Ô2k(τ ) −→

∑

σ,σ̄

Ô2k
σ,σ̄(τ , τ̄ ) (49)

where

Ô2k
σ,σ̄(τ , τ̄ ) = (t)2k

k∏

i=1

(
c†dσ̄i(τ̄i)csσ̄i(τ̄i)c

†
sσi

(τi)cdσi(τi)
)
. (50)

The vector σ = (σ1, σ2, ..., σk) gives the spins {σi} associated with the k impurity annihilators
at imaginary times {τi}, while σ̄ = (σ̄1, σ̄2, ..., σ̄k) gives the spins {σ̄i} associated with the
k impurity creators at imaginary times {τ̄i}. It follows that the local and bath traces can be
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decoupled and the partition function can be rewritten as

Z

Zbath

=
∑

k

∫
dτ k

∫
dτ̄ k

∑

σ,σ̄

dkσ̄,σ(τ , τ̄ ) tkσ,σ̄(τ , τ̄ ) (51)

dkσ̄,σ(τ , τ̄ ) =
t2k

Zbath

Trbath

(
e−β(Ĥbath−µN̂s)T ∏1

i=kc
†
sσi

(τi)csσ̄i(τ̄i)
)

(52)

tkσ,σ̄(τ , τ̄ ) = Trloc

(
e−β(Ĥloc−µN̂d)T ∏1

i=kcdσi(τi)c
†
dσ̄i

(τ̄i)
)
, (53)

where Zbath = 1 + 2e−β(εs−µ) + e−2β(εs−µ) and

cdσ(τ) = eτ(Ĥloc−µN̂d)cdσe
−τ(Ĥloc−µN̂d), csσ(τ) = eτ(Ĥbath−µN̂s)csσe

−τ(Ĥbath−µN̂s).

The trace involving only bath operators is simple to calculate, since Ĥbath describes an inde-
pendent-electron problem for which Wick’s theorem holds. It is given by the determinant

dkσ̄,σ(τ , τ̄ ) = det
(
Fkσ̄,σ(τ , τ̄ )

)
(54)

of the k×k non-interacting hybridization-function matrix, with elements
(
Fkσ̄,σ(τ , τ̄ )

)
i′,i

= F 0
σ̄i′ ,σi

(τ̄i′−τi) (55)

where

F 0
σ̄,σ(τ) = δσ̄,σ

t2

1 + e−β(εs−µ)
×
{
−e−τ(εs−µ) τ > 0,

+e−(β+τ)(εs−µ) τ < 0.
(56)

This is the imaginary time Fourier transform of the hybridization function introduced previously

F 0
σ̄,σ(iνn) =

t2

iνn − (εs−µ)
δσ̄,σ. (57)

The calculation of the local trace is in general more complicated. In the case discussed here,
the Hamiltonian does not flip spins. Thus only terms with an equal number of creation and
annihilation operators per spin contribute to the local trace, and we can express the partition
function in expansion orders per spin, kσ. This yields [13]

Z

Zbath

=

(∏

σ

∞∑

kσ=0

∫
dτ kσσ

∫
dτ̄ kσσ

)
dkσ̄,σ(τ , τ̄ ) tkσ,σ̄(τ , τ̄ ) (58)

where the vectors σ = (σ↑,σ↓) and σ̄ = (σ̄↑, σ̄↓) have (k↑, k↓) components, and for each kσ
component σi = σ̄i = σ. Thus

tkσ,σ̄(τ , τ̄ ) = Trloc

(
e−β(Ĥloc−µN̂d) T

∏
σ

∏1

i=kσ
cdσ(τσi)c

†
dσ(τ̄σ̄i)

)
. (59)

The latter can be calculated analytically. To do this, first we parametrize all configurations for a
given spin via a timeline [0, β) plus a number of creator/annihilator pairs which define segments
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β 0

k=0

!2 !1 !2!1

k=1

!1!2 !2!1

!2 !1
k=2

!1 !2 !2

!2 !1

!1

Fig. 5: Representative configurations contributing to the local trace at zeroth, first and second
order. The timelines for spin up are red and those for spin down are blue. The filled circles
correspond to the insertion of a creator (time τ1), and the empty circles to the insertion of an
annihilator (time τ2). Dotted lines represent the vacuum state for a given spin, full lines the
occupied state. The grey boxes indicate the regions in which l↑,↓ 6= 0.

on the timeline. At zeroth order two possible configurations exist per spin, an empty timeline,
which corresponds to the vacuum state |0〉, and a full timeline, which corresponds to the state
c†dσ|0〉. A given configuration yields, at order k = k↑ + k↓

tkσ,σ̄(τ , τ̄ ) =

(∏

σ

skσσ

)
e−

∑
σσ′ ((εd−µ)δσσ′+

U
2

(1−δσ,σ′ ))lσ,σ′ (60)

where lσ,σ′ is the length of the overlap of the τ segments for spins σ and σ′, respectively, while
sσ = sign(τσ1−τ̄σ1) is the fermionic sign. Possible configurations at order k = 0, 1, 2 are
shown in Fig. 5. At order k = 0, summing up the contribution of the four configurations shown
in Fig. 5 yields the local partition function Zloc = 1 + 2e−β(εd−µ) + e−β(2(εd−µ)+U). Order k = 1

is already more complicated. Setting εs = µ as in the self-consistent solution, the contribution
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to the bath trace in this case is

d1
σ̄σ(τ1, τ2) = F 0

σ̄σ(τ1, τ2) = −t
2

2
δσ,σ̄ sign(τ1−τ2). (61)

The local trace at the same order is instead given by

t1σσ̄(τ2, τ1) = Trloc

(
e−β(Ĥloc−µN̂d)T cdσ(τ2)c†dσ(τ1)

)
. (62)

We can now calculate the contribution at half filling of the four k = 1 configurations shown in
Fig. 5. In the case k↑ = 1 and k↓ = 0 we have, going from left to right in each row

t1↑↑(τ2, τ1) =





+e−(τ2−τ1)(εd−µ) = +e+τ21U/2

−e−(β−(τ1−τ2))(εd−µ) = −e(β+τ21)U/2

−e−β(2(εd−µ)+U)+(τ1−τ2)(εd−µ+U) = −e−τ21U/2

+e−(τ2−τ1)(εd−µ+U)−β(εd−µ) = +e(β−τ21)U/2

(63)

where τ21 = τ2 − τ1 and µ = εd + U/2. Similar results can be obtained for k↑ = 0 and k↓ = 1.
Summing up all terms up to order one we find

Z

Zbath

∼Zloc +
∑

σ

∫ β

0

dτ2

∫ β

0

dτ1 d
1
σσ(τ1, τ2) t1σσ(τ2, τ1)

∼Zloc

(
1− β 1− eβU2

1 + e
βU
2

2t2

U

)
. (64)

The exact formula of the partition function can be obtained from the eigenvalues and eigenvec-
tors in Appendix A

Z

Zbath

= Zloc

3(1 + e
βU
2 ) + e

βU
4

(
4e−

β∆(t,U)
4 + 4e+

β∆(t,U)
4 + e+

β∆(t,U/2)
2 + e−

β∆(t,U/2)
2

)

8
(
1 + e

βU
2

) . (65)

Its Taylor expansion in powers of t/U yields, at second order, the expression above. Going
back to Eq. (62), one can observe that, for k = 1, the local trace is proportional to the lo-
cal Green function, Gσ

d,d(τ). Indeed, Gσ
d,d(τ) can be calculated using the configurations just

described—provided that we start from k = 1 and we divide by the hybridization function.
More specifically, for k = 1 and τ > 0 we have

Gσ
d,d(τ) ∼ − 1

β

∫ β

0

∫ β

0

dτ2dτ1 d
1
σσ(τ1, τ2)t1σσ(τ2, τ1)︸ ︷︷ ︸

w1

δ
(
τ − (τ2−τ1)

) 1

F 0
σσ(τ1−τ2)

. (66)

We are now ready to generalize to arbitrary order. Taking all k values into account, the partition
function can be expressed as the sum over all configurations {c}, i.e., in short

Z =
∑

c

wc =
∑

c

|wc| sign wc. (67)
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In a compact form, we can write wc = dτc dc tc where dτc =
∏

σ

∏kσ
i dτσidτ̄σ̄i , and dc and tc

are the bath and local traces for the configuration c. This expression of the partition function
shows that we can interpret |wc| as the sampling weight of configuration c. A generic observable
Ô can then be obtained as the Monte Carlo average on a finite number of configurations Nc

〈Ô〉 =

∑
c〈Ô〉c|wc| sign wc∑
c |wc| sign wc

=

∑
c sign wc〈Ô〉c |wc|/

∑
c |wc|∑

c sign wc |wc|/
∑

c |wc|
≈

1
Nc

∑Nc
c 〈Ô 〉c sign wc

1
Nc

∑
c sign wc

. (68)

The term 1
Nc

∑
c sign wc in the denominator is the average fermionic sign. When this is small,

much longer runs are required to obtain data of the same quality; eventually the computational
time can become so long that the calculation is unfeasible—in these cases we have a sign prob-
lem. In practice, the QMC simulation starts from a random configuration c. Next we propose
an update c→ c′. Within the Metropolis algorithm, the acceptance ratio is

Rc→c′ = min

(
1,
pc′→c
pc→c′

|wc′|
|wc|

)
(69)

where pc→c′ is the proposal probability for the update c → c′. In the approach described here,
known as segment solver, the basic updates are addition and removal of segments, antisegments
(segments winding over the borders of the timeline, see Fig. 5), or complete lines. As example,
let us consider the insertion of a segment for spin σ. A segment is made by a creator and an
annihilator. The creator is inserted at time τin; the move is rejected if τin is in a region where
a segment exists. If created, the segment can have at most length lmax, given by the distance
between τin and the time at which the next creator is, hence

pc→c′ =
dτ̄

β

dτ

lmax

. (70)

The proposal probability of the reverse move (removing a segment) is instead given by the
inverse of the number of existing segments

pc′→c =
1

kσ + 1
. (71)

The acceptance ratio for the insertion of a segment becomes then

Rc→c′ = min

(
1,
βlmax
kσ+1

∣∣∣∣
dc′

dc

tc′

tc

∣∣∣∣
)
. (72)

For the impurity Green function, here the most important observable, the direct average yields

〈Ô〉c = 〈Gσ
d,d〉c =

∑

σ′

kσ∑

i=1

kσ∑

j=1

∆(τ, τσ′j−τ̄σ′j)
(
Mk′σ

)
σ′j,σ′i

δσ,σσ′jδσ,σ̄σ′i (73)

where Mk =
(
Fk
)−1 is the inverse of the hybridization matrix and

∆(τ, τ ′) = − 1

β

{
δ(τ − τ ′) τ ′ > 0

−δ(τ − (τ ′+β)) τ ′ < 0
. (74)

One can verify that at order k = 1 this indeed returns Eq. (66).
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2.4 Hartree-Fock (LDA+U ) versus DMFT approximation

Let us now compare the exact solution of the Hubbard dimer with the result of the Hartree-Fock
(HF) approximation, which is the basis of the LDA+U method. It consists in replacing

ĤU = U
∑

i

n̂i↑n̂i↓ → ĤHF
U = U

∑

i

(
n̂i↑n̄i↓ + n̂i↓n̄i↑ − n̄i↑n̄i↓

)
, (75)

where n̄iσ is the HF expectation value of the operator n̂iσ. It is convenient to define

ni = n̄i↑+n̄i↓ n =
1

2

(
n1+n2

)
δn =

1

2

(
n1−n2

)

mi =
1

2

(
n̄i↑−n̄i↓

)
m+ =

1

2

(
m1+m2

)
m− =

1

2

(
m1−m2

)

Inverting these relations, in the absence of charge disproportionation (δn = 0), we find

n̄i↑ =
(
m+ + (−1)i−1m−

)
+ n/2 n̄i↓ = −

(
m+ + (−1)i−1m−

)
+ n/2 .

The Hartree-Fock version of the Hubbard dimer Hamiltonian equals the non-interacting Hamil-
tonian plus a shift of the on-site level. This shift depends on the site and the spin

ĤHF =
∑

iσ

(
εd +∆iσ

)
n̂iσ − t

∑

σ

(
c†1σc2σ + c†2σc1σ

)
−∆0 (76)

∆0 = 2U

(
n2

4
−m2

+ −m2
−

)
(77)

∆iσ = U

(
1

2
n− σ

(
m+ + (−1)i−1m−

))
, (78)

where σ = +1 for spin up and σ = −1 for spin down. Thus we can write immediately the local
Green function matrix for site i. It is convenient to use the site basis, hence, to calculate the
matrix Gσ

i,i′(iνn). Then we have

Gσ
i,i(iνn) =

(
iνn −

(
εd − µ+Σσ

1,1(iνn)
)

t

t iνn −
(
εd − µ+Σσ

2,2(iνn)
)
)−1

i,i

(79)

where we introduced the diagonal self-energy matrix Σσ
i,i′(iνn) = ∆iσ δi,i′ . This shows that

the Hartree-Fock self-energy is not dependent on the frequency, i.e., Hartree-Fock is a static
mean-field approach. The value of the parameters m+ and m− have to be found solving the
self-consistent equations

n̄iσ = 〈n̂iσ〉 =
1

β

∑

n

e−iνn0−Gσ
i,i(iνn) = Gσ

i,i(0
−). (80)

Since the exact ground state of the Hubbard dimer is a singlet, let us consider first the anti-
ferromagnetic Hartree-Fock solution (m+=0 and m− 6=0). In this case, the Hartree-Fock self-
energy depends on the site and the interaction couples states with different k. This becomes
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clear rewriting the Green-function matrix in the basis of the bonding (k = 0) and anti-bonding
(k = π) creation/annihilation operators

Gσ(iνn) =
1

2

(
iνn−

(
εd−t−µ+1

2

∑
iΣiσ(iνn)

)
1
2

∑
i(−1)i−1Σiσ(iνn)

1
2

∑
i(−1)i−1Σiσ(iνn) iνn−

(
εd+t−µ+1

2

∑
iΣiσ(iνn)

)
)−1

. (81)

The diagonal terms of the matrix Σσ
k,k′(iνn) are thus identical

Σσ
0,0(iνn) = Σσ

π,π(iνn) =
1

2

(
Σσ

1,1(iνn) +Σσ
2,2(iνn)

)
. (82)

The off-diagonal terms Σσ
0,π(iνn) and Σσ

π,0(iνn) are not zero, however. This tells us that, by
introducing the antiferromagnetic HF correction, we lower the symmetry of the system. Let
us now calculate explicitly the eigenstates for different fillings. It is sufficient to diagonalize
Ĥ1, the Hamiltonian in the 1-electron sector; the many-electron states can be obtained by filling
the one-electron states respecting the Pauli principle. The Hamiltonian Ĥ1 can be written as
Ĥ1 = Ĥ ′1 + εdN̂ −∆0, and, in the antiferromagnetic case we then have

Ĥ ′1 =




U
(

1
2
n−m−

)
−t 0 0

−t U
(

1
2
n+m−

)
0 0

0 0 U
(

1
2
n+m−

)
−t

0 0 −t U
(

1
2
n−m−

)



. (83)

This leads to the (normalized) states

|1〉l El(1)

|1〉3 = a2|1, 1/2, ↑〉1 − a1|1, 1/2, ↑〉2 ε0(1) +∆1(t, U)

|1〉2 = a1|1, 1/2, ↓〉1 − a2|1, 1/2, ↓〉2 ε0(1) +∆1(t, U)

|1〉1 = a1|1, 1/2, ↑〉1 + a2|1, 1/2, ↑〉2 ε0(1)−∆1(t, U)

|1〉0 = a2|1, 1/2, ↓〉1 + a1|1, 1/2, ↓〉2 ε0(1)−∆1(t, U)

where ε0(1) = εd + U
(
1/2 + 2m2

− − n2/2
)

and a2
1 = 1

2

(
1 + Um−

∆1(t,U)

)
, while ∆1(t, U) =

√
(m−U)2 + t2. At half filling, if we assume that only the ground doublet is occupied, solving

the self-consistent equations (80) yields

m− = 0 or m− =
1

2

√
1− 4t2

U2
. (84)

As a result, for the non-trivial solution (m− 6=0), the gap at half filling is EHF
g = 2∆1(t, U) = U.

In Fig. 6, Hartree-Fock and exact spectral function are compared for a specific parameter choice.
Looking at the size of the gap only, one could naively infer that, for the case shown, Hartree-
Fock is an excellent approximation, better than DMFT (see Fig. 3, top-right panel). This would
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Fig. 6: Local retarded Green function Gσ(ω) of the Hubbard dimer (t = 1, U = 4) at half
filling and in the zero temperature limit. Left: Antiferromagnetic Hartree-Fock (HF) approxi-
mation; green and violet distinguish G↑(ω) and G↓(ω) at a given site. Right: Exact local Green
function, for which G↑(ω) = G↓(ω). Dashed lines: Poles of the exact local Green function.

be, however, the wrong conclusion. Although, due to the small coordination number, in this spe-
cific case, DMFT indeed sizably underestimates the gap, it nevertheless captures the essential
nature of the ground state. Instead, while HF, in this specific case,6 gives an almost exact gap,
it does it via a qualitatively incorrect description (antiferromagnetic instead of singlet ground
state). Increasing the coordination number, DMFT approaches the exact solution both in the
paramagnetic and magnetic phase, while HF does not. Let us analyze in more detail the dif-
ferences between the HF approximation and the exact solution of the Hubbard dimer. The HF
Hamiltonian for two electrons is given by Ĥ2 = Ĥ ′2 + εdN̂ −∆0, and

Ĥ ′2 =




U 0 0 −2Um− 0 0

0 U(1−2m+) 0 0 0 0

0 0 U(1+2m+) 0 0 0

−2Um− 0 0 U −
√

2t −
√

2t

0 0 0 −
√

2t U 0

0 0 0 −
√

2t 0 U




. (85)

6In real materials the Hartree-Fock approximation often overestimates the size of the gap, however.
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For m+=0 and m− 6= 0 (antiferromagnetic solution) the eigenvalues and eigenvectors are

|2〉l El(2)

|2〉5 = 1√
2

(
|2, 0, 0〉0 + a2|2, 1, 0〉 − a1√

2

(
|2, 0, 0〉1 + |2, 0, 0〉2

))
ε0(2) + 2∆1(t, U)

|2〉4 = 1√
2

(
|2, 0, 0〉1 − |2, 0, 0〉2

)
ε0(2)

|2〉3 = |2, 1, 1〉 ε0(2)

|2〉2 = |2, 1,−1〉 ε0(2)

|2〉1 = a1|2, 1, 0〉+ a2
1√
2

(
|2, 0, 0〉1 + |2, 0, 0〉2

)
ε0(2)

|2〉0 = 1√
2

(
|2, 0, 0〉0 − a2|2, 1, 0〉+ a1√

2

(
|2, 0, 0〉1 + |2, 0, 0〉2

))
ε0(2)− 2∆1(t, U)

where ε0(2)=2εd+U
(
1+2m2

−−n2/2
)
, and a2

1 = t2/∆2
1(t, U). The antiferromagnetic Hartree-

Fock ground state has an overlap with the correct ground state, however incorrectly mixes triplet
and singlet states, thus breaking the rotational symmetry of the model. For this reason, its
energy, in the large U limit, is 2εd − 2t2/U and not 2εd − 4t2/U as in the exact case.
For the ferromagnetic solution of the Hartree-Fock equations (m−=0 and m+ 6= 0) the eigen-
values and eigenvectors are instead

|2〉l El(2)

|2〉5 = |2, 1,−1〉 ε+
0 (2) + 2Um+

|2〉4 = 1√
2

(
|2, 0, 0〉0 − 1√

2

(
|2, 0, 0〉1 + |2, 0, 0〉2

))
ε+

0 (2) + 2t

|2〉3 = 1√
2

(
|2, 0, 0〉1 − |2, 0, 0〉2

)
ε+

0 (2)

|2〉2 = |2, 1, 0〉 ε+
0 (2)

|2〉1 = 1√
2

(
|2, 0, 0〉0 + 1√

2

(
|2, 0, 0〉1 + |2, 0, 0〉2

))
ε+

0 (2)− 2t

|2〉0 = |2, 1, 1〉 ε+
0 (2)− 2Um+

where ε+
0 (2)=2εd + U(1 + 2m2

+ − n2/2). The ferromagnetic Hartree-Fock correction thus
yields an incorrect sequence of levels; the ground state for large U/t, indicated as |2〉0 in the
table, has no overlap with the exact ground state of the Hubbard dimer. It is, instead, one of the
states of the first excited triplet. An important observation is that, despite the errors, the energy
difference between ferro- and antiferro-magnetic ground state is

EF − EAF ∼
2t2

U
, (86)

which is indeed the correct value in the small t/U limit. It does not correspond, however, to the
actual singlet-triplet excitation energy, Γ ∼ 4t2/U.
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We can now directly compare the Hartree-Fock and the dynamical mean-field approximation
for the two-site Hubbard model. Both approaches are based on the solution of self-consistent
mean-field-type equations, and therefore they are both mean-field methods. In Hartree-Fock
the self-energy is frequency-independent (static), while in DMFT depends on the frequency
(dynamical). In Hartree-Fock the self-energy can be site-dependent, as we have seen in the
antiferromagnetic case. In DMFT, allowing for a site-dependent self-energy leads to cluster or
cluster-like extensions of the method. If the same unit cell is used in DMFT and Hartree-Fock,
we can identify another relation between the two methods. In the infinite-frequency limit, the
DMFT self-energy equals the Hartree-Fock self-energy. This can be shown analytically in a
simple way. For the case of the two-site Hubbard model, the expansion of the local lattice
Green function at high frequency in the local-self-energy approximation is

Gσ
i,i(iνn) =

1

iνn
−
(
µ− εd −Σσ

l (∞)
)

(iνn)2
+O

(
1

(iνn)3

)
. (87)

Instead, the expansion of the impurity Green-function can be written as

Gσ
d,d(iνn) =

∫ β

0

dτ eiνnτGσ
d,d(τ)

=
1

iνn

∫ β

0

dτ
deiνnτ

dτ
Gσ
d,d(τ) =

1

iνn

(
−Gσ

d,d(β
−)−Gσ

d,d(0
+)−

∫ β

0

dτ eiνnτ
dGσ

d,d(τ)

dτ

)

=
1

iνn
+

1

(iνn)2

(
dGσ

d,d(τ)

dτ

∣∣∣∣
β−

+
dGσ

d,d(τ)

dτ

∣∣∣∣
0+

+

∫ β

0

dτ eiνnτ
d2Gσ

d,d(τ)

dτ 2

)

=
1

iνn
+

dGσd,d(τ)

dτ

∣∣∣
β−

+
dGσd,d(τ)

dτ

∣∣∣
0+

(iνn)2
+O

(
1

(iνn)3

)
(88)

where

dGσ
d,d(τ)

dτ

∣∣∣∣
β−

+
dGσ

d,d(τ)

dτ

∣∣∣∣
0+

= −
〈{[

ĤA−µN̂, cdσ
]
, c†dσ

}〉
= −µ+ εd + U〈n̂−σ〉. (89)

From this result we can conclude that, assuming self-consistency has been reached,

Σσ
l (∞) = U〈n̂−σ〉. (90)

This is exactly the Hartree-Fock expression of the self-energy that we found earlier, and in-
deed equals the infinite-frequency limit of the DMFT self-energy we previously calculated;
however, the occupations 〈n̂−σ〉 in DMFT and Hartree-Fock calculations are typically not the
same. In the case of the dimer, DMFT yields 〈n̂−σ〉=1/2; this would correspond in Hartree-
Fock to a (trivial) solution in which the self-energy merely shifts all the energy levels by the
same amount, and has therefore no relevant effects. These conclusions also apply to the LDA+U
method, which is based on the Hartree-Fock treatment of the local Coulomb interaction. A more
detailed discussion of differences and relation between the LDA+U and LDA+DMFT method
can be found in my chapter in Ref. [14].
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2.5 DMFT for the one-band Hubbard model

The Hubbard Hamiltonian (8) is in principle the simplest model for the description of the Mott
metal-insulator transition. In the tight-binding approximation it becomes

Ĥ = εd
∑

σi

n̂iσ − t
∑

σ〈ii′〉

c†iσci′σ + U
∑

i

n̂i↑n̂i↓, (91)

where 〈ii′〉 is a sum over first neighbors. As discussed in the introduction, for U=0, at half-
filling, this Hamiltonian describes a metallic band. For t=0 it describes an insulating collection
of disconnected atoms. Somewhere in between, at a critical value of t/U, a metal to insulator
transition must occur. In this section we will discuss the DMFT solution of (91) and the picture
of the metal-insulator transition emerging from it. The first step consists in mapping the orig-
inal many-body Hamiltonian into an effective quantum-impurity model, such as the Anderson
Hamiltonian

ĤA =
∑

kσ

εskn̂kσ

︸ ︷︷ ︸
Ĥbath

+
∑

kσ

(
V s
k c
†
kσcdσ + h.c.

)

︸ ︷︷ ︸
Ĥhyb

+ εd
∑

σ

n̂dσ + Un̂d↑n̂d↓

︸ ︷︷ ︸
Ĥimp

. (92)

In this model the on-site Coulomb repulsion U appears only in the impurity Hamiltonian, Ĥimp,
while the terms Ĥbath and Ĥhyb, describe, respectively, the bath and the bath-impurity hybridiza-
tion. In the next step, the quantum-impurity model is solved. Differently from the case of the
Anderson molecule, this cannot be done analytically. It requires non-perturbative numerical
methods, such as exact diagonalization, the numerical renormalization group, density-matrix
renormalization group or QMC. Here we describe the DMFT self-consistency loop for a QMC
quantum-impurity solver. Solving the quantum-impurity model yields the impurity Green func-
tion Gσ

d,d(iνn). From the impurity Dyson equation we can calculate the impurity self-energy

Σσ
A(iνn) =

(
G0σ
d,d(iνn)

)−1−
(
Gσ
d,d(iνn)

)−1
. (93)

Next, we adopt the local self-energy approximation, i.e., we assume that the self-energy of the
Hubbard model equals the impurity self-energy. Then, the local Green function is given by

Gσ
ic,ic(iνn) =

1

Nk

∑

k

1

iνn + µ− εk −Σσ
A(iνn)

, (94)

where Nk is the number of k points. The local Dyson equation is used once more, this time
to calculate the bath Green function Gσ(iνn), which in turn defines a new quantum-impurity
model. This procedure is repeated until self-consistency is reached, i.e., the number of electrons
is correct and the self-energy does not change anymore (within a given numerical accuracy). In
this situation we have

Gσ
ic,ic(iνn) ∼ Gσ

d,d(iνn). (95)
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Fig. 7: The metal-insulator transition in ferromagnetic Hartree-Fock. The calculation is for a
square lattice tight-binding model with dispersion εk = −2t(cos kx + cos ky).

It is important to underline that self-consistency is key to the success of DMFT in describing the
metal-to-insulator transition. This can, perhaps, be best understood looking once more at the
effects of self-consistency in a simpler approach, the static mean-field Hartree-Fock method.7

If we chose the same primitive cell as in DMFT, the Hartree-Fock self-energy matrix is

Σσ
i,i′(iνn) = U

(
n

2
− σm

)
δi,i′ , (96)

where σ = +1 for spin up and σ = −1 for spin down and m=m+=(n↑ − n↓)/2, with nσ=niσ.
The approximation is then identical to replacing the Hubbard Hamiltonian with

ĤHF =
∑

kσ

[
εk + U

(
1

2
− σm

)]
n̂kσ. (97)

This shows that heff=2Um plays the role of an effective magnetic field (Weiss field). The self-
consistency criterion is

n̄σ = n̄iσ = 〈n̂iσ〉HF , (98)

where the expectation value 〈n̂iσ〉HF is calculated using the Hamiltonian ĤHF, which in turn
depends on n̄σ via m. This gives the self-consistency equation

m =
1

2

1

Nk

∑

kσ

σe−β(εk+U( 1
2
−σm)−µ)

1 + e−β(εk+U( 1
2
−σm)−µ)

. (99)

If we setm=0 the equation is satisfied; for such a trivial solution the static mean-field correction
in Eq. (97) merely redefines the chemical potential and has therefore no effect. For sufficiently
large U, however, a non-trivial solution (m 6= 0) can be found. If m 6= 0 the spin up and spin
down bands split, and eventually a gap can open. This is shown in Fig. 7. The static mean-
field correction in Eq. (97) equals the contribution of the Hartree diagram to the self-energy,
Σσ

H(iνn)=Un̄−σ. In many-body perturbation theory, however, n̄σ=1/2, i.e., m=0.
7Keeping in mind that many self-consistent solutions obtained with the Hartree-Fock method are spurious.



DMFT for Materials 3.27

 0

 2

-2  0  2

U=1QP

LH UHA(
ω

)

ω

 0

 2

      
W

U=0

A(
ω

)

     

  

  

      

U=0.5

   
  

     

  

  

-2 0 2 

U=2 U=4U=1.5

   
  

ω

  

  

-2 0 2 

U=2 U=4U=1.5

   
  

ω

  

  

-2 0 2 

U=2 U=4

LH UH

   
  

ω

  

  

-2 0 2 

U=2 U=4

LH UH

   
  

ω

  

  

-2 0 2 

U=2 U=4

LH UH

   
  

ω

Fig. 8: VOMoO4: LDA+DMFT spectral function at finite temperature for 0 ≤ U ≤ 4. Energies
are in eV and spectral functions in states/spin/eV. The calculations have been done using a
continuous-time hybridization-expansion QMC solver [13]. A detailed LDA+DMFT study of
the electronic and magnetic properties of VOMoO4 can be found in Ref. [15].

In the self-consistent static mean-field approximation, instead, m can differ from zero, and a
phenomenon not described by the mere Hartree diagram can be captured, ferromagnetism in a
correlated metal. If mU is larger than the bandwidth, the system can even become an insulator.
In DMFT the role of the Weiss mean field is played by the bath Green function Gσi,i(iνn). The
emerging picture of the Mott transition is described in Fig. 8 for a representative single-band
material. In the U=0 limit, the spectral function A0(ω) is metallic at half filling (top left panel).
For finite U, if we set Σσ

A(ω)=0 as initial guess, the DMFT self-consistency loop starts with
A(ω)=A0(ω). For small U/t, the converged spectral function A(ω) is still similar to A0(ω).
This can be seen comparing the U=0.5 and U=0 panels in Fig. 8. Further increasing U/t,
sizable spectral weight is transferred from the zero-energy quasi-particle peak to the lower (LH)
and upper (UH) Hubbard bands, centered at ω ∼ ±U/2. This can be observed in the U = 1

panel of Fig. 8. The system is still metallic, but with strongly renormalized masses and short
lifetimes, reflected in the narrow quasi-particle (QP) peak. Finally, for U larger than a critical
value (U ≥ 1.5 in the figure) a gap opens and the system becomes a Mott insulator. When this
happens the self-energy diverges at low frequency, where

Σσ
A(ω + i0+) ∼ U

2
+
U2

4

a(t, U)

ω + i0+
. (100)

In the large U/t limit the gap increases linearly with the Coulomb repulsion, i.e., Eg(1) ∼
U−W, where W is the bandwidth.
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2.6 DMFT for multi-orbital models

The multi-orbital Hubbard-like Hamiltonian has the form

Ĥ = Ĥ0 + ĤU (101)

Ĥ0 = −
∑

ii′

∑

σσ′

∑

mm′

ti,i
′

mσ,m′σ′ c
†
imσci′m′σ′ (102)

ĤU =
1

2

∑

i

∑

σσ′

∑

mm′

∑

pp′

Umpm′p′ c
†
imσc

†
ipσ′cip′σ′cim′σ, (103)

where m,m′ and p, p′ are different orbitals and the Coulomb tensor is local. The DMFT ap-
proach can be extended to solve models of this form, mapping them to multi-orbital quantum-
impurity models. The main changes with respect to the formalism introduced in the previous
section are then the following

εk → (Hk)mσ,m′σ′ (iνn+µ)→ (iνn+µ) 1̂mσ,m′σ′

ti,i
′ → ti,i

′

mσ,m′σ′ εd → εi,i
′

mσ,m′σ′ = −ti,imσ,m′σ′

where 1̂ is the identity matrix. As a consequence, the local Green function, the bath Green
function, the hybridization function, and the self-energy also become matrices

Gσ(iνn)→ Gσ,σ′m,m′(iνn) Gσ(iνn)→ Gσ,σ′

m,m′(iνn) Σσ(iνn)→ Σσ,σ′

m,m′(iνn).

The corresponding generalization of the self-consistency loop is shown schematically in Fig. 9.
Although the extension of DMFT to Hubbard models with many orbitals might appear straight-
forward, in practice it is not. The bottleneck is the solution of the generalized multi-orbital
quantum-impurity problem. The most flexible solvers available so far are all based on QMC.
Despite being flexible, QMC-based approaches have limitations. These can be classified in
two types. First, with increasing the number of degrees of freedom, calculations become very
quickly computationally too expensive—how quickly depends on the specific QMC algorithm
used and the actual implementation. Thus, typically, going beyond a limited number of orbitals
and reaching the zero-temperature limit is unfeasible in practice. The second type of limitation
is more severe. Increasing the number of degrees of freedom leads, eventually, to the infamous
sign problem; when this happens, QMC calculations cannot be performed at all. In order to
deal with limitations of the first type, it is crucial to restrict QMC calculations to the essential
degrees of freedom; furthermore, we should exploit symmetries, develop fast algorithms and
use the power of massively-parallel supercomputers to reduce the actual computational time.
For the second type of problems not a lot can be done; nevertheless, it has been shown that a
severe sign problem might appear earlier with some basis choices than with others [13]. Al-
though eventually we cannot escape it, this suggests that the model set up can be used as a tool
to expand the moderate sign-problem zone. For what concerns symmetries, in the paramagnetic
case and in absence of spin-orbit interaction or external fields, an obvious symmetry to exploit
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Fig. 9: LDA+DMFT self-consistency loop. The one-electron Hamiltonian is built in the basis
of Bloch states obtained from localized Wannier functions, for example in the local-density
approximation (LDA); this givesHLDA

k . The set {ic} labels the equivalent correlated sites inside
the unit cell. The local Green-function matrix is at first calculated using an initial guess for the
self-energy matrix. The bath Green-function matrix is then obtained via the Dyson equation
and used to construct an effective quantum-impurity model. The latter is solved via a quantum-
impurity solver, here quantum Monte Carlo (QMC). This yields the impurity Green-function
matrix. Through the Dyson equation the self-energy is then obtained, and the procedure is
repeated until self-consistency is reached.

is the rotational invariance of spins, from which follows

Aσ,σ
′

m,m′(iνn) = δσ,σ′ Am,m′(iνn), (104)

where A = G, G,Σ. In addition, if we use a basis of real functions, the local Green-function
matrices are real and symmetric in imaginary time τ , hence

Aσ,σ
′

m,m′(iνn) = δσ,σ′ Am,m′(iνn) = δσ,σ′ Am′,m(iνn). (105)

Finally, often the unit cell contains several equivalent correlated sites, indicated as {ic} in Fig. 9.
In order to avoid expensive cluster calculations, we can use space-group symmetries to construct
the matrices G, G,Σ at a given site i′c from the corresponding matrices at an equivalent site, e.g.,
ic = 1. Space-group symmetries also tell us if some matrix elements are zero. For example, for
a model with only t2g (or only eg) states, in cubic symmetry, in the paramagnetic case and in
absence of spin-orbit interaction or external fields, we have

Aσ,σ
′

m,m′(iνn) = δσ,σ′ Am,m(iνn) δm,m′ . (106)
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3 Building materials-specific many-body models

3.1 Model construction

How do we build realistic Hubbard-like models for correlated materials? The state-of-the art
approach relies on constructing, for a given system, materials-specific Kohn-Sham Wannier
functions ϕKS

imσ(r). These can be obtained via electronic structure calculations based on density-
functional theory [8–10], e.g., in the LDA approximation.8 After we constructed the complete
one-electron basis, the first steps in model-building are those described in the introduction. We
recall here the essential points and then discuss the next stage. The many-body Hamiltonian
can be expressed as Ĥ = Ĥ0 + ĤU − ĤDC, with Ĥ0 = ĤLDA and

Ĥ0 = −
∑

ii′

∑

σσ′

∑

mm′

ti,i
′

mσ,m′σ′c
†
imσci′m′σ′ , (107)

ĤU =
1

2

∑

ii′jj′

∑

σσ′

∑

mm′pp′

U iji′j′

mp m′p′c
†
imσc

†
jpσ′cj′p′σ′ci′m′σ. (108)

The hopping integrals in Ĥ0 are calculated replacing the electron-nuclei interaction, ven(r),
with the self-consistent DFT reference potential, vR(r) = ven(r) + vH(r) + vxc(r), defined in
Eq. (5). The latter includes the long-range Hartree term, vH(r), and the exchange-correlation
contribution, vxc(r); to avoid including the effects of these terms twice, we thus introduce the
double-counting correction, ĤDC, so that

ĤU → ∆ĤU = ĤU − ĤDC.

Unfortunately we do not know which important correlation effects are included in Ĥ0 via vR(r),
and therefore the exact expression of ∆ĤU is also unknown. The remarkable successes of
the LDA suggest, however, that in many materials the LDA is overall a good approximation,
and therefore, in those systems at least, the term ∆ĤU can be completely neglected. What
about strongly-correlated materials? Even in correlated systems, most likely, the LDA works
rather well for the delocalized electrons or in describing the average or the long-range Coulomb
effects. Thus one can think of separating the electrons into two categories: uncorrelated (or
light) and correlated (or heavy); only for the latter we do take the correction ∆ĤU into account
explicitly, assuming furthermore that ∆ĤU is local or almost local [8], since we know that it is
the local term which is responsible for most non-trivial many-body effects. Typically, correlated
electrons are those that partially retain their atomic character, e.g., those that originate from
localized d and f shells; for convenience, here we assume that in a given system they stem from
a single atomic shell l (e.g., d for transition-metal oxides or f for heavy-fermion systems) and
label their states with the atomic quantum numbers l and m = −l, . . . , l of that shell. Thus

U iji′j′

mpm′p′ ∼
{
U l
mpm′p′ iji′j′ = iiii ∧ mp,m′p′ ∈ l

0 iji′j′ 6= iiii ∨ mp,m′p′ /∈ l.
8Using GGA or similar functionals in place of LDA yields minor differences in the many-body Hamiltonian;

on the other hand, using LDA+U or similar approximations yields Hartree-Fock-like effects that would have to be
subtracted via the double-counting correction.
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Within this approximation ∆ĤU is replaced by ∆Ĥ l
U = Ĥ l

U − Ĥ l
DC, where Ĥ l

DC is, e.g., given
by the static mean-field contribution of Ĥ l

U . There is a drawback in this procedure, however. By
splitting electrons into light and heavy, we implicitly assume that the main effect of the latter
is the renormalization or screening of parameters for the former, in particular of the Coulomb
interaction. The computation of screening effects remains, unfortunately, a challenge. The
calculation of exact screening would require the solution of the original many-body problem,
taking all degrees of freedom into account, an impossible task. Commonly-used approximate
schemes are the constrained LDA approximation (cLDA) and the constrained random-phase
approximation (RPA) [8–10]. Both methods give reasonable estimates of screened Coulomb
parameters for DMFT calculations. Typically cRPA calculations include more screening chan-
nels and are performed for less localized bases than cLDA calculations; thus cRPA parameters
turn out to be often smaller than cLDA ones. To some extent, the difference can be taken as an
estimate of the error bar.
After we have selected the electrons for which we think it is necessary to include explicitly
the Hubbard correction, in order to build the final Hamiltonian for DMFT calculations, it is
often convenient to integrate out or downfold, in part or completely, the weakly correlated
states. There are different degrees of downfolding. The two opposite extreme limits are (i) no
downfolding, i.e., keeping explicitly in the Hamiltonian all weakly-correlated states (ii) massive
downfolding, i.e., downfold all weakly correlated states. If we perform massive downfolding,
e.g., downfold to the d (or eg or t2g) bands at the Fermi level, the Hamiltonian relevant for
DMFT takes a simpler form. The LDA part is limited to the selected orbitals or bands, which,
in the ideal case, are decoupled from the rest

ĤLDA = −
∑

ii′

∑

σσ′

∑

mαm
′
α

ti,i
′

mασ,m
′
ασ
′ c
†
imασ

ci′m′ασ′ . (109)

The local screened Coulomb interaction for this set of orbitals is the on-site tensor

Ĥ l
U =

1

2

∑

i

∑

σσ′

∑

mαm′α

∑

mβm
′
β

Umαmβm′αm′β c
†
imασ

c†imβσ′cim′βσ′
cim′ασ. (110)

It is important to point out that the level of downfolding does not modify the hardness of the
quantum-impurity problem. If, for example, in studying a transition-metal oxide, we plan to
treat only 3d bands as correlated, it does not matter if we perform calculations with a Hamilto-
nian containing also, e.g., O p states, or we rather downfold all states but the 3d and work with
a set of Wannier basis spanning the 3d-like bands only. The number of correlated orbitals in the
quantum-impurity problem is the same.9

One advantage of massive downfolding is that the double-counting correction typically becomes
a shift of the chemical potential, and it is therefore not necessary to calculate it explicitly. A
second important advantage is that the interpretation of the final results is simpler. Instead, a
disadvantage is that the basis functions are less localized, and therefore the approximation of
the Coulomb interaction to a local operator might be less justified, and in some cases it might be

9The choice might influence how severe the QMC sign problem is, however.
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Fig. 10: NMTO Wannier-like orbitals for t2g states in LaTiO3 obtained via massive downfolding
to the t2g bands. The t2g-like orbitals have O p tails at the neighboring O sites reflecting the
distortions of the lattice. The figure has been taken from Ref. [16].

necessary to include non-local Coulomb terms. The effect of downfolding on the localization of
Wannier functions is illustrated for example in Fig. 10. Finally, another disadvantage of massive
downfolding is that the energy window in which the model is valid is more narrow.

Considering all advantages and disadvantages, what is then the best way of performing DMFT
calculations? There is no universal answer to this question; it depends on the problem we are
trying to solve and the system we are studying. Independently of the degree of downfolding
we choose, it is important to point out that a clear advantage of Wannier functions in general
is that they carry information about the lattice, bonding, chemistry and distortions. This can be
seen once more in Fig. 10, where orbitals are tilted and deformed by the actual structure and
chemistry of the compound. Indeed, one might naively think of using a “universal” basis, for
example atomic functions, the same for all systems, and thus calculating the hopping integrals
using simply the electron-nuclei interaction ven(r). Besides the complications arising from the
lack of orthogonality, such a basis has no built-in materials-specific information, except lattice
positions. It is therefore a worse starting point to describe the electronic structure, even in the
absence of correlations; larger basis sets are required to reach the same accuracy. From the
point of view of LDA+DMFT, an advantage of a universal basis would be that it is free from
double-counting corrections; on the other hand, however, exactly because we do not use the
LDA potential and LDA orbitals to calculate the hopping integrals, we also cannot count on
the successes of LDA in the description of average and long-range Coulomb effects. For these
reasons ab-initio Wannier functions remain so far the basis of choice. They can be built via the
Nth-Order Muffin-Tin Orbital (NMTO) method [16], the maximal-localization scheme [17], or
projectors. Fig. 10 shows examples of NMTO-based Wannier functions.
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3.2 Localization of the basis and range of the Coulomb interaction

No matter what construction procedure is used, a common characteristic of ab-initio Wannier
functions is that they are site-centered and localized.10 A question naturally arises: How crucial
is it to use localized functions as one-electron basis? This is an important point, since we have
seen that strong-correlation effects arise in systems in which the on-site Coulomb interaction
is much larger than longer-range terms. Let us consider therefore two opposite extreme limits.
The first is the case in which the basis functions are independent of the lattice position (i.e., they
are totally delocalized). For such a basis choice the Coulomb interaction parameters would be
the same for every couple of lattice sites, no matter how distant. Thus a Hubbard-like model
would be hard to justify. In the second extreme case, we adopt a hypothetical basis so localized
that ψimσ(r)ψi′m′σ′(r) ∼ δi,i′δ(r−Ti). Even for such a basis choice, the unscreened Coulomb
interaction is not local. It is given by

U iji′j′

mp m′p′ ∝
δi,i′δj,j′

|Ti−Tj|
, (111)

hence it decays slowly with distance, although the (divergent) on-site term dominates. More
generally, we can conclude that by increasing the localization of the basis we enhance the im-
portance of the on-site Coulomb repulsion with respect to long-range terms; this better justifies
Hubbard-like models—although we have to remember that most of the long-range part of the
Coulomb interaction is in any case subtracted via the double-counting correction ĤDC. The
extreme case of the δ(r−Ti) functions also illustrates, however, how far we can go. A major
problem with the extremely localized basis discussed above is that it would make it impossible
to properly describe bonding, since the hopping integrals would be zero. Although such a basis
is, of course, never used to build many-body models, there is a tempting approximation that
has similar flaws. If one uses DFT-based electronic-structure techniques that tile the space in
interstitial and non-overlapping atomic spheres (e.g., the LAPW method), it is tempting to use
as basis for correlated electrons the atomic functions defined inside the atomic spheres. These
functions are, by construction, much more localized than Wannier orbitals (even when no down-
folding is performed in the Wannier construction). However, they do not form a complete basis
set in the space of square-integrable functions. This is obvious because such a basis does not
even span the LDA bands; to reproduce the bands we need, in addition, functions defined in
the interstitial region. This is illustrated in Fig. 11 for a simple example of two quantum well
potentials.11 We therefore cannot use it to write the many-body Hamiltonian in the usual form
Ĥ0 + ĤU . In conclusion, a basis which, as ab-initio Wannier functions, is complete and indeed
spans the bands, is better justified, although we somewhat lose in localization.

10Differences in localizations between the various construction procedures are actually small for the purpose of
many-body calculations, provided that the same bands are spanned with the same accuracy.

11Another, but less severe, problem of atomic sphere truncations is that the results will depend on the sphere
size, in particular when atomic spheres are small.
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Fig. 11: The problem of two quantum wells. The figure shows (schematically) for each well
the wavefunction of a bound state. If we consider only the part of the wavefunction inside its
own well (red in the figure), the differential overlap (and hence the hopping integral) between
functions centered on different wells would be zero.

3.3 Hubbard Hamiltonians for t2g and eg systems

Several strongly-correlated transition-metal oxides can be described via minimal materials-
specific Hubbard-like models which involve only t2g or only eg bands. A representative system
of this kind is the layered perovskite Sr2RuO4 with the 4d t42g electronic configuration. Its crys-
tal structure is shown in Fig. 12 (left side), together with the associated LDA bands crossing
the Fermi level (top-right panel). Due to the layered structure the xz and yz bands are quasi
one-dimensional and the xy band is quasi two-dimensional. Thus, the t2g bands give rise, in
first approximation, to a Fermi surface made of four crossing lines (from the xz, yz bands) and
a circle (from the xy band), shown schematically in the bottom-right panel of Fig. 12. Exper-
imentally, Sr2RuO4 is a correlated metal down to 1.5 K; below this temperature it becomes an
anomalous superconductor. Other representative cases of t2g systems are the Mott insulating
perovskites LaTiO3 and YTiO3, with the electronic configuration 3d t12g. A paradigmatic eg
system is instead the orbitally ordered insulator KCuF3, with the electronic configuration t62ge

3
g.

For all these materials, if we massively downfold all LDA bands but the t2g (or the eg), the
resulting 3-band (or 2-band) generalized Hubbard model takes the form

Ĥ =
∑

iσ

∑

mm′

εm,m′ c
†
imσcim′σ −

∑

σ

∑

i6=i′

∑

mm′

ti,i
′

m,m′ c
†
imσci′m′σ

+U
∑

i m

n̂im↑n̂im↓ +
1

2

∑

iσσ′

m6=m′

(U − 2J − Jδσ,σ′) n̂imσn̂im′σ′

− J
∑

i m6=m′

(
c†im↑c

†
im↓cim′↑cim′↓ + c†im↑cim↓c

†
im′↓cim′↑

)
, (112)

where m,m′ = xy, yz, xz for t2g and m,m′ = 3z2−r2, x2−y2 for eg. The parameters U and J
are the direct and exchange screened Coulomb integrals. The Coulomb interaction ĤU is here
assumed to have full O(3) rotational symmetry, as in the atomic limit.12 The first two terms of

12A derivation of the Coulomb interaction tensor for the free atom can be found in my chapter in Ref. [8]. There
the difference in the values of U and J for the t2g and eg orbitals is also discussed.
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Fig. 12: Left: Crystal structure of the tetragonal layered perovskite Sr2RuO4. Right: Low-
energy LDA band structure (top) and schematic representation of the associated Fermi surface
(bottom). The band structure was calculated using the Nth-Order Muffin-Tin Orbital (NMTO)
method. The figure is rearranged from Ref. [18].

ĤU are the so-called density-density terms, and the last two are the pair-hopping and spin-flip
interactions. We dropped the double-counting correction ĤDC, which in this case is a mere shift
of the chemical potential. The energies εm,m′ are the elements of the crystal-field matrix. In
the case of cubic symmetry, the crystal-field matrix, the self-energy, the Green function and the
spectral function are all diagonal in orbital space. For low-symmetry systems, however, this is
not true. It can be seen in Fig. 13, which shows the diagonal and off-diagonal elements of the
spectral-function matrix for the orthorhombic Mott insulator YTiO3.

3.4 Spin-orbit interaction and effects of the basis choice

In many interesting systems the spin-orbit interaction ĤSO plays an important role. In the atomic
limit, for the d shells the spin-orbit interaction is

ĤSO =
∑

µ

λµ
∑

mm′

∑

σσ′

εµmσ,m′σ′ c
†
mσcm′σ′ , εµmσ,m′σ′ = 〈mσ|lµsµ|m′σ′〉, (113)

where µ = x, y, z, and λµ are the spin-orbit couplings, with λµ = λ in O(3) symmetry, and

λ ∼ gµ2
B

〈
1

r

d

dr
vR(r)

〉
. (114)
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Fig. 13: The LDA+DMFT spectral function matrix of the orbitally-ordered t12g system YTiO3,
in the (xz, yz, xy) basis (left panels) and in the crystal-field basis (right panels) [16, 19].

For a given material, the on-site one-electron Hamiltonian is thus the matrix ε̂ with elements
ε̂mσ,m′σ′ = εm,m′ +

∑
µ λµε

µ
mσ,m′σ′ , where the terms εm,m′ arise from the crystal field. More

specifically, for a t2g system with tetragonal site symmetry we have

ε̂ =




εxy 0 0 0 λy
2
− iλx

2

0 εyz
iλz
2

−λy
2

0 0

0 − iλz
2

εxz
iλx
2

0 0

0 −λy
2
− iλx

2
εxy 0 0

λy
2

0 0 0 εyz − iλz
2

iλx
2

0 0 0 iλz
2

εxz




. (115)

Although ĤSO looks like an innocent one-body term, it turns out that, for materials, simulations
including this term are more difficult. This has two reasons: (i) QMC calculations involve
Green function matrices of larger size, e.g., 6×6 as in the case just discussed, hence they are
from the start computationally more demanding; (ii) QMC calculations are often hampered by
a much stronger sign problem; even when it can be tamed, this often happens at the price of
further increasing the computational time. Thus, specific basis choices and approximations are
used. A possible approach consists in working in the basis that diagonalizes the non-interacting
local Green function or the non-interacting local Hamiltonian; such a choice is known to reduce
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Fig. 14: Fermi surface of Sr2RuO4 calculated with LDA (a), LDA+SO (b), LDA+DMFT (c) and
LDA+SO+DMFT (d). Figure from [20]. The grey maps are experimental results from Ref. [23].

the sign problem, as was first shown in Ref. [13] for the case without spin-orbit interaction.
For a system with tetragonal symmetry, the states that diagonalize the local Green function
belong either to the Γ6 or to the Γ7 irreducible representations, both 2-dimensional. There are
two (coupled) Γ7 representations, defining the space Γ ′7 ⊕ Γ ′′7 . The analytic expression of these
states can be found in Refs. [18, 20, 21]. The transformation to the Γ6 ⊕ Γ ′7 ⊕ Γ ′′7 basis is, of
course, in principle, a mere basis change. Approximations are made, however, if all off-diagonal
elements of the Green function are set to zero or the Coulomb tensor is truncated to further tame
the sign problem or to reduce the computational time.

It has to be noticed that the Coulomb interaction of the t2g Hubbard Hamiltonian is only invari-
ant under orthogonal transformations of the basis. Thus if we change basis to the Γ6-Γ ′7-Γ ′′7
representation, the form of the interaction tensor changes. The exact expression of the Coulomb
tensor in the total angular momentum basis (i.e., the one relevant when the t2g crystal-field
splitting is zero) can be found in Ref. [22]. For the Coulomb interaction tensor in the basis of
spherical harmonics you can instead look the derivation in Ref. [8].

In the presence of crystal-field splitting, if the spin-orbit interaction is small in comparison, it
is often preferable to perform the calculations in the t2g basis. To this end, it is key to make
QMC codes very efficient in order to reduce as much as possible statistical errors and increase
the average sign. Exact LDA+SO+DMFT calculations in the t2g basis have been successfully
performed, e.g., for Sr2RuO4, using an interaction-expansion continuous-time quantum Monte
Carlo solver, and an orbital-dependent phase which makes the Green function matrix real [20,
21]. This approach allowed us to study, for example, the effects of the spin-orbit interaction on
the Fermi surface without approximations. The results are shown in Fig. 14 in comparison with
experimental data; we will discuss them in the next section.
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3.5 Non-spherical Coulomb terms and double-counting correction

While for a free atom the Coulomb tensor is spherical (symmetry O(3)), in a material the
screened Coulomb tensor has, in general, the symmetry of the lattice. Taking into account non-
spherical Coulomb terms is, in general hard, both because they make QMC calculations more
difficult and can worsen the sign problem, and because in their presence the double-counting
correction has to be explicitly accounted for, even when massive downfolding is used. For these
reasons they are typically neglected. Recently it was shown that they can play, however, a very
important role for the Fermi surface [20]. Let us therefore discuss how the double-counting
correction can be treated with and without such terms, following the approach of Ref. [20].
One of the classical approximations for the double-counting correction is the so called “around
mean-field” approximation. The idea is that LDA describes well the average Coulomb term, in
the absence of orbital polarization. This is equivalent to using as double-counting correction
the Hartree term of the Coulomb interaction tensor, i.e., the operator

ĤDC
U = U

∑

m

(
n̂m↑n̄m↓ + n̄m↑n̂m↓

)
+ (U−2J)

∑

m6=m′

(
n̂m↑n̄m′↓ + n̄m↑n̂m′↓

)

+ (U−3J)
∑

σ

∑

m>m′

(n̂mσn̄m′σ + n̄mσn̂m′σ)− µN̂d (116)

− U
∑

m

n̄m↑n̄m↓ + (U−2J)
∑

m6=m′
n̄m↑n̄m′↓ + (U−3J)

∑

σ

∑

m>m′

n̄mσn̄m′σ

where n̄mσ = n/d, if n is the number of the correlated electrons per site and d the orbital
degeneracy. Within this approximation we have, after collecting all terms,

ĤDC
U =(δµ−µ)N̂d −

n2

d

(
U (2d−1)− 5 (d−1)

)

δµ =
n

d

(
U(2d−1)− 5J(d−1)

)
.

If we perform massive downfolding to the correlated bands, as previously mentioned, this is
merely a shift of the chemical potential and can therefore be neglected. Let us now consider the
case in which the Coulomb interaction has an additional term that does not change the averageU
but has tetragonal symmetry

∆ĤU =
∆U

3

(
2n̂xy↑n̂xy↓ − n̂xz↑n̂xz↓ − n̂yz↑n̂yz↓

)

We can now use the around mean-field approximation for this term as well. We find

∆ĤDC
U =

n

6

∆U

3

∑

σ

(
2n̂xyσ−n̂xzσ−n̂yzσ

)
=
n

6
∆U

∑

σ

n̂xyσ − δµ′N̂

δµ′ =
n

6

∆U

3
.

This term, in addition to a shift of the chemical potential, yields an effective change of the
crystal-field splitting εCF, and has therefore to be accounted for explicitly.
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How does ∆U change the Fermi surface of Sr2RuO4? The Fermi surface is determined by the
poles of the Green function at zero frequency. These depend on the non-interacting Hamilto-
nian and the self-energy matrix at zero frequency. In the Fermi-liquid regime, and within the
DMFT approximation, the effect of the self-energy is merely to modify the on-site part of the
Hamiltonian, i.e., the crystal-field splitting εCF = εxz/yz − εxy and the spin-orbit couplings λµ

εCF →εCF +∆εCF(0),

λµ →λµ +∆λµ(0).

Both ∆εCF(0) and ∆λµ(0) are positive for Sr2RuO4, and lead to an almost doubling of the
LDA parameters. The positive ∆εCF(0) shrinks the β sheet (xz/yz bands) and enlarges the
γ (xy band) sheet. This can be understood from the schematic Fermi surface and the LDA
band structure in Fig. 12. Enhancing the crystal-field splitting corresponds to slightly moving
the xy band downwards and the xz/yz bands upwards with respect to the Fermi level. The
enhancement of the spin-orbit couplings has a large Hartree-Fock component [21], since the
spin-orbit interaction yields a small but finite off-diagonal occupation matrix. For an O(3)-
symmetric Coulomb tensor, the Hartree-Fock enhancement of the spin-orbit coupling is thus

∆λz
2

= i
(
U−3J

)
n↑↑xz,yz

∆λy
2

= −
(
U−3J

)
n↑↓xy,yz,

∆λx
2

= −i
(
U−3J

)
n↑↓xz,xy,

where nσσ′m,m′ are the off-diagonal elements of the density matrix. The Coulomb-enhanced spin-
orbit coupling improves the agreement with the experimental Fermi surface at the degeneracy
points (e.g., along the Γ -X direction). The agreement with ARPES data, however, further
deteriorates for the γ sheet. This can be seen in Fig. 14, in which the LDA and LDA+DMFT
Fermi surface are shown on top of ARPES data from Ref. [23].
Including correlation effects has thus two opposite effects: on the one hand, the agreement with
experiments improves (with respect to LDA) for the β sheet; on the other hand, it deteriorates
for the γ sheet. This can be seen comparing either panels (a) and (c) or panels (b) and (d)
in Fig. 14. Introducing tetragonal Coulomb terms, and in particular the term ∆U, however,
reduces the crystal-field enhancement to

εCF → εCF +∆ε′CF(0),

where ∆ε′CF(0) becomes almost zero for cRPA-based estimates of ∆U. This leads to an almost
perfect Fermi surface, as shown in Fig. 15. Non-spherical Coulomb terms turn out to be more
important for properties that reflect the point symmetry of the lattice, like the Fermi surface,
than for properties that average over orbitals, like the total spectral function [21].
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Fig. 15: The LDA+SO+DMFT Fermi surface of Sr2RuO4 calculated including the effects of the
non-spherical Coulomb term ∆U. Figure from [20].

4 Understanding correlated materials with DMFT

The ultimate test for a method is the actual advance it brings in solving outstanding problems.
The LDA+DMFT approach has proven very successful, advancing qualitatively our understand-
ing of the physics of strongly-correlated materials. This has two reasons. From the many-body
side, the success of the method is rooted in the fact that dynamical mean-field theory captures
exactly key limits: non-interacting limit, atomic limit, single-impurity limit, infinite dimen-
sion limit. It also describes very well phases with different characteristics: paramagnetism,
long-range order, metallic and insulating phase. Thus DMFT can be used to explore transi-
tions/crossovers from one corner to another of the phase diagram, building a coherent picture
as a function of both internal and external parameters (e.g., U, J, doping and temperature). This
differs from static mean-field approaches, such as the LDA+U method; the latter only captures
the behavior in a specific corner of the phase diagram (and typically merely the ground state),
e.g., long-range magnetic order13 or, if one uses large supercells, spin-glass-like phases. This
limitation makes static mean-field approaches unsuitable to study, e.g., the effects of tempera-
ture or external parameters, and for identifying a mechanism behind a certain phenomenon, or
finding the onset of a Mott phase. From the materials-dependence side, by constructing many-
body models from Kohn-Sham Wannier functions, the LDA+DMFT technique builds on the
shoulders of the most successful theory for materials, DFT. In order to illustrate the success of
LDA+DMFT, here I will briefly review two paradigmatic examples.

13It should be noted that LDA+U is less accurate than DMFT also in capturing long-range order. This is because
LDA+U is based on the Hartree-Fock approximation; as we have seen for the Hubbard dimer, it is, therefore, the
static (high-frequency) limit of LDA+DMFT. All results from LDA+U are thus by construction contained in
LDA+DMFT, provided that, of course, calculations are performed for the same Hamiltonian, the same basis and
the same unit cell. Unlike LDA+U, however, LDA+DMFT also captures correctly dynamical fluctuations and
actual phase transitions. See Ref. [14] for more details. Long-range order is well described in DMFT via a local
cluster with the size of the (enlarged) broken-symmetry unit cell, without additional computational cost.
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Fig. 16: Inversion of magnetic and orbital transition in the ReVO3 series with increasing rare-
earth (Re) ionic radius. While in most orbitally ordered systems the magnetic transition occurs
at lower temperature than the orbital transition (TN<TOO), in the ReVO3 series TN & TOO for
large rare-earth (Re) radius. Figure from [35].

The first is unravelling the importance of crystal-field splitting in determining low-energy
properties of strongly-correlated systems. The metal-insulator Mott transition arises, in the
simplest picture, from the competition between the bandwidth, W, and the on-site Coulomb
repulsion, U. This competition is well captured by the single-band Hubbard model; however,
the latter is typically insufficient for understanding the complex behavior displayed by actual
correlated materials. One reason is the importance of multi-orbital effects. Pioneering works
based on lattice QMC calculations for the multi-band Hubbard model have indeed shown that
orbital degeneracy strongly influence the size of the Mott gap [24, 25]. Accounting for multi-
orbital effects strongly complicates the matter from the viewpoint of theory: realistic models
have many unknown independent parameters and are considerably more difficult to solve. The
LDA+DMFT approach provided the first framework to study multi-orbital phenomena system-
atically in a realistic setting. One of the early success of the method was to show that, contrarily
to what was often assumed, small details do matter. A crystal-field splitting much smaller than
the bandwidth can favor the Mott metal-insulator transition. In fact, everything else remaining
the same, the crystal-field splitting reduces orbital degeneracy, thereby modifying the corre-
lation strength. This insight explained the metal-insulator transition in the series of 3d1 per-
ovskites: SrVO3 (metal), CaVO3 (metal), LaTiO3 (small gap insulator), YTiO3 (insulator) [19].
Important crystal-field effects are now recognized in most correlated materials. They have been
key to settle several hot debates, e.g., to understand the complex phase diagram of layered
Ca2−xSrxRuO4 ruthenates [26]. More recently, it was shown that the crystal-field splitting and
its subtle interplay with the spin-orbit interaction is crucial for determining the correlation
strength, the shape of the Fermi surface and the effective masses [20–22, 27].

The second success story is unravelling the origin of orbital ordering in materials. More than
fifty years ago, thanks to seminal works of Kugel and Khomskii [28], it became clear that orbital
degrees of freedom play a key role in the properties of strongly-correlated Mott insulators; in
particular, they can give rise to orbital ordering via many-body super-exchange interactions [29,
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30]. For a long time it was however hotly debated if, in actual materials, it is Kugel-Khomskii
(KK) super-exchange or rather the Jahn-Teller effect that control the onset of orbital ordering.
This is a classical case of a chicken-and-egg problem, with two theoretical mechanisms leading
to the same final state. The systems for which super-exchange-driven orbital ordering was
initially proposed were the eg perovskites KCuF3 and LaMnO3. Combining DMFT with a
novel disentanglement scheme [31], it became possible to solve the problem. It was shown that,
in KCuF3 and LaMnO3, the KK super-exchange interaction, although strong, is not sufficiently
large to drive alone orbital ordering at experimental temperatures [31, 32]. More recently, it
was shown that t2g systems are more likely than eg materials to exhibit super-exchange-driven
orbital ordering; LaVO3 was then identified as the first clear-cut case of a Kugel-Khomskii
material [33, 34]. This lead to the solution of another long-standing problem: the origin of
the puzzling inversion of magnetic and orbital transition in the ReVO3 series with increasing
rare-earth (Re) ionic radius, see Fig. 16 and Refs. [34, 35]. Furthermore, as a byproduct, it
was shown that DMFT and super-exchange theory can be successfully combined to pinpoint
the nature of spin-orbital phases. This can be done via a general scheme for constructing exact
materials-specific super-exchange Hamiltonians in an irreducible tensor basis [33–35]; the
latter provides at the same time analytic expressions and numerical results. This scheme can be
used for the realistic description of all KK-type super-exchange phenomena, static (e.g., orbital
ordering) and dynamical (e.g., spin-orbital excitations, orbital and spin liquid behavior).

5 Conclusion and outlook

The LDA+DMFT approach and its extension has proven very successful for describing corre-
lated materials. In the last decades, it also became very versatile. It is now possible, e.g., to
study multi-orbital models including the full Coulomb vertex and the spin-orbit interaction, and
to calculate response functions or bosonic excitations. Still, several challenges remain. Models
with more than a few orbitals or sites and out-of-equilibrium phenomena are still, e.g., hard
to study. Furthermore, since the birth of DFT, Moore’s law constantly helped as much as new
algorithms in extending the frontier; that has come now slowly to a halt.
Quantum computers and artificial intelligence, or new, not yet foreseeable, technological ad-
vances might help us in the future. The present deceleration, however, urges us to think to what
we should strive for. It is perhaps easier to discuss first what we do not need. We do not need a
magical calculating machine that gives us answers with no explanations. Reproducing the data
is, of course, the aim of theory, but not the only goal. As scientists we need to know why. The
danger of giving this question up is evident if we look back at the historical controversy be-
tween copernican and ptolemaic system. At the time, the ptolemaic system was the one which
agreed better with experiments. Indeed, it had been fine-tuned along the years, via a series of
ad hoc assumptions. The copernican system was initially not performing so well, among others
because it was based on circular orbits. But, at the end, it is the copernican system that made a
contribution to science, by identifying the correct picture.



DMFT for Materials 3.43

Appendices

A Hubbard dimer and Anderson molecule

The Hamiltonian of the Hubbard dimer is given by

Ĥ = εd
∑

σ

∑

i=1,2

niσ − t
∑

σ

(
c†1σc2σ + c†2σc1σ

)
+ U

∑

i=1,2

n̂i↑n̂i↓.

It commutes with the number of electron operator N̂ , with the total spin Ŝ, and with Ŝz. Thus
we can express the many-body states in the atomic limit as

|N,S, Sz〉 N S E(N,S)

|0, 0, 0〉 = |0〉 0 0 0

|1, 1
2
, σ〉1 = c†1σ|0〉 1 1

2
εd

|1, 1
2
, σ〉2 = c†2σ|0〉 1 1

2
εd

|2, 1, 1〉 = c†2↑c
†
1↑|0〉 2 1 2εd

|2, 1,−1〉 = c†2↓c
†
1↓|0〉 2 1 2εd

|2, 1, 0〉 = 1√
2

(
c†1↑c

†
2↓ + c†1↓c

†
2↑
)
|0〉 2 1 2εd

|2, 0, 0〉0 = 1√
2

(
c†1↑c

†
2↓ − c†1↓c†2↑

)
|0〉 2 0 2εd

|2, 0, 0〉1 = c†1↑c
†
1↓|0〉 2 0 2εd + U

|2, 0, 0〉2 = c†2↑c
†
2↓|0〉 2 0 2εd + U

|3, 1
2
, σ〉1 = c†1σc

†
2↑c
†
2↓|0〉 3 1

2
3εd + U

|3, 1
2
, σ〉2 = c†2σc

†
1↑c
†
1↓|0〉 3 1

2
3εd + U

|4, 0, 0〉 = c†1↑c
†
1↓c
†
2↑c
†
2↓|0〉 4 0 4εd + 2U

Let us order the N = 1 states as in the table above, first the spin up and then spin down block.
For finite t the Hamiltonian matrix for N = 1 electrons takes then the form

Ĥ1 =




εd −t 0 0

−t εd 0 0

0 0 εd −t
0 0 −t εd



.
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This matrix can be easily diagonalized and yields the bonding (−) and antibonding (+) states

|1, S, Sz〉α Eα(1, S) dα(1, S)

|1, 1
2
, σ〉+ = 1√

2

(
|1, 1

2
, σ〉1 − |1, 1

2
, σ〉2

)
εd + t 2

|1, 1
2
, σ〉− = 1√

2

(
|1, 1

2
, σ〉1 + |1, 1

2
, σ〉2

)
εd − t 2

where dα(N) is the spin degeneracy of the α manifold.
For N = 2 electrons (half filling), the hopping integrals only couple the three S = 0 states, and
therefore the Hamiltonian matrix is given by

Ĥ2 =




2εd 0 0 0 0 0

0 2εd 0 0 0 0

0 0 2εd 0 0 0

0 0 0 2εd −
√

2t −
√

2t

0 0 0 −
√

2t 2εd+U 0

0 0 0 −
√

2t 0 2εd+U




.

The eigenvalues and the corresponding eigenvectors are

|2, S, Sz〉α Eα(2, S) dα(2, S)

|2, 0, 0〉+ = a1|2, 0, 0〉0 − a2√
2

(
|2, 0, 0〉1 + |2, 0, 0〉2

)
2εd + 1

2
(U+∆(t, U)) 1

|2, 0, 0〉o = 1√
2

(
|2, 0, 0〉1 − |2, 0, 0〉2

)
2εd + U 1

|2, 1,m〉o = |2, 1,m〉 2εd 3

|2, 0, 0〉− = a2|2, 0, 0〉0 + a1√
2

(
|2, 0, 0〉1 + |2, 0, 0〉2

)
2εd + 1

2
(U−∆(t, U)) 1

where

∆(t, U) =
√
U2 + 16t2,

and

a2
1 = a2

1(t, U) =
1

∆(t, U)

∆(t, U)− U
2

a2
2 = a2

2(t, U) =
4t2

∆(t, U)

2

∆(t, U)− U ,

so that a1a2 = 2t/∆(t, U). For U = 0 we have a1 = a2 = 1/
√

2, and the two states |2, 0, 0〉−
and |2, 0, 0〉+ become, respectively, the state with two electrons in the bonding orbital and the
state with two electrons in the antibonding orbital; they have energy E±(2, 0) = 2εd ± 2t; the
remaining states have energy 2εd and are non-bonding. For t > 0, the ground state is unique
and it is always the singlet |2, 0, 0〉−; in the large U limit its energy is

E−(2, 0) ∼ 2εd − 4t2/U.
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In this limit the energy difference between the first excited state, a triplet state, and the singlet
ground state is thus equal to the Heisenberg antiferromagnetic coupling

Eo(2, 1)− E−(2, 0) ∼ 4t2/U = Γ.

Finally, for N = 3 electrons, eigenstates and eigenvectors are

|3, S, Sz〉α Eα(3) dα(3, S)

|3, 1
2
, σ〉+ = 1√

2

(
|1, 1

2
, σ〉1 + |1, 1

2
, σ〉2

)
3εd+U + t 2

|3, 1
2
, σ〉− = 1√

2

(
|1, 1

2
, σ〉1 − |1, 1

2
, σ〉2

)
3εd+U − t 2

If we exchange holes and electrons, the N=3 case is identical to the N=1 electron case. This
is due to the particle-hole symmetry of the model.

The Hamiltonian of the Anderson molecule is given by

Ĥ = εs
∑

σ

n̂2σ − t
∑

σ

(
c†1σc2σ + c†2σc1σ

)
+ εd

∑

σ

n̂1σ + Un̂1↑n̂1↓.

In the atomic limit, its eigenstates states can be classified as

|N,S, Sz〉 N S E(N,S)

|0, 0, 0〉 = |0〉 0 0 0

|1, 1
2
, σ〉1 = c†1σ|0〉 1 1

2
εd

|1, 1
2
, σ〉2 = c†2σ|0〉 1 1

2
εs

|2, 1, 1〉 = c†2↑c
†
1↑|0〉 2 1 εd + εs

|2, 1,−1〉 = c†2↓c
†
1↓|0〉 2 1 εd + εs

|2, 1, 0〉 = 1√
2

(
c†1↑c

†
2↓ + c†1↓c

†
2↑
)
|0〉 2 1 εd + εs

|2, 0, 0〉0 = 1√
2

(
c†1↑c

†
2↓ − c†1↓c†2↑

)
|0〉 2 0 εd + εs

|2, 0, 0〉1 = c†1↑c
†
1↓|0〉 2 0 2εd + U

|2, 0, 0〉2 = c†2↑c
†
2↓|0〉 2 0 2εs

|3, 1
2
, σ〉1 = c†1σc

†
2↑c
†
2↓|0〉 3 1

2
εd + 2εs

|3, 1
2
, σ〉2 = c†2σc

†
1↑c
†
1↓|0〉 3 1

2
2εd + εs + U

|4, 0, 0〉 = c†1↑c
†
1↓c
†
2↑c
†
2↓|0〉 4 0 2εd + 2εs + U
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For N = 1 electrons the Hamiltonian can be written in the matrix form

Ĥ1 =




εd −t 0 0
−t εs 0 0
0 0 εd −t
0 0 −t εs


 .

The eigenstates are thus

|1, S, Sz〉α Eα(1, S) dα(1, S)

|1, 1
2
, σ〉+ = α1|1, 1

2
, σ〉1 − α2|1, 1

2
, σ〉2 1

2

(
εd + εs +

√
(εd−εs)2 + 4t2

)
2

|1, 1
2
, σ〉− = α2|1, 1

2
, σ〉1 + α1|1, 1

2
, σ〉2 1

2

(
εd + εs −

√
(εd−εs)2 + 4t2

)
2

where dα(N) is the spin degeneracy of the α manifold. For εs = εd + U/2 the eigenvalues are

E±(1, S) = εd +
1

4

(
U ±∆(U, t)

)
,

while the coefficients are α1 = a1(t, U) and α2 = a2(t, U).

For N=2 electrons, the hopping integrals only couple the S=0 states. The Hamiltonian is

Ĥ2 =




εd+εs 0 0 0 0 0

0 εd+εs 0 0 0 0

0 0 εd+εs 0 0 0

0 0 0 εd+εs −
√

2t −
√

2t

0 0 0 −
√

2t 2εd+U 0

0 0 0 −
√

2t 0 2εs




For εs = εd + U/2 the eigenvalues and the corresponding eigenvectors are

|2, S, Sz〉α Eα(2, S) dα(2, S)

|2, 0, 0〉+ = b1|2, 0, 0〉0 − b2√
2

(
|2, 0, 0〉1 + |2, 0, 0〉2

)
2εd + U

2
+ 1

4

(
U+2∆(t, U

2
)
)

1

|2, 0, 0〉o = 1√
2

(
|2, 0, 0〉1 − |2, 0, 0〉2

)
2εd + U 1

|2, 1,m〉o = |2, 1,m〉 2εd + U
2

3

|2, 0, 0〉− = b2|2, 0, 0〉0 + b1√
2

(
|2, 0, 0〉1 + |2, 0, 0〉2

)
2εd + U

2
+ 1

4

(
U−2∆(t, U

2
)
)

1

where b1 = a1(t, U/2) and b2 = a2(t, U/2). These states have the same form as in the case
of the Hubbard dimer; the ground state energy and the weight of doubly occupied states in
|2, 0, 0〉− differ, however. Finally, for N = 3 electrons, the eigenstates are

|3, S, Sz〉α Eα(3, S) dα(3, S)

|3, 1
2
, σ〉+ = α2|1, 1

2
, σ〉1 + α1|1, 1

2
, σ〉2 3εd + U + 1

4

(
U+∆(t, U)

)
2

|3, 1
2
, σ〉− = α1|1, 1

2
, σ〉1 − α2|1, 1

2
, σ〉2 3εd + U + 1

4

(
U−∆(t, U)

)
2
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B Lehmann representation of the local Green function

For a single-orbital model, the local Matsubara Green function for a given site i is defined as

Gσ
i,i(iνn) = −

∫ β

0

dτ eiνnτ
〈
T ciσ(τ)c†iσ(0)

〉
, (117)

where T is the time-ordering operator, β = 1/kBT , and νn a fermionic Matsubara frequency.
Let us assume to know all eigenstates |Nl〉 and their energy El(N), for arbitrary number of
electrons N. Thus, formally

Gσ
i,i(iνn) =− 1

Z

∑

Nl

∫ β

0

dτ eiνnτe−∆El(N)β〈Nl|ciσ(τ)c†iσ(0)|Nl〉, (118)

where Z =
∑

Nl e
−∆El(N)β is the partition function,∆El(N)=El(N)−µN with µ the chemical

potential, and c†iσ(0) = c†iσ. We now insert a complete set of states, obtaining

Gσ
i,i(iνn) =− 1

Z

∑

ll′NN ′

∫ β

0

dτ eiνnτe−∆El(N)β〈Nl|ciσ(τ)|N ′l′〉〈N ′l′ |c†iσ|Nl〉

=− 1

Z

∑

ll′NN ′

∫ β

0

dτ e−∆El(N)βe(iνn+∆El(N)−∆El′ (N ′))τ
∣∣〈N ′l′ |c†iσ|Nl〉

∣∣2

=
1

Z

∑

ll′NN ′

e−∆El′ (N
′)β + e−∆El(N)β

iνn +∆El(N)−∆El′(N ′)
∣∣〈N ′l′|c†iσ|Nl〉

∣∣2. (119)

Due to the weight
∣∣〈N ′l′|c†iσ(0)|Nl〉

∣∣2 only the terms for whichN ′ = N+1 contribute. Thus, after
exchanging the labels l′N ′ ↔ lN in the first addend, we obtain the Lehmann representation

Gσ
i,i(iνn)=

∑

ll′N

e−β∆El(N)

Z

( ∣∣〈(N−1)l′ |ciσ|Nl〉
∣∣2

iνn −∆El(N)+∆El′(N−1)
+

∣∣〈(N+1)l′|c†iσ|Nl〉
∣∣2

iνn −∆El′(N+1)+∆El(N)

)
.

Let us consider as example the atomic limit of the Hubbard model at half filling (for which
µ=εd+U/2). In this case all sites are decoupled; there are four eigenstates per site, the vacuum
|0〉, with ∆E(0) = 0, the doublet |1σ〉 = c†iσ|0〉, with ∆Eσ(1) = −U/2, and the doubly-
occupied singlet |2〉 = c†i↑c

†
i↓|0〉, with ∆E(2) = 0. Furthermore, Z = 2

(
1 + eβU/2

)
and

∣∣〈(N−1)l′ |ciσ|Nl〉
∣∣2=

{
1 if |Nl〉=|2〉 ∨ |1σ〉
0 otherwise

∣∣〈(N+1)l′|c†iσ|Nl〉
∣∣2=

{
1 if |Nl〉=|0〉 ∨ |1−σ〉
0 otherwise

Thus, after summing up the four non-zero contributions, we find

Gσ
i,i(νn) =

1

2

(
1

iνn + U/2
+

1

iνn − U/2

)
. (120)
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4.2 Luca de’ Medici

1 Introduction

Iron-based superconductors (Fe-SC) are one of the many “quantum materials”1 that are keeping
the international research community busy in the recent years. In order to understand, and
possibly boost, their superconductivity, a necessary step is understanding their normal metallic
phase that turns superconductive below the critical temperature.
This has been characterized as a Hund’s metal [1], and this paradigm now applies successfully
to many other materials [2].
The name comes from the correlations in the electronic states that are due to the tendency
of electrons to distribute themselves on different orbital states with their spins aligned. This
energetic convenience, in isolated atoms, is known as a set of rules, the famous “Hund’s rules”.
The fact that these rules have an impact on gases and insulating solids is well known. That they
can have strong influence on metallic phases is a much more recent realization [3].
Band theory is the basic approach to crystalline solids, and within it electronic properties of
solids are calculated using independent electrons. That is, the electron-electron repulsion is
taken into account effectively (differently depending on the specific technique that is used:
i.e. Hartree-Fock, any flavor of Density-Functional Theory-DFT, etc.) as an external potential
acting on single particles, and the wavefunctions of the eigenstates are Slater determinants of
Bloch single-particle eigenfunctions. Each Bloch wavefunction is a plane wave modulating a
periodic function which, in some materials, can be quite localized around the lattice sites for the
conduction bands. For these materials often band theory is particularly bad in predicting many
electronic properties, this being an indication that the independent particle approximation of
the wavefunctions is not good enough, and one has to use a more refined scheme. By definition
electrons in these materials are called correlated.
The local part of the Bloch wavefunction can be expanded on a local basis, a customary choice
being that of (orthonormal) maximally-localized Wannier functions [4] with given s/p/d or f
orbital symmetries. In the Slater determinant the weight of the different local configurations
(i.e. the coefficient in front of each possible product of local basis functions in the sum) will
be dictated by the weights of these orbitals in the Bloch functions. No preference can arise
in the wavefunction for specific collective configurations of the electrons on a given site, i.e.,
high or low total spin, charge or orbital state: these correlations are absent in band theory.
Methods that introduce these correlations are needed for modeling these materials correctly,
among which indeed are the Fe-SC, as is illustrated in Fig. 1. The plot shows in blue the
experimentally measured Sommerfeld coefficient (the slope of the electronic specific heat as
a function of temperature at low temperatures) across a range of Fe-SC, each square being a
different single-crystal sample. This quantity can be calculated within band theory (DFT) and
the results are plotted in black. The discrepancy between theory and experiments is apparent,
all the more moving towards the left side of the diagram, indicating an increasing impact of

1Quantum materials is an “umbrella term” encompassing materials showing interesting non-trivial quantum
properties, among which unconventional superconductivity has certainly a prominent spot.
https://en.wikipedia.org/wiki/Quantum_materials

https://en.wikipedia.org/wiki/Quantum_materials
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Fig. 1: Sommerfeld coefficient, i.e., the coefficient γ of the low-T electronic specific heat
(CV ∼ γT + · · · ) of the normal metallic phases in the “122” family of Fe-based supercon-
ductors. Its mother compound, BaFe2As2 can be electron doped with the substitution of Co for
Fe, and hole-doped replacing Ba with K, yielding the level of doping reported on the x-axis.
The hole-doped end members AFe2As2 (A=K, Rb, Cs) are isovalent. Experimental values are
reported in blue, while DFT-GGA results are in black, the discrepancy highlighting the strongly
correlated nature of these materials. DFT+Slave-spin mean-field (in green) calculations per-
formed with a single choice of the interaction values (U = 2.7 eV, J/U = 0.25) are able to
reproduce the whole trend by including dynamical local correlations. Switching off only the
Hund’s coupling J (brown) makes the results fall back towards the uncorrelated ones, no mat-
ter how large (even unphysically large—dark yellow) the value of the Coulomb interaction U is
chosen, demonstrating the predominant role of Hund’s coupling in these materials.

the neglected correlations. The results of an approach including them (DFT+Slave-Spin mean-
field, reported in green) captures the whole series of experiments instead, proving the point.
Neglecting specifically the aforementioned Hund’s rules in the approach, even when including
the more familiar charge correlations (i.e. the tendency of electrons to avoid packing on the
same site, reported in yellow and brown as “J=0”) results in a spectacular fall back close to the
band-theory results, demonstrating that Hund’s physics is the key player here.
In this chapter we will try to break down this calculation to inspect its gears and to gain—also
through some simplified models—insight into why and when Hund’s physics is important and
a material can be rightfully seen as a Hund’s metal.2

2I gave previously a lecture at the Jülich school of 2017 entitled “Hund’s metals, explained”. Both lectures’
subject is Hund’s metal physics and they both address its importance in the Fe-SC. I have tried, however, to
maintain the information overlap between the two lectures to a minimum, making them maximally complementary.
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previously reported neutron diffraction data, which show
unambiguously that they are coincident and first order for all x
before they are both suppressed at x ! 0.3.6 Unusually, the two
order parameters, magnetic and structural, are proportional to
each other, apparently indicating biquadratic coupling that is
usually only observed at a tetracritical point,26,27 not over an
extended range of compositions. Possible explanations for this
observation are discussed in this paper’s conclusions.

Superconductivity emerges before the complete suppres-
sion of the antiferromagnetic/orthorhombic (AF/O) phase and
coexists at low-doping levels. The nature of the competition be-
tween AF/O order and superconductivity is a central question
in understanding iron-based superconductivity.28,29 Earlier
reports based on local probes found that in Ba1−xKxFe2As2,
the coexistence region is characterized by a mesoscopic
phase separation into AF/O and superconducting droplets.30,31

However, our previously reported diffraction data are only
consistent with a microscopic phase coexistence,6 a conclusion
since supported by muon spin rotation (µSR) experiments,32

suggesting that the earlier reports may be due to compositional
fluctuations within the samples.

One of the main reasons for studying Ba1−xKxFe2As2 is
that superconductivity extends to much higher hole-doping
levels, with 0.5 holes per Fe atom, than in the electron-doped
superconductors produced by transition metal substitutions.
In the case of BaFe2−xCoxAs2, superconductivity vanishes at
only 0.12 electrons per Fe atom.10 Furthermore, the maximum
Tc with hole doping is 38 K, significantly higher than the
maximum Tc of ∼25 K obtained with electron doping. This
electron–hole asymmetry in the phase diagram has been
attributed to enhanced Fermi surface nesting in the hole-doped
compounds, consistent with angle-resolved photoemission
spectroscopy (ARPES) data and band structure calculations.33

This explanation is also supported by the evolution of resonant
spin excitations, which become incommensurate due to the
mismatch in hole and electron Fermi surface volumes when
Tc starts to fall.34 On the other hand, there is also a strong
correlation between Tc and internal structural parameters such
as the Fe-As-Fe bond angles.35,36 These are known to influence
the band structure and the degree of moment localization, but
their role in optimizing superconductivity and the implications
for the gap symmetry is a matter of debate.37,38

There have been two previous reports of the doping depen-
dence of this series in addition to our own brief report, which
are all in qualitative agreement.6,36,39 At room temperature, all
members of the Ba1−xKxFe2As2 series crystallize in a tetrag-
onal structure with the space group symmetry of I4/mmm
(Fig. 1). Low-doped samples also exhibit a low-temperature
phase transition to an orthorhombic structure with space group
Fmmm.5 Superconducting samples at higher doping have a
maximum Tc of 38 K and remain tetragonal at all measured
temperatures down to 1.7 K. However, there are significant
discrepancies in the published reports concerning the critical
dopant concentrations defining the onset of superconductivity
and the suppression of the AF/O phase, with the latter varying
from x = ∼0.336 to x = ∼0.4.39 As already mentioned,
there have also been disagreements about the nature of the
competition among the three ordered phases at low doping. We
believe that these discrepancies are due to uncertainties in the
actual composition of the synthesized samples, since it is well

FIG. 1. (Color online) Structure of BaFe2As2, which crystallizes
in a tetragonal ThCr2Si2-type structure with the space group symme-
try of I4/mmm. Potassium substitutes onto the barium sites.

known that potassium is particularly volatile. Controlling the
inhomogeneity to within acceptable limits in order to improve
the accuracy of the various phase boundaries has been a key
goal of this work, and we estimate that we have been able to
make samples in which !x < 0.01. We performed neutron and
x-ray diffraction studies of the magnetic and structural order
using high-resolution powder diffractometers (HRPDs) so that
the systematic variation of the lattice parameters and internal
structural parameters can be used to estimate the degree of
uncertainty in the average composition and its variation within
the samples.

In this article, we present the results of Rietveld refinements
for the entire series and use this analysis, along with bulk
measurements, to produce a comprehensive magnetic and
structural phase diagram that provides insight into the nature
of the phase competition that underlies iron-based supercon-
ductivity. Our results show that there is a steeper decrease
in Tc and hence a narrower region of phase coexistence
of the AF/O order with superconductivity than previously
reported. After a description of our experimental results, we
combine our findings with results reported in the literature
on the electron-doped Ba(Fe1−xCox)2As2 series in order to
elucidate the origin of the electron–hole asymmetry in the
phase diagram.

II. EXPERIMENTAL DETAILS

The synthesis of homogeneous, single-phase
Ba1−xKxFe2As2 samples is known to be particularly
delicate due to unfavorable kinetics, high vapor pressures, and
a significant difference in the chemical reactivity of K and Ba

184507-2
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low temperatures before a crossover to a di↵erent Curie-Weiss-like regime. Both

quantities also show a crossover at ⇠ 50 K which can be seen as the typical coher-

ence temperature of heavy fermions. This crossover has been already described in

IBSC [19] and corresponds to a loss of coherence of the quasiparticles in the system.

This type of phenomenon can be explained due to the coexistence of heavy and

light quasiparticles in IBSC, in a similar fashion as in usual heavy fermions there

are light and heavy electrons coming from s and f orbitals respectively. This orbital

selectivity appears as a consequence of Hund’s coupling [115]. Another characteristic

feature of heavy fermions is the presence of sharp spectroscopic features close to

the Fermi level that can be ascribed to the presence of these heavy quasiparticles.

In particular in the 122 family di↵erent Van Hove singularities (VHS) have been

detected [137, 138, 139].

4.2 Realistic simulations of 122 stoichiometric IBSC

Table 4.1: Di↵erent experimental lattice parameters and relevant atomic positions of the 122
family of IBSC corresponding to the tetragonal high temperature phase. Provided in private
communications by F. Hardy in Karlsruhe, Germany.

Compound a = b(Å) c(Å) zAs

BaFe2As2 3.9625 13.0168 0.3545
KFe2As2 3.844 13.916 0.35249
RbFe2As2 3.873 14.459 0.34748
CsFe2As2 3.905 15.126 0.34189

The spectrum of electronic excitations is calculated within a DFT+SSMFT

framework as explained in Section 2.5. The DFT calculations have been performed

with the software package Wien2k [105] using the exchange correlation functional

of PBE-GGA [140], although some comparisons have been done using the local den-

sity approximation (LDA). This particular discussion can be found in Appendix F.

The lattice parameters of these compounds are compiled in Table 4.1 and they cor-

respond to the high temperature tetragonal phase, in which a Fermi liquid behavior

is observed [19, 141].

We parametrize the DFT band structure with a set of maximally-localized Wan-

nier functions [77] including only conduction bands of mainly Fe-3d character. The

many-body interactions are included with a multi-orbital Hubbard-Kanamori Hamil-

tonian in the form of eq. (2.89). Although several scans in U are performed,

for KFe2As2 and RbFe2As2 we choose U = 2.7 eV, whereas for CsFe2As2 we set

U = 2.8 eV1. For the Hund’s coupling we fix J/U = 0.25. This value slightly di↵ers

from that obtained in cRPA-calculations [107] and that is typically used in DMFT

1The larger ionic radius of the Cs1+ cation compared to Rb1+ and K1+ will be reflected in
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Fig. 2: Structure of the AFe2As2 compounds (here A=Ba), and structural parameters deter-
mined by X-ray diffraction. (F. Hardy, private communication)

2 Essentials about Fe-based superconductors

Here an essential outline of Fe-SC will be given, without any attempt of neither a historical
account nor a review of the literature (for which two nice starting points are Refs. [5, 6]).

• Fe-SC are materials including planes of Fe atoms forming a square lattice with ligands
in the middle of the squares, alternatively slightly above and below the level of the plane.
The ligands can be Pnictogens (As, P) or Chalcogens (S, Se, Te), giving rise to the two
groups of Iron Pnictides and Iron Chalcogenides, respectively. Several different families
exist in these two groups depending on the spacer layers between these planes. Most of
the action happens in the Fe-ligand plane, which motivates the common physics of these
materials despite their chemical variations. We will focus on the “122” family, taking the
name from the stoichiometric formula AFe2As2 (where A can be Ba, K, Rb, Cs),3 where
the spacer layer hosts only the cation A (see Fig. 2). Their symmetry is tetragonal (i.e.,
the conventional unit cell has equal dimensions a=b in the x and y directions, but not in
the z direction), with orthorhombic distortions (i.e. a 6=b) happening at low temperatures
in some cases.

• The striking feature that makes this family extremely interesting is that it can be chem-
ically tuned in a very fine way. Isovalent substitutions (P for As) can be used to apply
chemical pressure, while others can be used to tune the electronic density. Using formal
oxidation states Ba2+ and As3− gives to Iron the valence Fe2+, which since the Fe has
the ground state configuration [Ar]3d64s2 means that it will host 6 electrons in the 3d-
orbitals on average. Substituting Fe with Co (but also with Ni) introduces extra electrons,
whereas the substitution of Ba with K introduces extra holes, and all the compositions
between the stoichiometric BaFe2As2 and KFe2As2 can be obtained, thus providing the
very fine phase diagram reported in Fig. 3. Given that the formal oxidation state for the
alkaline elements is K1+, the average number of electron hosted on Fe diminishes to 5.5.
As said the end member KFe2As2 has isovalent siblings with K replaced by Rb or Cs.

3And also Na, Ca and Sr which we will not address here.
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for compositions close to the optimal concentration (x = 0.35
and Tc = 38.4 K), which complicates the thermodynamic
analysis of the electronic properties of these compounds.

Hereafter, we describe a reliable method to subtract the phonon
background based on a modified version of the empirical
Neumann-Kopp rule [61].

205113-5

Fig. 3: Phase diagram of electron and hole-doped BaFe2As2 (where Fe is formally in the 3d6

configuration at stoichiometry), and of the end-members of the family (yellow area, with Fe in
the formal 3d5.5 configuration) AFe2As2 (A=K,Rb,Cs). The white/yellow zone of the phase dia-
gram is paramagnetic and metallic, AF indicates a collinear metallic antiferromagnetic phase,
SC indicates superconductivity. Other colors indicate coexistent phases. (adapted from [7])

• In the phase diagram three main phases are present: a metallic “normal” phase for all
compounds at high temperatures, turning into an antiferromagnetic metal (with reduced
orthorhombic symmetry) or into a superconductor, depending on the composition, be-
low the respective critical temperatures. The metallic phases are standard Fermi liquids,
showing, e.g., a T 2 dependence of the resistivity, saturating Pauli magnetic susceptibility
and T -linear specific heat (of which the slope is reported in Fig. 1) at low temperature.
The maximal critical temperature for superconductivity varies across the families, it tops
at ∼ 40 K for the 122 family, while the record for a bulk Fe-SC is ∼ 56 K for the “1111”
family. Monolayer FeSe on a SrTiO3 substrate was reported having Tc > 65 K.

3 Modeling Fe-based superconductors

Ab-initio modeling of Fe-SC can be straightforwardly performed within DFT, using the experi-
mental structural parameters determined by X-ray diffraction (reported in Fig. 2). For AFe2As2
the Bravais lattice is body-centered, space group I4/mmm in the tetragonal phases (turning to
Fmmm in the orthorhombic phases). The bandstructures obtained with the PBE-GGA func-
tional are reported in Fig. 4 (green curves in the right panels). The plots focus on a range of
a few eV around the Fermi level, on the conduction bands which are responsible of the elec-
tronic properties of these materials and which, as it is visible on the left panels, have mostly a
character of Fe 3d-orbitals.
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(J/U = 0.12 ÷ 0.15) together with the full Kanamori form of the Hubbard model.

In SSMFT, the same results are obtained using only the Ising-like (density-density)

terms when the Hund’s coupling is set to J/U = 0.2 ÷ 0.25 [66] respectively.
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Figure 4.2: Left column: densities of states of the 122 family of IBSC. The shaded grey region
corresponds to the total DOS of the system, the red one to the Fe DOS per atom, the green line
to the DOS of the As ligands, and the black line to the total DOS of the Wannier orbitals. Right
column: electronic band structure of these compounds. The green lines correspond to the DFT
calculations and the red points show the dispersion relation of the tight-binding models done with
Wannier90.

a smaller value of the hopping integrals between di↵erent lattice sites (and thus in a smaller
average kinetic energy). To compensate this di↵erence we choose a slightly larger value of the local
Coulomb interaction U for this compound. These values of U also correctly reproduce the value
of the Sommerfeld coe�cient for these compounds at the stoichiometry of n = 5.5.
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Fig. 4: Electronic structure and maximally-localized Wannier function fitting of the conduc-
tion bands for the main stoichiometric compounds of the 122 family. Right panels: the DFT
bandstructure—zoomed in to an energy range of a few eV around the Fermi level—is reported
in green on a path in the Brillouin zone of the tetragonal BCC lattice. The fit of these bands with
5 Wannier d-orbitals centered on each Fe atom is drawn in red. Left panels: the total DFT DOS
in this energy range is reported in grey. The contribution of each of the two Fe atoms is in red,
while that of the As ligands is in green. The black line is the DOS of the tight-binding Wannier
model. The dark and light blue lines define the outer and the inner (“frozen”) windows for
the Wannier90 procedure for obtaining MLWF and the tight-binding model for each compound.
(courtesy of Pablo Villar Arribi [8])



Hund’s metals physics in Fe-SC 4.7

Three main comments are in order, on the DFT bandstructures:

1. Most of the bands have little dispersion in the z-direction (Γ–Z path in these figures),
owing to the relatively bi-dimensional nature of these materials. Thus, the resulting Fermi
surfaces will have little evolution along z and can be well characterized by looking at their
cuts in the kz=0 plane (path Γ–X–M–Γ ). Importantly, the bands in BaFe2As2 cross the
Fermi level around the center of the Brillouin zone Γ and near its corner M, creating
there hole pockets and electron pockets, respectively. This semi-metallic nature of the
mother compounds is shared among all the families of Fe-SC, and is observed in ARPES
experiments. The various pockets are similar in size and shape and this creates quasi-
nesting conditions boosting the magnetic susceptibility, which explains the arising of the
magnetic phases and provides a natural mechanism for unconventional superconductivity
mediated by spin fluctuations [5].

Since the substitution of Ba with alkalines diminishes the electrons in the system the
Fermi level moves down in these compounds, making the hole-pockets larger, while the
electron pockets essentially empty out and leave little features in the Fermi surface around
the M point.

2. Despite the Fermi surfaces matching qualitatively the experiments, the measured disper-
sion of the conduction bands is much smaller than the calculated bandstructure by at least
a factor of 2 to 3. This is a typical sign that dynamical correlations are important, since the
dressed quasiparticles replacing the bare electronic excitations of independent electrons
have a larger mass and smaller velocity, thus mainly “squeezing” the dispersions around
the Fermi level. Moreover it is seen that bands where the Fe t2g (and in particular the dxy)
orbital character is dominant are substantially more strongly renormalized than the oth-
ers, indicating the selective strength of the correlations among the different electrons.4

This band-theory/experiment mismatch is smaller for the electron-doped compounds but
larger the more hole doping is introduced. It is strikingly illustrated in the value of the
Sommerfeld coefficient γ discussed in the introduction and shown in Fig. 1. Indeed,
γ = π2k2B/3N

∗(EF ) is proportional to the density of states (DOS) of the quasiparticles
at the Fermi level N∗(EF ), which increases with the aforementioned mass increase due
to dynamical correlations. In cases of selective correlations the most correlated electrons
can make the DOS very large even in the presence of other much less correlated electrons.
For a doping of 0.5 holes/Fe (i.e., for KFe2As2 and its isovalent siblings) correlations are
very strong and very selective.

3. Taking into account local dynamical correlations, as we will see in the following, does
not cure all quantitative discrepancies between theory and experiments [1], however. In-
deed the Fermi pockets have typically a larger size in calculation than in experiments,
and in some cases a pocket is present in the DFT result whereas the band responsible

4Both the experimental and the theoretical aspects of the orbital selectivity of Fe-SC’s correlation strength were
discussed in depth in the lecture of 2017.
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for it is seen in ARPES data away from EF . This mismatch can obviously alter the es-
timate of many low-energy electronic properties (for example the value of N∗(EF ), the
nesting properties, etc.). In semi-metals as the Fe-SC this is a typical outcome of the
self-interaction, a known issue of LDA or GGA flavors of DFT, absent in Hartree-Fock.
As a matter of fact improving the treatment of the exchange energy beyond standard DFT
can cure it and improve the calculation of the Fermi surface and of the related properties
(see Ref. [9] and references therein).

In order to include dynamical correlations in the modeling, the electron-electron interaction has
to be treated beyond the mean-field level. The (screened) Coulomb interaction decaying quickly
with the distance, it is customary to expand it on a basis of localized functions, which is also
very efficient in describing the one-body part of the Hamiltonian, since as we mentioned pre-
viously the electronic density associated to the conduction bands is quite concentrated around
the lattice ions. One such orthonormal basis is that of the maximally-localized Wannier func-
tions (MLWF) that can be optimized so to best parametrize eigenstates and eigenfunctions in
the conduction bands of the DFT solution [4]. Their character is mainly Fe-3d as we said, with
some contribution from the 4p-electrons of the ligands. A natural choice is then to use a set of
5 basis functions of d-like symmetry on each Fe ion, and 3 basis functions of p-like symmetry
on each ligand ion, a total of 16 functions per unit cell. This p-d model is more accurate but of
greater complexity than the customary d-model, i.e., the alternative choice of introducing only
5 basis functions of d-like symmetry on each Fe ion. These functions cannot be as localized as
in the p-d model, but reduce the number of interaction parameters in the model.
Once chosen5 the basis of Wannier functions wm(r−Ri) the Hamiltonian of the conduction
electrons reads

H =
∑

ijmm′σ

tmm
′

ij d†imσdjm′σ +
1

2

∑
ijkl

∑
mm′nn′

∑
σσ′

V mm′nn′

ijkl d†imσd
†
jm′σ′dkn′σ′dlnσ (1)

where d†imσ is the creation operator of an electron with spin σ in the state whose wavefunction
is wm(r−Ri), and

tmm
′

ij =

∫
drw∗m(r−Ri)

(
− ~2

2me

∇2 + Veff(r)

)
wm′(r−Rj) (2)

and

V mm′nn′

ijkl =

∫
drdr′w∗m(r−Ri)w

∗
m′(r′−Rj)W (r, r′, ω=0)wn(r′−Rk)wn′(r−Rl) (3)

where Veff(r) is the effective one-body potential used in the band-theory calculation (e.g. the
Kohn-Sham potential in DFT) and W (r, r′, ω=0) is the low-frequency limit of the Coulomb

5A technical point is worth stressing for obtaining an optimal basis of MLWF, using, e.g., the publicly available
code Wannier90: Two windows of energy need to be defined in order to have a faithful representation of the
conduction bands and localized basis functions. An outer window encompasses all the bands to be fitted, whereas
an inner (“frozen”) window enforces the part to be reproduced exactly [4]. In Fig. 4 well-working choices for these
windows are indicated by dark and light blue lines respectively for each of the compounds, both in the left and in
the right panels. These were used in defining the models we utilize in the following.
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interaction e2/|r−r′| screened by all the excitation processes to and within the bands that are
not included in this low-energy model. It can be calculated in different frameworks, a customary
choice being constrained-RPA approximation (c-RPA). For most Fe-SC, c-RPA calculations
were reported in Ref. [10].

Owing to the localized nature of the Wannier functions and to the rapid decay of the screened
interaction with distance, a common simplifying choice is to retain only the local terms of the
interaction, i.e., V mm′nn′ ≡ V mm′nn′

ijkl δijδjkδkl. This gives rise to a multi-orbital Hubbard model.

Among the matrix elements of the local interaction a typical choice (exact in some limits, e.g., in
the presence of a large cubic field splitting that allows one to treat the three t2g orbitals separately
from the two eg orbitals [3]) is to retain only the terms containing the integrals Umn ≡ V mmnn,
and Jmn ≡ V mnmn (with n 6= m) and, defining U as the average of the Umm and J the average
of the Jmn for n 6= m over the orbitals, to finally write down the Kanamori interaction6

Hint = U
∑
im

ñim↑ñim↓ + (U−2J)
∑
im6=m′

ñim↑ñim′↓ + (U−3J)
∑

im<m′,σ

ñimσñim′σ

− J
∑
im 6=m′

d†im↑dim↓ d
†
im′↓dim′↑ + J

∑
im6=m′

d†im↑d
†
im↓ dim′↓dim′↑, (4)

where nimσ ≡ d†imσdimσ is the number operator and ñimσ ≡ nimσ−1
2

its particle-hole symmetric
version.7 J being the parameter favoring the spin alignment and the distribution of electrons on
different orbitals, is called the “Hund’s coupling”.

Solving and exploring this Hubbard-Kanamori model for the Fe-SC is still a formidable task.
However it can be done in several frameworks. Indeed several approaches and levels of per-
turbation theory in the interaction are the methods of choice, able to explore instabilities of
the DFT bandstructures towards the various broken symmetry phases found in the phase di-
agrams of these materials. The strength of the correlations, however, as we have previously
highlighted, casts some doubts on the quantitative (and in several important cases qualitative)
validity of such approaches. Also, typically calculated values of U range from 2.5 to 4.2 eV (J
is typically smaller, i.e., J/U = 0.12 . . . 0.15) which is of the order of the DFT bandwidth (see,
e.g., Fig. 4). We here expose the results of non-perturbative methods, thus not assuming a small
interaction as a starting point in any way.

One such methods is Dynamical Mean-Field Theory (DMFT), presented in this book in the
chapter by Eva Pavarini. Here we will rather expose the Slave-spin mean-field (SSMF) method,
which can be seen as a simpler dynamical mean-field technique providing orbital-selective band
renormalization and giving direct analytical access on the mechanisms behind it.

6Here it is seen that the off-diagonal elements of Umn are not used. Indeed it is found that they are typically
close to U−2J (an exact relation in some cases) which is then taken as a further simplifying assumption.

7This form of the interaction implies a shift of the chemical potential, of no physical meaning. A shift of the
chemical potential is implied anyway because of the double counting of the interaction already included in Veff(r),
which is not an issue in the d-model formulation for this reason.
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4 Slave-spin mean-field

In the slave-spin representation, the original fermionic model is mapped on an auxiliary model
having both fermions and spin variables on a lattice. That is, to every local electronic one-
particle state (created by d†imσ) are associated in the auxiliary, larger Hilbert space, both a
fermionic state (created by f †imσ) and a spin-1/2 variable, of z-component Szimσ (and flipped
by S±imσ). They both carry the same indices of the original d fermion, and the slave-spin has no
special relation—and should not be confused—with the physical spin. An occupied local state
|1〉d in the original space is then associated, in the auxiliary Hilbert space, to the direct product
of the occupied state for the corresponding f fermion and to the “up” (that we indicate with 1)
state of the associated “slave”-spin |1〉f |1〉s. Likewise an empty d-state |0〉d is associated to the
empty fermionic state and the “down” (that we indicate with 0) state of the slave spin |0〉f |0〉s.
These “physical” states satisfy the operatorial relation

f †imσfimσ = Szimσ +
1

2
, (5)

which can be used to distinguish them from the remaining combinations |1〉f |0〉s and |0〉f |1〉s
which have no physical counterpart.
This is apparently a complication, but it turns out that approximations performed on the larger
space can be less severe than if applied directly to the original system.
The operators of the original space are mapped on operators having the same matrix elements
between the physical states of the larger space, while their action on the unphysical states can be
chosen freely, in principle. In practice this freedom is used to gauge approximated treatments,
e.g., to reproduce known limits and possibly yield the most physical results.
Hence the number operator nimσ = d†imσdimσ can be equivalently mapped into the number
operator for the pseudo-fermions nfimσ = f †imσfimσ or into Szimσ + 1

2
, which, because of Eq. (5),

gives the same result by construction on the physical states. The interaction Hamiltonian Eq. (4)
then, for which we customarily consider only the density-density terms,8 can be written in terms
of the Sz operators only

Hs
int =

∑
i

Hs
int[i] = U

∑
im

Szim↑S
z
im↓+ (U−2J)

∑
im 6=m′

Szim↑S
z
im′↓+ (U−3J)

∑
im<m′σ

SzimσS
z
im′σ. (6)

The one-body part instead involves both slave-spins and pseudofermions, since the off-diagonal
destruction (creation) operator d(†)imσ is expressed by f (†)

imσO
(†)
imσ. The general form of the Oimσ

operator isOimσ = S−imσ+cimσS
+
imσ, where cimσ is an arbitrary gauge embodying the aforemen-

tioned freedom. We choose cimσ = 1√
〈n̂fimσ〉f (1−〈n̂

f
imσ〉f )

−1, which, within the present mean-field

approximation, can be shown to reproduce the non-interacting limit. Then the total Hamiltonian
of our model in the auxiliary Hilbert space reads H = H0 +Hs

int with

H0 =
∑

i 6=jmm′σ

tmm
′

ij f †imσfjm′σO
†
imσOjm′σ +

∑
imσ

εmf
†
imσfimσ, (7)

8Using the full Kanamori form, thus including the spin-flip and pair-hopping terms that we here neglect, does
not alter qualitatively any of the analysis or conclusions exposed in this chapter. The differences are merely
quantitative ones.
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where we have singled out the local terms in the one-body part of Eq. (1) as tmm′
ii = εmδmm′ .

The mapping is thus far exact if we could project out all unphysical states strictly enforcing
the constraint Eq. (5). In the SSMF scheme three approximations are instead performed. First,
we mean-field decouple slave-spin and pseudofermion so that we are left with a non-interacting
fermionic Hamiltonian, and a lattice spin model where several slave-spins interact on site and
are also coupled to the slave-spins of neighboring sites. Second, we perform a mean-field
decoupling of the slave-spin lattice system in the spirit of a Weiss mean-field, and thus we
are left with a single-site spin Hamiltonian in an effective field. Third, we treat the constraint
on average, with site-independent (and spin-independent, since we address the paramagnetic
phases here) Lagrange multipliers λm, adjusted so that

〈
nfmσ

〉
=
〈
Szmσ

〉
+ 1

2
,∀i,m, σ. Details

of this procedure can be found, e.g., in Ref. [11] and references therein.

The resulting mean-field Hamiltonian is H−µN = Hs+Hf−µN , with

Hf−µN =
∑

i 6=jmm′σ

√
ZmZm′ tmm

′

ij f †imσfjm′σ +
∑
imσ

(εm−λm+λ0m−µ)f †imσfimσ , (8)

and Hs =
∑

iH
i
s with

H i
s =

∑
mσ

(
hmO

†
mσ +H.c.

)
+ λm

(
Szmσ +

1

2

)
+Hs

int[i] , (9)

where the self-consistent parameters are

Zm = |〈Omσ〉|2, (10)

hm =
∑
j 6=i,m′

tmm
′

ij

√
Zm′

〈
f †imσfjm′σ

〉
(11)

λ0m = hm
√
Zm

2
〈
n̂fm
〉
− 1〈

n̂fm
〉(

1−
〈
n̂fm
〉) (12)

the latter being a shift due to the mean-field procedure, which reduces to λm, and thus cancels
it, in the non-interacting limit [11].

Solving these equations iteratively until convergence yields the renormalized quasiparticle Hamil-
tonian Eq. (8), the bandstructure of which can be compared with the quasiparticle bands mea-
sured in ARPES. In particular the orbitally-resolved quasiparticle weight Zm is the inverse of
the orbitally-resolved mass enhancement, and εm−λm+λ0m can be seen as a renormalized local
orbital energy.

The slave-spin Hamiltonian is still a many-body Hamiltonian that can be used to calculate local
correlation functions, here we will see the (z component of the) total local magnetic moment〈(∑

m(Szim↑−Szim↓)
)2〉.



4.12 Luca de’ Medici

5 Hund’s metal physics

Application of the SSMF to the multiorbital Hubbard models9 for AFe2As2 with A=Ba, K, Rb,
and Cs leads to the results reported in Fig. 5. All the plotted quantities show a clear crossover
as a function of U between a weak-coupling and a strong-coupling behavior.
For the lower range of U all the quasiparticle weight Zm are grouped, weakly dependent on U
and barely smaller than 1, their non-interacting value. Analogously, the orbital-resolved mass
enhancements, which are exactly their inverse, lie barely above 1 for the whole range. Also the
renormalized orbital energies evolve smoothly and the local magnetic moment remains near its
small non-interacting value.
All quantities change rapidly around the crossover value of U , and above it one sees a com-
pletely different behavior: The Zm have spread and dropped to small values below (some way
below) 0.5, and correspondingly the mass-enhancements are very selective and reach very high
values (extremely high for the t2g orbitals and in particular dxy); the renormalized orbital ener-
gies have rearranged and now are very close to one-another, while the local magnetic moment
has risen and is now very close to its saturation value 5/2. This behavior is the Hund’s metal.
It is to be noted that the crossover is sharper and happens earlier for the alkaline compounds
A=K, Rb, Cs than for BaFe2As2. This is mainly due to the difference in the average electron
density. As said the alkaline compounds host 5.5 electrons/Fe on average while BaFe2As2 has 6
electrons/Fe (and indeed the chemical potentials in the calculations are adjusted so to keep these
densities at all interactions). The sharpness of the crossover culminates at half-filling where it
converges with the Mott transition. This implies that the Hund’s metal is a zone at U larger than
the Uc for the Mott transition at half-filling that can be entered both increasing the interaction
strength and reducing the doping towards half-filling. In other words the Hund’s metal is the
doped Mott insulator in presence of sizeable Hund’s coupling.
This behavior is clearly understood when analyzing the same features in a 5-orbital Hubbard-
Kanamori model of featureless simplified bands (i.e. εm=0 for all orbitals and tm,m

′

ij = t δm,m′

for i nearest neighbor of j on an infinitely-dimensional Bethe lattice, that has a semicircu-
lar DOS of half-bandwidth D=2t). As visible in Fig. 6, the characteristic crossover [2, 3] to
the Hund’s metal reported for all integer fillings from n=8.0 to n=5.0 (half-filling)10 clearly
becomes sharper the more half-filling is approached, and is obviously connected to the Mott
transition at half-filling (yellow sharp drop). This strong-correlation behavior being connected
to the prevalence of high-spin local configurations favored by J, as outlined previously, it is
instructive to plot the relative weight of these configurations compared to the others. Indeed
for U/D = 3.0 and J/U = 0.25 it is visible that the high-spin configurations of each sector
dominate (i.e. compared to the other configurations with the same number of electrons), and all
the more the closer the system is to half-filling.

9In these calculations as a function of U a fixed ratio J/U = 0.25 was kept. Indeed, it was shown [12, 13]
that the physical results for the Kanamori interaction with J/U = 0.12 ÷ 0.15 as estimated by c-RPA are best
reproduced in SSMF increasing the ratio to J/U = 0.25.

10The model being particle-hole symmetric the curves are also representative of the filling between n=2.0
and n=5.0.
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Figure 4.4: Orbitally-resolved quasiparticle weights (upper panels), mass enhancements (mid-
upper panels), on-site energies (mid-lower panels) and total local magnetic moment for BaFe2As2,
KFe2As2, RbFe2As2 and CsFe2As2 as a function of the local Coulomb interaction U for a value of
Hund’s coupling of J/U = 0.25.

for an on-site Coulomb interaction of U = 2.7 eV and a value of Hund’s coupling of

J/U = 0.25. The orbitally-resolved quasiparticle weights Zm obtained in this case

are 0.07 for the dxy orbital, 0.20 for the dxz/yz orbitals and 0.42 and 0.37 for the eg

orbitals. The renormalized band structure (Fig. 4.3b) is between 2.5 and 3 times less

dispersive than that calculated with DFT (Fig. 4.3a). This renormalization factor

very much coincides with the phenomenological prefactor that is typically added to

the DFT band structures in order to compare them with ARPES measurements.

Due to this renormalization of the band structure, one would expect that the DOS

of quasiparticles increases and all the features move closer to the Fermi level.

In Fig. 4.4 we show the dependence of the quasiparticle weights, mass enhance-

76

Fig. 5: Slave-spin mean-field results for AFe2As2 with A=Ba, K, Rb, Cs as a function of the
interaction strength U (for J/U=0.25). From top to bottom rows: orbitally-resolved quasi-
particle weights Zm, orbitally-resolved mass enhancements (m∗/mb)m = 1/Zm (log scale),
renormalized orbital energies and z-component of the local magnetic moment. A clear cross-
over from a normal metal to the Hund’s metal behavior is visible just below the dashed line,
which marks the interaction value (close to the one calculated in c-RPA) used for the calcu-
lations reported in Fig. 1. The crossover is sharper and happens faster in the calculations
for the alkaline compounds (5.5 electrons/Fe) than for BaFe2As2 (6 electrons/Fe), owing to the
influence of the half-filled Mott insulator. (courtesy of Pablo Villar Arribi [8])

It is clear that both for the realistic calculations and for those in the idealized model, Hund’s
coupling triggers a behavior where the local high-spin configurations prevail and the quasipar-
ticle weight becomes small (and the mass enhancement large) and selective, all the more for
filling near half, but only for values of the interaction strength larger than the critical value for
the Mott transition at half-filling. It is worth noticing that the Mott insulating states at all the
other fillings play very little role in the zone of the phase diagram we are discussing (where the
interaction strength U is of the order of the bandwidth or even smaller), relevant to the Fe-SC,
because they are sent at much higher critical U values. Conversely the role of the Mott insu-
lator at half filling is clearly dominant, and it seems to act as a catalyst for the Hund’s metal,
amplifying its features with its proximity.
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Fig. 6: 5-orbital Hubbard Kanamori model with J/U = 0.25. Upper panel: quasiparticle
weight Z as a function of the interaction strength U for the integer fillings between half-filling
(n=5.0) up to 8 electrons per site, showing the increasing sharpness of the crossover with
the proximity to the Mott transition at half-filling. Lower panel: relative weight of the high-
spin configuration with the indicated number of electrons in the ground state of the slave-spin
Hamiltonian as a function of the filling of the system for U/D = 3.0. The weights for all other
configurations are also plotted in this graph, most being indistinguishable from the x-axis.
(adapted from [14])

But why is it so? Why is Hund’s coupling so efficient in inducing a Mott insulator at half-
filling and why are correlations in its proximity so much stronger than at J=0? We can gain
this insight by inspecting a few analytical results that can be obtained within SSMF in these
idealized models.
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Fig. 7: Mott transition in the half-filled Hubbard model studied with SSMF (or equivalently
Gutzwiller approximation or slave-boson mean-field). Independent bands (purple line) com-
pared with two bands in absence (green) and in presence (light blue) of Hund’s coupling J.
It might surprise that at strong coupling the second case is less correlated then the first, and
the third more correlated than the second, despite the opposite overall trend in the inter-orbital
interaction strength (columns sketched on the right). [14]

6 The working mechanism of Hund’s induced correlations

The counter-intuitive nature of Hund’s induced correlations can be illustrated by the following
simplified paradoxical puzzle, summarized by Fig. 7. Let’s imagine a half-filled multi-orbital
Hubbard band with featureless bands (as before we can take a semi-circular DOS of bandwidth
W = 2D, i.e., D(ε) ≡ 2

πD

√
(1− ( ε

D
)2)) and no inter-orbital hopping.

• If all inter-orbital interaction is switched off too one obtains a collection of single-band
Hubbard models, not talking to each other. Their behavior, in particular with respect to
the Mott transition will be that of a one-band model (purple line in the figure). Its critical
coupling for the Mott transition in SSMF (and in Gutzwiller approximation or slave-
boson mean-field) is Uc = −16ε̄, where ε̄ is the bare delocalization (“kinetic”) energy
at half-filling, i.e., ε̄ ≡

∫ 0

−Ddε εD(ε) ' −0.2122D. As visible in the figure this gives
Uc ' 3.4D ' 1.7W.

• Let’s now turn on the interaction between the different orbitals. Let’s focus for simplic-
ity on the two-orbital case. At J=0 the electrons in the two orbitals will add to their
intra-orbital repulsion U and inter-orbital repulsion U to electrons in the other orbital
irrespectively of their spin orientation. One might naively expect that this additional re-
pulsion makes the system more correlated. This is however not the case: as visible in the
figure (green line) the quasiparticle weight lies systematically above that of independent
bands for moderate to strong interactions, and the Mott transition happens at much larger
Uc ' 2.5W !
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• Even more puzzling, let’s now reduce the inter-orbital interaction compared to the intra-
orbital one, and even more so for electrons with parallel spins. This is exactly what is done
for finite Hund’s coupling J/U. Again one might expect this reduction in the electronic
repulsion to de-correlate the system, but one finds the opposite. The quasiparticle weight
lies below the one for J=0 at moderate to strong interactions, and the Mott transition
happens precipitously at a much smaller Uc ' W !

The puzzle is solved by the explicit calculation of Uc, that can be effected analytically in SSMF
for any number M of orbitals both for J=0 and finite J. It turns out that a naive balance
between bare kinetic energy and interaction strength is not enough to understand the degree
of correlation of the system. The energy and degeneracy of local multiplets and the processes
available for fluctuating between different charge states are of importance instead, and these are
tuned by Hund’s coupling, as we are going to see now.

In the slave-spin mean-field approximation11 a Mott insulator is a solution in which Zm = 0.
By the self-consistency equation Eq. (11), this implies hm = 0. Thus in proximity of a Mott
insulator a perturbative treatment in hm of the slave-spin problem can be performed.
In the half-filled, particle-hole symmetric case with no crystal-field splitting (i.e. εm = 0),
µ=λm=λ0m= 0 and cm= 1. Then the unperturbed Hamiltonian is simply Hs

int[i] from Eq. (6).
At T=0 we only need the ground state of this Hamiltonian, which will have a different degen-
eracy d0 depending on the value of J, so later on we will distinguish the J=0 from the finite J
case. The perturbing Hamiltonian is

V ≡ H i
s −Hs

int[i] = 2h
∑
mσ

2Sxmσ = 2h
∑
mσ

(
S+
mσ + S−mσ

)
, (13)

where h ≡ hm is here equal for all the M orbitals. It simply flips any of the slave-spins.
It removes the ground state degeneracy at the second order in h (the perturbation has no ma-
trix elements within the degenerate subspace), and in order to obtain the “correct” unperturbed
ground state

∣∣φ(0)
0

〉
(the one to which the perturbed ground state tends for h → 0) one has

to diagonalize the matrix H ′ ≡ V
(
E0−Hs

int

)−1
V in the degenerate subspace, where E0 is

the unperturbed ground state energy. The ground state ket will have a correction at the lin-
ear order instead, which according to standard perturbation theory reads:

∣∣φ(1)
0

〉
=
∣∣φ(0)

0

〉
+∑

|s〉6=|φ0〉〈s|
(
E0−Hs

int

)−1
V
∣∣φ(0)

0

〉
|s〉.

The self-consistency condition Eq. (11) is needed to determine the solution of the mean-field
equations, and in the present case simplifies to

h =
√
Zmε̄ . (14)

√
Zm =

〈
2Sxmσ

〉
is itself a function of h, and this relation determines the self-consistent value

of h for a given set of physical parameters. The critical parameters for the Mott transition are
found when the solution goes to h=0, so the linear term in h is enough.

11In the presentation of the slave-spin analytical calculations we follow closely the Appendix of Ref. [15]
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A particularly relevant and insightful quantity to calculate then is

4hM
〈
2Sxmσ

〉
= 〈V 〉 =

〈
φ
(1)
0 |V |φ(1)

0

〉
= 2
〈
φ
(0)
0

∣∣V (E0−Hs
int

)−1
V
∣∣φ(0)

0

〉
, (15)

(where we used explicitly the fact that
〈
φ
(0)
0 |V |φ(0)

0

〉
= 0).

Eq. (15) illustrates that 〈V 〉 (and thus 〈2Sxmσ〉) counts the number of ways in which flipping
any two slave-spins brings the ground state into (a state having overlap with) itself, weighed by
2/(E0−ES), twice the inverse of the (negative) energy difference between the ground state and
the intermediate excited state.
In physical terms this tracks the number of processes by which a particle can hop onto a neigh-
boring site and back to any of the spin-orbitals still turning the ground state into (having overlap
with) itself [16]. This is in strict analogy with the perturbative arguments determining Kondo
coupling of an impurity in a bath which through dynamical mean-field theory describes the
itinerancy of particles in a lattice model [3].
Now these processes are enhanced in presence of large degeneracy of the energy multiplets. We
illustrate this in the following by comparing the case at J=0 with that for finite J .

• J=0, SU(2M) symmetry

At J = 0, up to a constant shift, Hs
int[i] = U/2

(∑
mσ S

z
mσ

)2
= U/2

(
Sztot
)2. The system has

an even number 2M of slave-spins on each site, hence any state with Sztot = 0 is a ground
state. Owing to the SU(2M) symmetry of the J = 0 problem, there are d0 =

(
2M
M

)
such states

(|Sztot=0; l 〉, for l=1 . . . d0) , corresponding to the number of ways to take half of the 2M slave-
spins up and half down. Physically this corresponds to the ways of putting M particles in 2M

spin-orbitals, owing to the half-filling of the system.
All the states with one flipped spin are U/2 higher in energy from the ground state and hence
one can diagonalize H ′ = −2V 2/U. The lowest-energy eigenstate of the restriction of H ′ to
the unperturbed degenerate manifold is

∣∣φ(0)
0

〉
=

1√
d0

d0∑
l=1

∣∣Sztot=0; l
〉

(16)

i.e., the linear combination of all the degenerate basis states in the ground state manifold with
all plus signs. This can be easily checked by inspection. Indeed H ′ flips down any of the M
spins pointing up, and then flips up any of the now M+1 spins pointing down. The analogous
process takes place starting with a flip up. This makes 2M(M+1) possible processes. The fact
that all of the d0 degenerate basis states with M spins up and M spins down are included in
the linear combination ensures that all these “exchange” processes are active. The plus signs
in the linear combination also ensures that all the corresponding −U/2 contributions add up,
generating the lowest possible energy.
This, by inserting |φ(0)

0 〉 into Eq. (15) results in

〈2Sxmσ〉 = −8h

U
(M+1) (17)
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• J 6=0 with density-density interaction, Z2 symmetry

For J 6= 0, Hs
int[i], Eq. (6), splits the manifold with Sz= 0 and for the case of density-density

only interaction the ground state is only two times degenerate.12 The two degenerate states
are |1, . . . , 1, 0, . . . , 0〉, with all M slave spins corresponding to spin-orbitals m ↑ —in our
ket notation the first M of all the 2M slave-spins—pointing “up” (1, in our notation) and the
remaining ones pointing “down” (0 in our notation), or the inverse |0, . . . , 0, 1, . . . , 1〉.
The excitation energy of the states that can be reached by flipping one spin starting from the
ground state and flipped back to it is Ueff/2 with Ueff = U + (M−1)J , so the matrix to be diag-
onalized to find the “correct” unperturbed ground state is the restriction of H ′ = −2V 2/Ueff.
This degeneracy is split at order h2M, but the “correct” unperturbed ground state is still the
linear combination of these two basis states with the plus sign∣∣φ(0)

0

〉
=

1√
2

(
|1, . . . , 1, 0, . . . , 0〉+ |0, . . . , 0, 1, . . . , 1〉

)
. (18)

However to leading order h2 only 2M processes are active: those flipping twice a given slave
spin. Thus inserting

∣∣φ(0)
0

〉
into Eq. (15) gives

〈2Sxmσ〉 = − 8h

Ueff
= − 8h

U + (M−1)J
(19)

which, for any M ≥ 2, is much smaller than in the J=0 case.
Using this in the self-consistency condition Eq. (14) and eliminating h one can solve for the
critical interaction for the Mott transition

Uc =

 8(M+1)|ε̄|, J = 0, ∀M (includingM= 1)

8|ε̄| − (M−1)J J 6= 0 and M ≥ 2
(20)

the latter relation being equivalent to say that to U eff
c = 8|ε̄|.

These results illustrate our point that the degeneracy of the ground state and of the multiplets
visited by charge fluctuations enhance the itinerancy, through the activation of extra hopping
channels.
This is the reason for the reduction of correlations in a multi-orbital system in absence of Hund’s
coupling, indeed in that case the Uc grows with the number of orbitals M.
Hund’s coupling changes the situation, and increases the correlation strength for two reasons,
as obvious comparing the expressions eqs. (17) and (19):

1. it reduces the number of processes contributing to 〈V 〉 (and thus to 〈2Sxmσ〉), thus elimi-
nating the M+1 prefactor,

2. increases the value of U eff, thus increasing the cost for charge fluctuations, and weighing
more the denominator in Eq. (19).

12In the case of full Kanamori interaction, including the spin-flip and pair-hopping terms, the degeneracy of
the ground-state multiplet is not as reduced. However it is still much smaller than for the J = 0 case. Thus our
treatment, albeit quantitatively not exact, is qualitatively representative also of the Kanamori case.



Hund’s metals physics in Fe-SC 4.19

0

0.1

0.2

0.3

0.4

0.5

0.6

0 0.05 0.1 0.15 0.2 0.25 0.3

Z

δorb (doping per orbital)

3 orb U/D=8.0, J=0
3 orb U/D=5.0, J/U=0.25

1 orb U/D=5.0

Fig. 8: Doping dependence of the quasiparticle weight for doped half-filled Mott insulators: a
3-orbital Hubbard model with and without Hund’s coupling J is compared to the single-band
case. Visibly, the multi-orbital case with J=0 is less correlated than the single-band case (even
for the considerably larger value of U, chosen so to be well beyond Uc(J=0)). The multi-
orbital case in presence of J is much more strongly correlated than both (even more so when
considering the total doping and not the doping per orbital as shown here). The parallel with
the behavior of Z at half-filling as a function of U < Uc plotted in Fig.7 is obvious, for the
reasons explained in the main text. (adapted from [14])

These two aspects were explored from DMFT perspective in Ref. [17]. Here we have shown
explicitly the mechanism at work through an analytical calculation, showing how the many-
body hopping channels participate to the geometrical factor enhancing or reducing Uc. In this
respect it is worth mentioning that away from integer fillings other than half the reason 1 above
still applies, while reason 2 does not. In fact U eff = U+3J in these cases, thus rather pushing Uc
away. Nevertheless in most of the U range correlations are found enhanced because of reason 1.

A further interesting point is that here with the same formalism the dependence of the quasi-
particle weight Z on the doping for a doped Mott insulator can be obtained. After a similar
calculation and for the same reasons as above one gets

Z =


M+1√
1−Uc/U

δorb, J = 0, ∀M (includingM=1)

1√
1−U eff

c /U
eff
δorb J 6= 0 and M ≥ 2

(21)

where δorb = δ/M is the doping per orbital.
Typical behaviors are illustrated in Fig. 8 for a three-orbital Hubbard model. As it happens, for
the half-filled metal, also in the present case of a doped Mott insulator, for the same conditions
of doping, the multi-orbital case with J=0 is much less correlated than the single-band case.
The multi-orbital model in presence of J is instead much more correlated than the single band
case. It is to be noted, by the way, that the plot compares the models at the same doping per
orbital. As a function of the total doping in the model the multi-orbital case is then even more
strongly correlated than it appears on this plot, compared to a typical single-band doped Mott
insulator.
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Thus overall not only the half-filled Mott insulating state is strongly favored by Hund’s cou-
pling, given the strong reduction of Uc due to J, but also the correlations, when doping this
Mott insulating state, are enhanced and decrease more slowly with doping than in the case
without J. This is, in essence, the reason why Hund’s metal physics is so relevant for Fe-SC,
and all the more the closer to half-filling they are, as anticipated at the end of section 5.

7 Conclusions

In this lecture we have discussed the way in which the Hund’s metal paradigm helps understand-
ing the metallic phases in Fe-based superconductors, hopefully clarifying the ground on which
high-Tc superconductivity prospers. We have detailed the way in which realistic DFT+slave-
spin mean-field calculations are performed, and how they capture extremely well the behavior of
the strong electronic correlations characterizing these phases. We have then exposed the gears
inside the calculations, using simplified models—yet having all the essential features of the
realistic simulations—in order to show explicitly how Hund’s coupling enhances the correla-
tions. We have hopefully given an intuitive justification to its influence that can initially appear
counter-intuitive. In particular we have shown how, rather than a simple “arm wrestling” be-
tween bare kinetic energy of the electrons and their interaction strength, correlations should be
viewed as a result of the available channels for charge fluctuations, and their energy cost, both
of which are heavily tuned by Hund’s coupling.
Before closing, we should mention that our calculations were all formally done at zero tempera-
ture. They are indeed fully representative of the low-but-finite-temperature Fermi-liquid phases
encountered in Fe-SC that we have discussed. However more and equally rich Hund’s metal
physics [18] unveils when raising the temperature, in particular when crossing the Fermi-liquid
coherence temperature, both in Fe-SC and in other Hund’s metals, and in the related model
calculations [2].
Furthermore, we have not even tried to touch upon other crucial aspects of the physics of Fe-
SC that are impacted by Hund’s coupling. The magnetic phases found in these materials are
influenced by the balance between Hund’s coupling and non-local exchange mechanisms, while
nematicity [19] and superconductivity [20–22] might be amplified by Hund’s metal correlations.
Some of these aspects are still an ongoing research frontier, and could be interesting material
for a future lecture.
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[15] M. Chatzieleftheriou, M. Berović, P. Villar Arribi, M. Capone, and L. de’ Medici,
Phys. Rev. B 102, 205127 (2020)

[16] O. Gunnarsson, E. Koch, and R.M. Martin, Phys. Rev. B 54, R11026 (1996)

[17] L. de’ Medici, J. Mravlje, and A. Georges, Phys. Rev. Lett. 107, 256401 (2011)

[18] P. Werner, E. Gull, M. Troyer, and A.J. Millis, Phys. Rev. Lett. 101, 166405 (2008)

[19] L. Fanfarillo, G. Giovannetti, M. Capone, and E. Bascones,
Phys. Rev. B 95, 144511 (2017)

https://theses.hal.science/tel-02151075/


4.22 Luca de’ Medici

[20] L. de’ Medici, Phys. Rev. Lett. 118, 167003 (2017)

[21] S. Hoshino and P. Werner, Phys. Rev. Lett. 115, 247001 (2015)

[22] L. Fanfarillo, A. Valli, and M. Capone, Phys. Rev. Lett. 125, 177001 (2020)



5 DMFT for Moiré Systems
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1 Strong correlations and superconductivity in moiré systems

Two-dimensional (2D) materials are crystalline solids consisting of a single or a few layers of
atoms arranged in a flat, planar structure [1, 2]. Unlike conventional three-dimensional materi-
als, which extend in all spatial directions, 2D materials are confined to just two dimensions. The
most well-known example is graphene, a single layer of carbon atoms arranged in a honeycomb
lattice. Graphene sparked strong interest for its mere existence as a 2D crystal seemingly vio-
lating the Mermin Wagner theorem and from early on also for its special electronic properties
with low-energy electronic quasiparticles behaving like massless Dirac fermions [3, 4].
Since then, a wide family of 2D materials has been explored, including transition metal dichalco-
genides (TMDs), hexagonal boron nitride (h-BN), and phosphorene, realizing a variety of atom-
ically thin systems including metals, semimetals, semiconductors, insulators, superconductors,
topological insulators etc. An especially exciting development in the field of 2D materials is
the controlled stacking of different monolayers, which enables the creation of van der Waals
heterostructures—artificial materials formed by layering 2D crystals without the constraints of
lattice matching [1, 2].
When two layers with slightly mismatched lattice constants or a small twist angle θ between
them are stacked, they produce a moiré pattern — a long-wavelength modulation pattern —
resulting from the superposition of the two atomic lattices as can be seen from Fig.1. The
moiré periodicity can significantly modify the electronic properties of the system by acting as
a periodic potential or as a periodically modulated interlayer tunneling at the emergent length
scale defined by the moiré lattice.
In particular, twisted bilayer graphene (TBG) near the so-called “magic angle” (∼ 1.1◦) hosts
flat topological electronic bands, which dramatically enhance electron-electron interactions,
leading to correlated insulating states and even superconductivity [5–7]. Similar moiré-induced
correlation phenomena have since also been observed in heterostructures based on TMDs [8–
11], establishing moiré engineering as a versatile platform for exploring strongly correlated and
topological phases of matter [7, 12, 13].
The enhancement of correlation effects in moiré structures can be rationalized from the follow-

Fig. 1: Moiré superlattices in van der Waals heterostructures from lattice mismatch (left) and
twisting (right) of the 2D constituent layers.
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Fig. 2: Typical experimental setup to realize and probe electronic correlation phenomena in
moiré systems: a twisted 2D bilayer giving rise to the actual moiré structure is sandwiched
between dielectric spacer layers, often hBN (blue), and outer gate electrodes (gray). The gate
electrodes allow to apply vertical electric fields and to dope the sample via the field effect. The
dielectric environment controls the effective strength of Coulomb interactions in the active 2D
moiré bilayer.

ing argument. The moiré periodicity is associated the characteristic length scale of the moiré
lattice constant λ. For twisted bilayers of the same material, the length scale λ follows from the
twist angle θ and the original lattice constant a according to

λ(θ) = a/(2 sin(θ/2)) ≈ a/θ,

where the latter relation holds at small twist angles. Assuming now a parabolic dispersion
for the electrons, we arrive at the following scaling of the band width W and the Coulomb
interaction U with twist angle

W ∼ ~2

2m

1

λ2
∝ θ2

U ∼ e2

κ

1

λ
∝ θ

⇒
U

W
∝ 1

θ
. (1)

Typical experiments on electron correlations in 2D material moiré structures are based on setups
as depicted in Fig. 1, which lead to a quite remarkable tunability in comparison to conventional
bulk systems: tuning twist angle and the dielectric environment (κ in Eq. (1)) allows to control
the relative strength of electron correlations in the moiré system, while the gate voltages allow
for wide tuning of the filling and reshaping of band structures as we will see.

In this chapter, we give an overview of correlated electron physics in moiré systems, starting
with a selection of experimental observations of strong correlation effects and superconductivity
in van der Waals based moiré systems. Afterwards we will turn towards the theoretical descrip-
tion of these phenomena focusing on moiré band structures and the modeling of correlation
effects in these in graphene and TMD based moiré systems.
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Fig. 3: Crystal structure (a) and electronic band structure with close up view around the Fermi
level of monolayer graphene (b). The low-energy electronic states are described by a Dirac
equation with inherent pseudospin degree of freedom resulting from the two-sublattice structure
of graphene (see sublattices A and B marked in panel a). The nodal points in the band structure
are referred to as Dirac points. Electrons acquire a Berry phase of ±π upon encircling the
Dirac points at K (K’).

1.1 Graphene-based moiré materials

The band structure of monolayer graphene is shown in Fig. 3. The bands around the Fermi
level are made up from Carbon pz orbitals and exhibit a bandwidth of more than 10 eV. The
low-energy quasiparticles are near the Brillouin zone corners ±K = K,K ′ and described by a
Dirac Hamiltonian: HD = ~vfk ·σ, where vf is the Fermi velocity, k is the crystal momentum
and σ = (σx,±σy) is a vector of Pauli matrices. Here, the Pauli matrices refer to a pseudospin
describing the sublattice degree of freedom in graphene, i.e., the degree of freedom for electrons
to reside in honeycomb sublattice A or B. The Brillouin zone regions around K and K ′ are
called “valleys” and the corresponding band degeneracy points are called Dirac points. The
pseudospin of the electrons rotates in the x-y-plane and the wave function picks up a Berry
phase of ±π, when encircling the Dirac points at ±K in momentum space. This Berry phase
will turn out to bestow bands in twisted bilayer graphene with a distinct topology that needs to
be accounted for properly modeling of the correlated electron physics.
The strength of Mott-Hubbard type correlations in pure monolayer graphene has been as-
sessed on the basis of interaction parameters derived from the constrained Random Phase Ap-
proximation (cRPA) [14, 15]. While the local Hubbard repulsion in free standing graphene
reaches the scale of the band width, it turns out that screening by sizeable non-local interaction
terms quenches Mott Hubbard correlations leading to a ratio of effective interaction to hopping
Ũ/t ≈ 1.6 [15], which far below the value for the Mott transition on the honeycomb lattice
UMott/t ≈ 8 and also smaller than the value of UAMF/t ≈ 3.5 for the transition into a sublattice
antiferromagnet. Taken together, charge neutral monolayer graphene is thus a Dirac material
with characteristic Berry phase imprinted to the dispersion relation featuring weak electron cor-
relations in the Mott Hubbard sense.
This situation changes drastically, when two graphene layers are stacked on top of each other
with a twist angle on the order of 1.1◦ —referred to as the “magic angle”. A representative dop-
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Fig. 4: Phase diagram of near magic angle TBG as derived from transport experiments of
Ref [16]. (a) Schematic phase diagram for magic angle TBG as a function of temperature and
filling ν exhibiting superconducting regions (orange), correlated insulating states (light blue)
and strange metal behavior with T-linear resistivity. (b,c) Experimentally measured resistivity
(ρ) measured on two different TBG devices (“MA1”, “MA4”) with twist angles of θ = 1.16◦

and 1.18◦, respectively, as function of temperature for different fillings close to ν = ±2 illus-
trate the manifestation of the strange metal, correlated insulating and superconducting states in
electronic transport. The horizontal color bars in the left and right panel of the phase diagrams
in (a) correspond to the transport data shown (b) and (c), respectively. Adapted from Ref. [16].

ing and temperature dependent phase diagram is shown in Fig. 4. It is derived from transport
experiments of Ref. [16] and is qualitatively in line with several other studies [5–7, 12, 17–20].
At low temperatures highly resistive states (“correlated insulators”) emerge next to supercon-
ducting states—both of which are absent in the monolayer constituents. Close to the correlated
insulators, there is a region featuring unusual transport behavior including linear-in-temperature
resistivity referred to as strange metal phase. This phase diagram is indeed quite similar to
cuprates and other correlated electron systems.
A large body of theoretical and experimental work has been ongoing to understand the elec-
tronic phase diagram of TBG. Taking together experiments like Refs. [5,6,16–22] the following
overarching picture can drawn:

• Superconductivity emerges on the scale of roughly 1 K in certain filling ranges.

• Correlated insulating states occur at some integer fillings.

• The doping regions where superconductivity occurs and the integer fillings where the
insulating states occurs are sample dependent.

• There is a temperature controlled fade out of insulating behavior (at integer ν) and an
onset of incoherent metallic behavior (for wider filling ranges) around 5–20 K.

• Different kinds of spontaneous symmetry breaking such as orbital ferromagnets or in-
tervalley coherent states with characteristic sublattice interference patterns occur below
characteristic temperatures on the order of 5 K.

TBG is indeed only one representative of a larger family of graphene-based multilayer moiré
systems featuring similar correlation effects and (enhanced) superconductivity [23].
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Fig. 5: Emergent electronic phases in tWSe2 as manifesting in transport experiments of
Ref. [10]. The moiré band structure of the system is tunable by vertical displacement fields
E. The longitudinal resistance R of tWSe2 at twist angle 3.65◦ is shown as a function of dis-
placement field E and filling ν at 10 K (a) and 50 mK (b). From Y. Xia, Z. Han, K. Watanabe, T.
Taniguchi, J. Shan, and K. F. Mak: Unconventional Superconductivity in Twisted Bilayer WSe2,
arXiv:2405.14784. Copyrighted under CC BY-NC-ND 4.0.

We will discuss in section 2.2 how interference of electronic states from the different bilayers
modulated by the moiré pattern of TBG can lead to flat bands with extremely narrow band-
widths, where the kinetic energy of charge carriers is strongly suppressed thereby promoting
electronic correlation effects. We will also work out how modeling of these correlation effects
can be achieved focusing in particular on studies employing dynamical mean-field theory.

1.2 Transition metal dichalcogenide moiré systems

The emergence of 2D moiré superlattices in van der Waals stacks is very general and not limited
to graphene-based systems. Correspondingly, moiré flat band physics has been explored in
multiple platforms particularly TMDs [8–13].
In their monolayer form TMDs MX2 with M∈ {Mo,W} and X∈ {S, Se} are semiconductors
with quasi particle band gaps on the order of eV. These materials are structurally similar to
graphene by also having honeycomb lattice structures, where now one sublattice is filled by the
metal atoms M and the other sublattice by the chalcogens X (c.f. Fig. 12). The moiré physics
emerges here upon building multilayer structures with a lattice mismatch (heterobilayers) or
twist angle (hetero- and homobilayers). Several correlated states including correlated insula-
tors [8,24,25] featuring rich multi-orbital physics [26] and quantum critical behavior [27,28] as
well as topological Kondo physics [29] have been reported. Early experiments on 5.0◦ twisted
WSe2 hinted at the existence of superconducting phases in moiré TMDs [8] but the situation
remained controversial. Recent experiments on 3.65◦ [10] and 5.1◦ [11] twisted bilayer WSe2

(tWSe2) reported evidence for superconductivity, albeit at significantly lower critical tempera-
tures than [8].
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We illustrate in Fig. 5 the resistivity of twisted bilayer WSe2 at twist angle 3.65◦ [10] measured
as function of doping and displacement field for two different temperatures, 10 K and 50 mK.
At 10 K, there is a strong asymmetry of the resistivity around ν = 1 and particularly enhanced
scattering right at ν = 1. Lowering the temperature to 50 mK, one sees, highly resistive insulat-
ing states at ν = 1 for a certain region of displacement fields and a low-resistance metallic state
in between. Right at the boundary of the metallic and the insulating states near ν = 1, a zero
resistance superconducting states occurs. Again, as in the 10 K, there is a strong doping asym-
metry around ν = 1. Transitions between all these different phases are tunable by doping ν,
vertical displacement field Ez and additionally temperature.

2 Model building for moiré systems: From moiré band
structures to correlated electron lattice models

In this section, we will exemplify the quenching of kinetic energy and formation of flat bands
in moiré systems with three examples: (i) In MoS2, WS2 and MoSe2 twisted bilayers Mott
Hubbard correlations and spin fluctuations emerge in the Γ valley. This case is particularly
simple and illustrates most clearly how, spatially modulated potentials and interlayer hybridiza-
tion quench kinetic energy and give way to strong electron correlations in systems of formerly
weakly correlated semiconducting constituents. Afterwards, we will turn towards the experi-
mentally particularly relevant cases of twisted bilayer graphene (ii) and twisted WSe2 bilayers,
where moiré minibands stemming from the K and K’ valley, carry distinct Berry curvature,
leading to an interplay of electron correlations and topology. Along with these example cases
we illustrate model building and practical implementations of dynamical mean-field based sim-
ulations of correlation effects.

2.1 Γ valley twisted TMD moiré bilayers

For moiré superlattices from semiconducting or semimetallic constituents, the emergent elec-
tronic states can be effectively described by continuum model Hamiltonians, in which the exact
commensurability between the moiré pattern and the underlying atomic lattice is not essential.
In bulk WS2, MoS2 and MoSe2 and also corresponding non-twisted bilayers, the valence band
maximum is located at the Γ point and composed of layer-antibonding states that are sepa-
rated from other states by hundreds of meV. This motivates the following one-band continuum
model [30]

H = −~2k2

2m∗
+ VM(r), (2)

where m∗ is the effective mass and VM(r) is the moiré potential felt by the holes near the
valence band maximum at Γ. A standard way to obtain an estimate of the moiré potential is to
assess which contributions to VM(r) would be allowed by the system’s symmetry and fit these
contributions then to ab initio calculations.
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The analysis of Ref. [30] shows that the twisted TMD homobilayers impose the dihedral sym-
metry D6 on VM(r). Time-reversal symmetry implies that VM(r) must be real. Finally, VM(r)

is periodic with the moiré superlattice, which motivates the following plane-wave expansion

VM(r) =
3∑
s=1

6∑
j=1

V sei(g
s
j ·r+φs). (3)

Here, s is the s-th shell of six moiré reciprocal lattice vectors gsj = R(j−1)π/3G
s (j = 1, . . . , 6)

with Rα being the two-dimensional (2D) rotation matrix about an angle α. The phase factors
φs are constrained by symmetry to be either 0 or π. As shown in Ref. [30], the potential VM(r)

is well-captured by the three leading Fourier components. Thus, the Hamiltonian describing
twisted TMDs is indeed a “real material” implementation of the textbook problem of nearly
free electrons in a periodic potential.
The D6 symmetry together with the moiré periodicity further demands that the high symme-
try Wyckoff positions corresponding to the regions with AA stacking or regions with AB/BA
stacking are extrema of the potential VM(r). The DFT calculations of Ref. [30] show that the
valence band maximum in the Bernal stacked regions (AB, BA) is higher in energy than in the
AA regions. The low-energy moiré bands in Γ -valley TMD homobilayers are therefore gener-
ated by orbitals sitting on the honeycomb lattice formed by the AB/BA regions and Γ -valley
TMDs homobilayers can be viewed as a moiré pendant of graphene.
The moiré lattice translation symmetry implies that Bloch’s theorem applies on the moiré scale
with moiré crystal momentum, k, being a good quantum number. The single particle Hamilto-
nian from Eq. (2) is thus diagonal in k and takes the following form in the basis of plane waves
|k+G〉

〈k+G|H |k+G′〉 = −~2|k+G|2

2m∗
δG,G′ + VM(G−G′). (4)

Here, G denotes vectors from the moiré reciprocal lattice, respectively and VM(G−G′) is the
Fourier transform of VM(r). Diagonalization of the Hamiltonian from Eq. (4) yields the plane-
wave expansion coefficients cαkG of the eigenstates

|Φαk〉 =
∑
G

cαkG |k+G〉 , (5)

where α is the band index. These eigenstates are expanded up to a plane-wave cutoff Gc, which
depends in practice on the twist angle θ. This “program” to deal with the moiré minibands is
analogous to plane wave expansions of Bloch states in conventional solids.
In Fig. 6 we show the band structures for Γ -valley twisted TMDCs at twist angles in the range
1◦ < θ < 5◦. The zero energy is defined as the top of the valence band. For this twist angle
range it turns out to be sufficient to use Gc = 4–5GM, where GM = |GM

1,2|, i.e., the solving the
continuum models is numerically rather “light-weight”.
From the valence band edge, two flat bands emerge which touch at Dirac points in the corners
of the moiré Brillouin zone. We refer to these bands as “flat Dirac bands”. Their shape is
very similar in shape to the dispersion of graphene albeit at a completely different energy scale.
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Fig. 6: Band structures for the Γ -valley twisted TMDCs, WS2 (top row), MoS2 (middle row),
and MoSe2 (bottom row). We show the low-energy band evolution for the twist angle range
1◦ < θ < 5◦. From Ref. [32].

This is well understandable from the honeycomb form of the moiré potential, which resembles
graphene. The flat Dirac bands are well isolated from other higher energy bands for θ < 5◦ and
their bandwidth increases approximately quadratically with the twist angle.
A decisive step in the model building for the treatment of strong electron correlations, is the
formulation of lattice models describing the low-energy electronic degrees of freedom. For the
case at hand, a Wannierization procedure analogously to conventional bulk systems is expedient.
Based on our observations we construct a Wannier Hamiltonian for the isolated flat Dirac bands
via projection [31] with one orbital per site for each moiré sublattice [32], where the AB and
BA regions of the moiré play the role of the A and B sublattice sites in a honeycomb lattice.
We proceed, thus, with trial orbitals |gm〉 (e.g. Gaussian orbitals) centered on sublattice sites
m ∈ {A,B} of the unit cell at the origin in real space, which are then projected onto the space
spanned by the low energy Dirac bands to yield new states

|φmk 〉 =
∑
α

|Φαk〉 〈Φαk|gm〉 . (6)

By this step, we arrive at states |φmk 〉 spanning the space of the flat Dirac bands with a smooth
gauge in k-space. However, {|φmk 〉} are not necessarily orthonormal. Using the projection
matrix Pαm

k = 〈Φαk|gm〉 we obtain the overlap matrix

Smnk = 〈φmk |φnk〉 =
(
P †kPk

)mn
, (7)
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which is finally used to calculate the orthonormalized smooth gauge Bloch states via Löwdin
orthonormalization at every k

|ψ̃mk〉 =
∑

n∈{A,B}

|φnk〉
(
S−1/2(k)

)
nm
. (8)

Since the |ψ̃mk〉 exhibit a smooth gauge in k-space, a Fourier transformation yields finally the
desired Wannier functions in real space. The the mth Wannier function in unit cellR reads

|Rm〉 =
AM

(2π)2

∫
mBZ

dk e−ik·R |ψ̃mk〉 , (9)

with AM being the moiré unit cell area and the integral running over the moiré Brillouin zone.
Taking matrix elements of the original continuum model HamiltonianH , Eqs. (2)–(4), w.r.t. the
Wannier functions, yield the hopping and on-site matrix elements of a tight-binding description
of the moiré band structure:

hRn,R′m = 〈Rn|H|R′m〉 . (10)

The following steps need to be implemented for actual calculations as, e.g., detailed in the
supplement of Ref. [32]:

• Choose localized projector orbitals and obtain their plane-wave expansion:

|gm〉 = gmk,G |k+G〉 .

• Obtain plane wave expansion coefficients cαkG of the eigenstates of the continuum model
from diagonalization of the continuum model, Eq. (4), in k-space:

|Φαk〉 =
∑
G

cαkG |k+G〉 .

• Calculate projector matrix for each k:

Pαm
k = 〈Φαk|gm〉 =

∑
G

(cαkG)†gmkG.

• Calculate plane-wave expansion coefficients of the smooth gauge states
|φmk 〉 =

∑
G φ

m
kG |k+G〉:

φmkG =
∑
α

cαkGP
αm
k .

• Calculate overlap matrix (Sk)nm via Eq. (7).

• Calculate the plane-wave expansion coefficients of the orthonormalized smooth gauge
Bloch states |Φ̃mk 〉 =

∑
G c̃

m
kG |k+G〉:

c̃mkG =
∑
n

φnkG ·
(
S
−1/2
k

)nm
.
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Fig. 7: Wannier tight-binding model for twisted WS2 at 3.5◦. (a) Probability densities |Wm(r)|2
for Wannier orbitals centered in the sublattices A (green dots) and B (blue dots). White dots
denote the Bravais lattice R and white arrows are the moiré lattice vectors. (b) Band structure
of twisted bilayer WS2 at the twist angle of θ = 3.5◦ from the continuum model (black solid line)
and from the Wannier tight-binding model (red dashed line) of the two highest valence bands,
where the hopping has been truncated after the third-nearest-neighbor terms. The right panel
shows a zoom to the flat Dirac bands. From Ref. [32]

• Obtain Wannier functions in real space:

WRm(r) = 〈r|Φ̃mk 〉 =
1

Nk

√
AM

∑
k

∑
G

c̃mkGeiK·(r−R) ,

where the Brillouin zone integral from Eq. (9) is discretized with Nk points sampling the
moiré Brillouin zone.

• Calculate Hamiltonian in Wannier basis by projecting the continuum Hamiltonian onto
the orthonormalized smooth gauge Bloch states |Φ̃m〉:

H̃mn
k = 〈Φ̃mk |H|Φ̃nk〉 ≡

∑
G,G′

(
c̃mkG
)†
HkGG′ c̃nkG′ ,

where HkGG′ are the matrix elements of the Hamiltonian in Eq. (4).

• Fourier transform H̃mn
k to obtain hopping matrix elements.

Performing this procedure for the two topmost Dirac bands resulting from the continuum model
of Ref. [30] for twisted bilayer WS2 at twist angle 3.5◦ yields the Wannier orbitals shown in
Fig. 7(a). The two Wannier orbitals at sublattice m ∈ {A,B} are well-localized on the scale of
the moiré lattice.
The band structures from the continuum model and the Wannier tight binding model are com-
pared in Fig. 7(b). We see that including up to three nearest-neighbor hoppings is sufficient to
describe the upmost bands from the continuum model quite accurately.
For correlated electron modeling, one has to include also the interaction terms, i.e., usually
Coulomb and electron-phonon interactions, to the model. We focus here on the Coulomb inter-
actions.



5.12 Tim Wehling

Two ingredients are needed for that: the Wannier functionsWRm(r) and an interaction kernel
Veff(r) describing the effective appropriately screened Coulomb interaction. With these the
(density-density part of the) Coulomb interaction matrix reads

WR,mn =

∫∫
d2r d2r′ Veff(r−r′)ρRm(r)ρ0n(r′), (11)

where ρRm(r) = |WRm(r)|2. In Veff(r) different screening contributions have to be accounted
for: (i) the external screening by the dielectric environment and distant gate electrodes present
in typical devices (Fig. 2), (ii) internal screening taking place in the tWS2 bilayer, where one has
to exclude those screening channels that will be later generated also in the many-body treatment
of the low-energy model. While this partial internal screening has been discussed in some works
like Ref. [33], a full analysis remains an open issue to date. A widely employed approximation
is currently to use the Coulomb interaction screened by the TMDC bilayer in its undoped state
and the dielectric environment for Veff(r).
To estimate the upper and lower bounds for the effective interaction within this approxima-
tion one can consider the following in two limiting cases for the dielectric environment: free-
standing twisted bilayers, for which the external screening is minimal, and a metallic gate in
direct contact with the twisted bilayers, for which the external screening is maximal [32, 33].
For practical calculations, it is helpful to start from an Ohno potential

VOhno(r) =
e2√
r2 + ξ2

(12)

which regularizes the bare Coulomb interaction e2/r at a short wavelength cut-off. For tWS2

a natural cut-off is given by the spacial extent of the W d-orbitals, i.e., ξ ≈ 1 Å. The effect
of screening is easiest included in reciprocal space, so the effective interaction is Veff(r) then
calculated from the inverse Fourier transformation of

Veff(q) =
VOhno(q)

ε(q)
=

2πe2

ε(q)q
e−qξ , (13)

where ε(q) is the dielectric function that encodes the environmental screening effect. The two
limiting cases, free-standing (‘fs’) and metal in direct contact (‘m’), correspond to the effective
dielectric functions [33]

εfs(q) = κ
1− κ̃e−qh

1 + κ̃ e−qh
and εm(q) = κ coth

qh

2
. (14)

Here, κ ≈ 10 is the internal screening of the undoped TMDC bilayer, h ≈ 13 Å is the bilayer
height, and κ̃ = (κ−1)/(κ+1).
In Fig. 8(a) we plot the on-site and nearest-neighbor interactions, U = W0,AA = W0,BB and
V = W0,AB, at different twist angles θ for the two limiting cases for WS2. For for a metal
gate in direct contact with the twisted WS2 bilayer, the nearest-neighbor interaction Vm is on
the order of 1 meV and not included in the plot.
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Fig. 8: Estimated Coulomb interactions in different dielectric environments for twisted WS2

bilayers. (a) Local and nearest-neighbor Coulomb interaction U and V in two dielectric envi-
ronments, free-standing twisted bilayer (‘fs’, red line) and metallic gate in direct contact with
the twisted bilayer (‘m’, blue line) as function of twist angle θ. (b) Effective local Hubbard in-
teractions U? = U−V and bandwidth W (orange line). The blue-red shaded region describes
the possible values that U? can take depending on the dielectric environmental setup. From
Ref. [32].

The resulting extended Hubbard models can be mapped onto a local Hubbard model with ef-
fective local interaction U? by making the assumption U? ≈ U−V [15]. Fig. 8(b) shows U? in
comparison to the bandwidth W.
A realistic value for U? in Γ -valley twisted TMDCs will fall inside the shaded regions between
the limiting cases U?

fs and U?
m, which depends on the experimental setup and which can be tuned

by changing the dielectric environment.
Intriguing correlated electron physics with metal-insulator transitions, different kinds of sponta-
neous symmetry breaking including superconductivity is expected to be most prominent, where
characteristic Coulomb and kinetic energy scales are on the same order of magnitude. Fig. 8
shows that twisted TMD bilayers in typical experimental setups will allow to widely tune the
effective interaction strength and to reach regimes of Coulomb and kinetic energies being on
the same scale.
Given the experimental state of the field we proceed with the more complex cases of twisted
bilayer graphene and twisted WSe2, where moiré flat bands occur due to interlayer hybridization
at the corners of the Brillouin and where bands with finite Chern numbers are involved.

2.2 Twisted bilayer graphene

Twisted bilayer graphene (TBG) is a striking example, where the theoretical prediction [34,
35] of correlation effects predated their experimental realization [5, 6] but where the actual
understanding of the system poses an outstanding challenge to theory. It illustrates thus the
bidirectionality of the interplay between theory and experiment.
To rationalize the emergence of flat bands in TBG, we follow Refs. [5, 34, 35] and the corre-
sponding cartoon shown in Fig. 9. In the absence of any interlayer coupling, the low-energy
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Fig. 9: Moiré Brillouin zone and flat bands in magic angle TBG. (a) The moiré mini Brillouin
zone is constructed from the difference between the two K (or K’) wavevectors from the two
layers. (b) Hybridization between Dirac cones within each valley leads to flat bands near the
magic angle. Illustration of the two Dirac bands from the two layers contributing the low-
energy states in each valley. The cases of vanishing interlayer hybridization (left panel), small
hybridization (2w � ~vfkθ, middle panel), and hybridization 2w ≈ ~vfkθ (right panel) leading
to complete band flattening at the magic angle are shown. (c) Band structure and the density of
states of TBG at the magic angle θ = 1.05◦ as obtained from the continuum model of Ref. [36].
The lower panel is the enlarged plot of the flat-band region. The black solid line and red dashed
line represent the energy bands of valleys, K and K’ respectively. Panel (c) from Ref. [36].

band structure in each valley would be made up of two Dirac cones, one stemming from the
lower and one stemming from the upper layer, which are rotated about the Brillouin zone center
by the twist angle θ. The difference between the two rotated K (or K’) wavevectors gives rise to
the moiré Brillouin zone, which is shown as a small hexagon in Fig. 9(a). While the Dirac cones
near either of the K or K’ valleys mix through interlayer hybridization, the coupling between
distant Dirac cones is suppressed and “valley” remains a good quantum number.
The interlayer hybridization leads to energy gaps that open near the intersection of the Dirac
cones and a renormalization of the Fermi velocity. Indeed, a series of “magic” twist angles θ
emerges, where the Fermi velocity at the Dirac points vanishes.
The flattening of the energy bands near the first (and experimentally most relevant) magic angle
can be understood qualitatively from the competition between the intralayer kinetic energy and
the interlayer hybridization as depicted in Fig. 9(b): When the hybridization energy 2w becomes
comparable to the intralayer kinetic energy associated with the twist induced momentum offset
between the Dirac points ~vfkθ, the lower of the hybridized states are pushed to zero energy
leading to band flattening and the first magic angle. With w ≈ 110 meV [35], one arrives at
θM = 1.05◦ for the first magic angle.
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In Fig. 9c we show a band structure and density of states (DOS) of TBG at this “magic” angle
θM = 1.05◦ [36]. The flat bands have a bandwidth on the order of 10 meV and are well separated
in energy from higher-energy dispersive bands.
A usual route towards modeling the correlated states of TBG would be to proceed along the
lines of the previous section, i.e., to build a Wannier tight-binding model for the flat bands and
then to incorporate interactions. Typically, the relevant orbitals for the tight-binding model can
be inferred from chemical intuition or from the projected density of states for the relevant bands.
This approach does not work in the case of TBG, as we will see following closely Ref. [37]: One
finds that the local density states for the flat bands is strongly peaked to the AA regions of the
moiré [5], which form a triangular lattice. It would thus seem natural to consider a real-space
model starting from effective orbitals centered at the AA sites, which corresponds to a tight-
binding model defined on the triangular lattice. Treating the two valleys separately, one would
arrive at a model with two orbitals localized to each of the triangular sites (i.e., AA regions of
the moiré pattern).
However, such a model contradicts symmetry requirements [37] as can be seen from the band
structure of TBG shown in Fig. 9(c): Per valley we have two low-energy flat bands. These are
nondegenerate at Γ but exhibit (indeed symmetry-protected) Dirac points at KM and K’M. This
pattern of degeneracies allows to infer the symmetries and Wyckoff positions of the involved
orbitals. A triangular-lattice model respecting all symmetries of TBG would always lead to
a situation where the two bands are either nondegenerate at all high-symmetry Brillouin zone
points (Γ , KM, K’M), or all three points are Dirac points. Both patterns are inconsistent with
the low-energy band structure of TBG, which rules out all “pure” triangular-lattice models [37].
Indeed, the degeneracies found in the low energy band of magic angle TBG match exactly those
found in monolayer graphene. This indicates (and one can indeed show) that any tight-binding
model describing the flat bands alone must correspond to orbitals sitting on a honeycomb lattice.
There seems to be thus a contradiction: symmetry arguments imply Wannier centers at a honey-
comb lattice, while the local density of states derived from the flat band sector peaks at triangular
lattice site.
One can attempt to reconcile this problem in different ways: first, one could allow for extended
Wannier functions with nontrivial shapes, where each orbital is centered at a honeycomb site
(i.e., the AB/BA regions of the moiré pattern) but the weight of the orbitals is mainly localized
at AA sites. Corresponding Wannier constructions have been pursued, e.g., in Ref. [36] and
lead to orbitals that resemble (three-lobed) fidget spinners. Such orbitals bring along several
problems: long ranged hopping, multiple sizeable non-local non-density-density general four
fermion interaction terms in the Coulomb tensor, which are problematic in the DMFT context,
breaking of interlayer mirror symmetries, and an incorrect representation of the topology [37].
The latter issue arises very generally when constructing tight-binding representations of moiré
systems, where multiple valleys away from the Γ -point of the original single layer constituents
are involved [13]. In the case of graphene it can be understood as follows.
There is a Berry phase of±π for any closed loop encircling a single Dirac point. This is also the
case in monolayer graphene. In monolayer graphene the Berry phase of the Dirac point at K and
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K’ carry opposite sign and do not obstruct any tight-binding representation of the monolayer
graphene bands. In contrast, in MA-TBG the two inequivalent Dirac points stemming from
the different layers but same valley as entering the single-valley model have the same winding
number and thus do not add up to zero. However, the total winding number of the Dirac points
arising in any (sufficiently symmetric) two-band tight-binding model would necessarily be zero.
So, a tight-binding model with two localized Wannier functions per valley only, that reproduces
two flat bands, preserves valley quantum numbers and TBG symmetries must not exist.
There is however a second route that turned out successful for the formulation of lattice models
that respect the symmetries of MA-TBG, the topology of the low-energy flat band sector and
that yield finally models that are accessible to correlated electron techniques such as DMFT.
This route is based on extending the single particle Hilbert space beyond the flat band manifold.
Two flavors of this route exist.

• “All Wannier models”: here all degrees of freedom entering the modeling are represented
through Wannier orbitals. In particular, a formulation based on two correlated and eight
non-correlated orbitals per valley [38, 39] turned out successful for DMFT modeling of
TBG [40]. We will discuss this approach in the context of tWSe2 in section 2.3.

• “Topological heavy fermion” [41] and “projector models” [42]: in these models the cor-
related orbitals (i.e. two per valley) are represented in real space through proper Wannier
orbitals but the additional weakly correlated electronic states contributing to the model
are represented in k-space.

We will follow here the discussion of the topological heavy fermion model for TBG along the
lines of Ref. [41], noting that the resultant model will be very similar to the projector based
modeling of Ref. [42]. The concept of projector based modeling is widely used in complex
multiband situations arising also in bulk systems [43].
Since it is impossible to obtain a symmetry and topology respecting tight-binding model for the
two flat bands alone, the idea of the topological heavy fermion model is to involve the spectral
weight missing for a proper Wannierization from higher lying bands [41]. The detailed symme-
try analysis performed in Ref. [41] indeed shows that this is possible by using four additional
bands and working with px±ipy trial orbitals located at the triangular lattice formed by the AA
sites to carry most (but not all spectral weight) of the flat bands. The overlaps of Gaussian
shaped px±ipy-trial orbitals and the Bloch bands of TBG are visualized in Fig. 10(b). We see
that the trial orbitals are supported by the flat band states at k away from ΓM and by the lowest
higher-energy bands around ΓM . Wannierization starting from the px±ipy-projectors leads to
maximally localized Wannier functions with density as depicted in the inset of Fig. 10(b). The
resultant Wannier functions span 96% of the flat bands and are well-localized [41].
Yet, the remaining 4% of spectral weight of the low-energy bands are very important for the
phase diagram of TBG. To recover the low-energy bands including their symmetry and topology
correctly, we have to augment the model with further states. We start from the continuum
model Hamiltonian of TBG, HBM , which is of referred to as the “Bistritzer MacDonald” (BM)
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Fig. 10: (a) An illustration of the moiré unit cell of TBG and the topological heavy fermion
model, where the localized electrons (f -orbitals in the AA-stacking regions) hybridize with itin-
erant c-electrons carrying the topology. (b) The band structure of the magic angle TBG model
obtained from the BM continuum model of Ref. [35]. The moiré Brillouin zone is illustrated in
the upper inset. The overlaps between the Bloch states and trial f -orbitals are represented by
the red circles. The density profile of the Wannier functions from Ref. [41] for the f -orbitals is
shown in the lower inset. (c) Comparison of bands from the topological heavy fermion model
(black lines) to the full continuum model bands (blue crosses). The inset shows the c- (blue)
and f -bands (red) in the decoupled limit. Orange dashed lines indicate the evolution of energy
levels as the f -c coupling is turned on. From Ref. [41].

model [35, 41]. We define the projector onto the space spanned by the WFs as P, the projector
into the lowest six bands (per spin and valley) as I, and divide the low energy BM Hamiltonian
HBM into four parts: H(f) = PHBMP, H(c) = QHBMQ, H(fc) = PHBMQ, H(cf) = H(fc)†,
where Q = I− P, H(c) is the remaining Hamiltonian, and H(fc) + h.c. is the coupling between
WFs and the remaining states [41].
Since the hopping between neighboring Wannier centers is extremely weak (∼0.1 meV) and it
is neglected in many works: H(f) → 0. The analysis performed in Ref. [41] then shows that the
Hamiltonian describing the six lowest energy bands then takes the form

HK
HF (k) =

(
H(c) H(cf)

H(fc) H(f)

)
=

 0 vk · (σ0, iσ3) γσ0 + v′k · σσσ
vk · (σ0,−iσ3) Mσ1 0

γσ0 + v′k · σσσ 0 0

 . (15)

Choosing the parameters v?=−4.303 eV·Å, M=3.697 meV, γ=−24.75 meV, v′?=1.622 eV·Å,
the low-energy band structure of TBG turns out to be well-matched by the Hamiltonian of
Eq. (15) (see Fig. 9(c)).
In the model reproduced here, the Wannier functions are strongly localized and hybridize with
delocalized topological highly dispersive electronic states. These states are usually referred to
as f - and c-electrons, respectively. This situation resembles heavy fermion materials and the
model of Eq. (15) is named “topological heavy fermion (THF) model” of TBG [41].
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2.2.1 Coulomb interaction in the topological heavy fermion model

From the construction of the THF model the wave functions of the f states and the c states are
known and one can obtain all Coulomb matrix elements as required for modeling of electronic
correlation effects.

The f electrons have a real-space and a k-space representation, while the c-electron have a k-
space representation only. This needs to be taken into account when calculating the Coulomb
integrals.

We note here two points that are of particular importance, when deriving Coulomb terms for
moiré systems. First, the Coulomb interaction of 2D materials can be strongly impacted and
controlled by the dielectric environment of the material—a concept sometimes called Coulomb
engineering. Experiments on TBG typically work with single or doubled gate structures, where
the actual TBG layer is separated by hBN spacer layers from metallic some gate electrodes.
An appropriately screened Coulomb interaction to enter a low energy model of TBG should
account for both, the internal and the external screening [33]. The Coulomb interaction derived
in Ref. [41] accounts for screening by the hBN and a typical double gate structure (cf. Fig.2).

For this configuration one arrives at the following Coulomb interaction terms in the THF model

ĤI = ĤU1 + ĤJ + ĤU2 + ĤV + ĤW (16)

ĤU1 = U1

2

∑
R :ρfR: :ρfR: are the on-site interactions of f -electrons with ρfR being the f -electron

density operator at site R and the colon symbols represent the normal ordered operator with
respect to the normal state. ĤJ is a ferromagnetic exchange coupling between the f - and the
c-electrons. Using a typical setup for MATBG, Ref. [41] finds U1 = 57.95 meV and J =

16.38 meV setting the scale of ĤJ . The other three terms in ĤI are: HU2 , the repulsion (∼
2.3 meV) between nearest neighbor f -electrons, HV , the repulsion (∼ 48 meV) between c-
electrons, and HW , the repulsion (∼ 47 meV) between c- and f -electrons.

A usually adopted approximation motivated by the respective band widths of the c- and f -
electrons is to treat only the local f -f interactions (ĤU1) dynamically but all other interactions
at a static Hartree(-Fock) level. Then, HU2 + HV + HW will effectively only shift the band
energies of the entire c- and f -block relative to each other.

From the numbers above it becomes clear that the Hartree terms relating to HV and HW are
by no means small. Indeed, there are substantial shifts between the f - and the c-block upon
changing the filling as can be seen from the Hartree Fock band structures taken from Ref. [41],
which we reproduce here in Fig. 11. Thus, when attempting to model electronic correlation
phenomena, it is very important to consider also these additional interaction terms.

2.2.2 DMFT implementation for twisted bilayer graphene

We follow now [44] to explain, how one can proceed from the THF model towards practical
DMFT simulations of TBG. First, we split the total Hamiltonian into a static and a dynamic
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Fig. 11: Band structure obtained from Hartree Fock solutions of the topological heavy fermion
model at fillings ν = 0,−1,−2,−3. The color of the bands represents their orbital composition
with f -electron states printed in yellow and c-electrons states in blue. From Ref. [41].

part,

Ĥstat = Ĥc + Ĥfc + ĤMF
W + ĤMF

V + ĤMF
J − 3.5U

∑
αησ

f †αησfαησ, (17)

Ĥdyn =
U

2

∑
(αησ)6=(α′η′σ′)

f †αησfαησf
†
α′η′σ′fα′η′σ′ . (18)

The superscript MF represents a static mean-field decoupled interaction term (Hartree+Fock
for ĤMF

W and ĤMF
J and Hartree for ĤMF

V ).
Ĥstat plays the role of the lattice Hamiltonian in the DMFT calculation. It must be self-consis-
tently determined, as the mean-field decoupled interaction terms depend on the system’s density
matrix ρ. Ĥdyn acts on the f -subspace only and induces a frequency-dependent self-energy in
the f -subspace. The self-energy for the f -sector is obtained from solving the impurity problem
arising in DMFT with some appropriate solver. For the TBG problem at hand continuous-
time quantum Monte Carlo (CT-QMC) hybridization expansion solvers turn out to be practica-
ble [44]. Importantly, one has to converge two nested self-consistency loops: the DMFT self-
consistency for the self-energy Σ of the f -subspace and the Hartree-Fock self-consistency set-
ting ĤMF

W , ĤMF
J and ĤMF

V . This computational scheme thus resembles charge-self-consistent
DMFT calculations known from the DFT+DMFT context.

2.3 Twisted bilayer WSe2
Twisted bilayer WSe2 has been demonstrated experimentally to host intriguing correlated elec-
tron physics including metal insulator transitions in close vicinity to superconductivity as ex-
plained in section 1.2.
Here, the moiré bands emerge at the valence band edge in the K and K’ valley, i.e., at non-
time reversal invariant points of the Brillouin zone, with the valley index being a good quantum
number in the band structure part of the moiré Hamiltonian. This situation is akin to TBG.
Again, the moiré bands for each valley can carry finite Chern numbers, while Chern numbers
from opposite valleys would cancel. Thus, also here topology can obstruct Wannierization and
impact the emergent electron correlations by enforcing admixture of different orbitals to, e.g.,
the highest moiré band.
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We lay out here, the “all Wannier model” approach for model building mentioned already for
TBG. We follow closely Refs. [45, 46] giving an application to twisted WSe2. The procedure
is to (i) start from a large-scale model (here a continuum model), (ii) build proper Wannier
functions, and (iii) obtain appropriate interaction terms to arrive at an extended multiorbital
Hubbard model.
The non-interacting electronic structure of hole-doped tWSe2 is accurately described by a con-
tinuum model in which the spin-valley locked holes of both monolayers are treated within an
effective mass approximation, and are coupled by moiré potentials and interlayer tunneling. For
the spin-up sector of the K the continuum Hamiltonian is a matrix in layer space reading

H(k) =

(
(k−κ)2/2m∗ +∆+(r) TM(r)

T †M(r) (k−κ′)2/2m∗ +∆−(r)

)
+

(
Ez 0

0 −Ez

)
. (19)

Here, m∗ is the hole effective mass from the WSe2 monolayer and Ez accounts for external out-
of-plane electric fields in the form of a layer-dependent potential. The κ and κ′ points denote the
position of theK-point coming from the top and bottom layer, respectively, which are displaced
due to the twist. The intra- and inter-layer moiré couplings read∆±(r) = V

∑
g∈ cos(g·r±ψ)

and TM(r) = w
(
1 + eig1·r + eig2·r

)
[47]. The parameters V, ψ, and w characterizing the moiré

couplings can be obtained by fitting Eq. (19) to large-scale ab-initio calculations [48] and are
given in Refs. [45–47].1

For the DMFT modeling we seek a Wannier representation of the topmost valence bands. A
symmetry analysis [49, 50] suggests a model with three Wannier orbitals per valley and unit
cell, where one of these is centered at triangular lattice site T, having weight on both layers, as
well as the others at two honeycomb lattice sites H1,2 with dominant weight on either one of the
layers as depicted in Fig. 12.
In the twist angle range 3.5◦ < θ < 5◦, however, the Chern number sequence of the first
three valence bands of tWSe2 in valley ν = ±1 is (ν, ν, ν) for the parameters of Ref. [48],
prohibiting an exponential localization of these three bands alone onto the (in total three) T
and H1,2 sites. To resolve this issue, one can adapt the “single shot” Wannierization procedure
outlined in section 2.1 in the following way [31, 39, 46, 51]: Instead of having as many Bloch
states as Wannier states, we consider Bloch states from the entire valence band manifold for the
projection. For a proper subspace selection, the Bloch states will be weighted according to their
energy.
The construction works as follows: We start we N trial orbitals |gm〉 and replace the projection
of Eq. (6) by an energy-weighted “projection”2

|φmk 〉 =
M∑
α=1

|Φαk〉wαk 〈Φαk|gm〉 . (20)

The sum involves more Bloch states |Φαk〉 (i.e. eigenstates of the Hamiltonian H from Eq. (19))
than trial functions M > N and wαk ∈ [0, 1] is a weighting factor for the Bloch states to

1The ‘ ’ denotes the set of the first shell of moiré reciprocal lattice vectors, and g1,2 are two reciprocal lattice
vectors in the first shell rotated by 60◦ with respect to each other.

2We note that Eq. (20) is not a projection in the strict mathematical sense.
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Fig. 12: (a) Sketch of the local stacking regions, MM (T), MX (H1), and XM (H2), in the moiré
lattice of tWSe2 and the corresponding Wannier functions on the top layer and the bottom layer
at Ez = 0. (b) Three-orbital Wannier bands for one valley/spin (σ =↑) overlaid with continuum
model bands at Ez = 5 meV along with the corresponding spectral weight of Wannier orbitals
in the topmost band. The opposite valley/spin (σ =↓) states are obtained via time-reversal
conjugation of the ↑ states. Adapted from Ref. [45].

facilitate band disentanglement. For the example of tWSe2, Ref. [46] applied an exponential
weighting scheme

wα(k) = e−|εα(k)|/η (21)

with η = 80 meV.
The choice of a proper trial functions and of a proper weighting scheme is indeed central to
the model building. Once, both is achieved, one can continue from Eq. (20) with the standard
Wannierization scheme [31] outlined in section 2.1. Hereby, when obtaining the overlap matrix
according to Eq. (7), one can either calculate Smnk with an explicit representation of the |φmk 〉
from Eq. (20) or using adapted “projector” matrices Pαm

k = wα(k) 〈Φαk|gm〉.
For the case of twisted bilayer WSe2 at twist angle 3.15◦, Fig. 12 shows the Wannier functions
resulting from this adapted procedure and a comparison between the continuum model and the
three orbital Wannier model. We see that the topmost moiré band is well reproduced by the
Wannier model and that indeed all three orbitals contribute to this topmost band. The third
continuum band does not match the third Wannier model band. Indeed, admixtures of states
from the fourth and higher bands are essential for a three-orbital description, which has to
yield an overall vanishing total Chern number in contrast to the three lowest lying bands of
the continuum model. The lattice model reproduced here, has been used to analyze electron
correlations and spontaneous symmetry breaking in twisted WSe2 bilayers in Refs. [45,46,52].

3 DMFT studies of correlations in moiré systems

There are two major differences in DMFT of modeling moiré quantum materials as compared
to bulk systems: (i) the more complex model building (cf. section 2) and (ii) the experimental
tunabilities particularly via gate voltages allowing to change the number of electrons by as much
as one electron (or even more) per (moiré) unit cell. Due to the latter it is often critical to account
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Fig. 13: Local static spin susceptibility in the symmetric phase of TBG as a function of temper-
ature. The shaded region of the main panel, delimited by the black dashed line is enlarged in
the inset and illustrates the Curie-Weiss susceptibility plateau, associated with the presence of
local moments at integer fillings. From Ref. [44].

of charge self-consistency in the modeling. In the following we exemplify some insights that
can be gained from the DMFT and related many-electron modeling of TBG and tWSe2. This
section is not meant to be exhaustive review of the field but more an introduction showcasing
some phenomena that can be understood from many-body modeling of moiré systems.

3.1 Twisted bilayer graphene

DMFT studies using all Wannier models [40,53], projector techniques [42] and the topological
heavy fermion model [44,54–56] of TBG gave explanations and deeper understanding of several
correlation effects seen in TBG experiments.
To understand the physics taking place across the temperature scale from O(100 K) down to
O(5 K) we consider the spin-susceptibility and follow closely the discussion from Ref. [44]:
In a non-interacting system, we would expect a Pauli type behavior, χloc

spin(T ) ∼ const., for
the temperature dependence of the local spin susceptibility. In an interacting system, local
(iso)spin moments are formed when charge fluctuations are suppressed due to Coulomb energy
penalties. This reflects in the Curie-like behavior of the local spin susceptibility χloc

spin(T ) ∼
1/T. From deviations of χloc

spin(T ) from the Curie law, one can identify two temperature scales:
TK, below which Kondo screening takes place, and TMoments, above which thermally activated
charge fluctuations set in. In the simplest case of a one-orbital model, charge fluctuations lead to
the doubly-occupied and empty sectors contributing significantly to the partition function. This
range of very high temperatures, known as free orbital regime, is associated with a decrease in
the 1/T -coefficient of χloc

spin(T ) and an increase in entropy from ∼ log 2 to ∼ log 4, reflecting
the higher number of contributing local eigenstates.
TBG features deviations from this picture in the low and in the high temperature limit. This
is a consequence of the multi-orbital structure of the narrow bands manifold combined with
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Fig. 14: (a) The magnitude of the symmetry-breaking order parameter at various fillings and
temperatures. In the bottom panel, white circles represent numerical data points from DMFT
simulations with linear interpolation in between. The top panel shows the same quantity from
a Hartree-Fock simulation (note the different vertical scale). In the dark blue regions, the self-
consistency loop flows to the symmetric state, indicating that the symmetry-broken solution
does not exist. (b) A schematic filling-temperature phase diagram: thermally activated charge
fluctuations are frozen below the Hartree-Fock ordering temperature (Tmoments), allowing local
moments to progressively form in the orange region. These local moments order below the
DMFT ordering temperature (Torder) in the blue region. The DMFT ordering temperature marks
the boundary between a bad metal and an order-facilitated good metal at fractional fillings. The
correlated insulators at integer fillings emerging below Torder (dark red) fade into the bad metal
above Torder. From Ref. [44].

the absence of an interaction term enforcing the Hund’s rules. We show T · χloc
spin(ω=0), which

quantifies the fluctuating local moment, obtained from DMFT in the symmetric phase in Fig. 13.
As can be seen from the inset, TBG at integer filling shows Curie-like behavior (i.e. the curve
is horizontal) all the way down to 1–2 K. The susceptibility deviates from clear Curie behavior
for all fillings when considering the temperature scale O(100 K). The deviation from the Curie
law at low-temperatures signals Kondo screening, which sets in at ∼ 2 K at integer filling and
at higher temperatures at fractional fillings.

DMFT allows to assess the interplay of spontaneous symmetry breaking and dynamical corre-
lations by analyzing in which part of the temperature-doping phase space a symmetry broken
state is a stable solution of the self-consistency condition. A comparison, of temperature and
doping dependent isospin order obtained from DMFT and Hartree Fock is given in Fig. 14. In
DMFT, the system flows to the symmetric phase under the self-consistency loop for sufficiently
high temperature, while order set in below threshold temperatures of O(10 K). The ordering
temperatures predicted by Hartree-Fock are an order of magnitude higher (∼ 100–150 K; see
upper panel of Fig. 14(a)).

The DMFT simulations show that long-range order is suppressed by local dynamic fluctua-
tions down to about 10 K. Order is most prominent at integer fillings resulting in dome-shaped
ordered regions peaked around integer fillings as seen in the lower panel of Fig. 14.

The Hartree-Fock ordering temperature encodes the onset of thermally activated charge fluctua-
tions. Above this temperature thermal smearing results in the Hartree-Fock equations converg-
ing to the symmetric unpolarized solution. Since Hartree-Fock neglects dynamic fluctuations,
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Fig. 15: (a) The momentum-integrated spectral function Atot(ω) 5.8 K in the symmetric phase
(left) and in the ordered phase (right) as a function of hole doping. The electron-doped side
(with respect to CNP) is related to the hole-doped side by a particle-hole transformation. (b)-
(d) The K-valley–projected zero-energy spectral function in the first moiré Brillouin zone in
the symmetric phase at select fillings. (e)-(g) The full zero-energy spectral function in the first
moiré Brillouin zone in the ordered state at select fillings. The light blue lines mark the zeros of
the effective Hamiltonian as identified by a quasiparticle analysis. From Ref. [44]

moments order immediately upon formation. Therefore, the temperature range between the
Hartree-Fock and DMFT ordering temperatures is the regime of fluctuating local moments at
integer fillings. Correspondingly, in this temperature range, the local spin susceptibility fol-
lows the Curie-Weiss law as seen in Fig. 13. Near half-integer filling an intermediate valence
regime with quantum charge fluctuations between two neighboring sectors is realized below the
Hartree-Fock ordering temperature preventing the identification of well-defined local moments.
Taken together, this analysis shows the formation of local spin and valley isospin moments
around 100 K for integer fillings, intermediate valence behavior in between and the ordering of
the local isospin moments around 10 K [44].
DMFT naturally yields electronic spectral functions. In Fig. 15(a), we show the momentum-
integrated spectral function of TBG as a function of filling in the symmetric and symmetry-
broken phases. In both cases, there is a depletion of spectral weight at the Fermi level for
integer ν. In the symmetry broken states there are even full gaps at integer ν, which explain the
correlated insulating states in experiments. Upon sweeping the filling through a larger range,
there is a cascadic reshuffling of the low-energy spectral weight upon changing ν by an integer
value. These are the cascade transitions that have been seen experimentally with scanning tun-
neling spectroscopy (STS) [57]. These cascades have been consistently seen in DMFT studies
using pure Wannier [40] and the topological heavy fermion model [44].
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The symmetry-broken state behaves the same way except that there is fine low-energy struc-
ture, owing to isospin order. In particular, the zero-energy peak at fractional fillings, made up
primarily of f -spectral weight, is split by a feedback effect from the exchange interaction ĤJ .
Further phenomena, that can be understood from DMFT modeling of TBG include compress-
ibilities, details of the metal insulator transitions taking place in TBG, and doping as well as
temperature dependencies of quasi particle scattering rates [44]. The latter becomes clear from
the k-resolved plots of the zero energy spectral weight in Fig. 15: For the symmetric state we
see largely incoherent “blurry” spectral weight in space, while there much sharper Fermi con-
tours emerge upon ordering in the system. I.e., there is “coherence from order” upon lowering
the temperature in TBG, which also explains the Pomeranchuk physics observed in experiments
of Refs. [58, 59].
Overall, DMFT draws the phase diagram as shown in Fig. 14(b): Below the ordering tempera-
ture of∼10 K, there are insulators at integer fillings and a good metal featuring well-defined co-
herent quasiparticles at fractional fillings. Above the ordering temperature, the spectral weight
at the Fermi level is generically incoherent, indicating a bad metal [44].

3.2 Twisted bilayer WSe2

For tWSe2, several aspects of the experiments reported in Refs. [8, 10, 11] can be understood,
based on the three orbital Wannier model discussed in section 2.3. Ref. [46] performed a func-
tional renormalization group study of this model and finds an interplay of so-called intervalley-
coherent antiferromagnetic order with superconductivity. The phase boundaries as function
of displacement field and doping are in good agreement with experimental observations par-
ticularly for twist angle ∼ 5◦. Taken together with the Hartree Fock study of Ref. [52], it
is very plausible that in the regime of twist angles ∼ 5◦ a Slater-type mechanism leads to the
intervalley-coherent antiferromagnetic order for certain parts of the phase diagram, while corre-
sponding dynamical quantum fluctuations act as pairing glue for the superconducting state that
emerges upon suppression of the intervalley-coherent antiferromagnetic order. Yet, temperature
dependencies remain to be explored and understood here.
For twist angles of 3.5◦ stronger electron correlations are expected. Ref. [45] reports a DMFT
study of this system and reveals the importance of orbital polarization effects, which are strongly
enhanced by Coulomb interactions: a correlated metal competes with three distinct site-polarized
correlated insulators that are controllable by displacement field and dielectric constant. The
insulators turn out to be charge transfer insulators, which are characterized by a strong differ-
entiation between orbitals with regard to the correlation strength which naturally explain key
experimental observations including the displacement field driven metal-to-insulator transitions,
transport asymmetry, and a coherence-incoherence crossover and importantly temperature de-
pendencies of transport.
Thus, the situation is currently such that different approaches (Hartree Fock, fRG, DMFT)
explain different aspects of the correlated electron physics emerging in tWSe2, while a full
unified theory explaining all experiments consistently remains to be developed.
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4 Summary

Moiré systems constitute an emerging platform for electronic quantum matter, where electron
correlations arise on the length scale of the moiré superlattice. Particularly interesting is the con-
nection between correlation phenomena and topology observed across various moiré systems,
including twisted graphene structures and transition metal dichalcogenide multilayers. Both
platforms exhibit rich multiorbital physics, manifested in flat electronic bands characterized by
nontrivial Berry curvature and quantum geometry.
The fact that electronic correlations emerge at mesoscopic length scales enables extensive tun-
ability via gate voltages, twist angles, and the dielectric environment. This tunability is highly
advantageous for both understanding and controlling correlated electronic phases, as well as
for the development of quantitative theories of correlated electron systems. These prospects
have spurred extensive efforts toward many-body modeling of moiré quantum matter, including
DMFT.
From a practitioner’s perspective, DMFT modeling of moiré systems can be conducted in close
analogy to that of conventional solids, provided that special attention is paid to the following
aspects:

1. Model Construction: It is essential to derive faithful, well-localized Wannier functions
that accurately describe the correlated orbitals. The effective low-energy model must
respect the system’s underlying topology and symmetries.

2. Coulomb Interactions: Moiré systems are typically embedded in complex dielectric
environments, which have to be accounted for in the derivation of appropriate Coulomb
interaction tensors.

3. Charge Self-Consistency and Long-Range Interactions: The filling of moiré mini-
bands can be widely tuned—by as much as one or more electrons per moiré unit cell—
using gate voltages. This variability leads to substantial effects arising from the interplay
between local and non-local Coulomb terms in multi-orbital and/or multi-site systems,
which must be accurately captured in charge self-consistent DMFT calculations.

The field is now approaching a quantitative understanding of the phase diagrams, excitation
spectra, and transport properties of moiré systems. In this context, DMFT has proven capable of
delivering semi-quantitative insights into thermodynamic observables and spectral properties,
as illustrated in section 3. Key open challenges include achieving a precise and quantitative
understanding of superconductivity, quantum criticality, and strange metal behavior in moiré
systems, as well as incorporating non-local correlation effects.
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J. Herzog-Arbeitman, B.A. Bernevig, K. Watanabe, T. Taniguchi, N. Regnault,
M.P. Zaletel, and A. Yazdani, Nature 620, 525 (2023)

[23] Y. Zhang, R. Polski, C. Lewandowski, A. Thomson, Y. Peng, Y. Choi, H. Kim,
K. Watanabe, T. Taniguchi, J. Alicea, F. von Oppen, G. Refael, and S. Nadj-Perge,
Science 377, 1538 (2022)

[24] Y. Xu, S. Liu, D.A. Rhodes, K. Watanabe, T. Taniguchi, J. Hone, V. Elser, K.F. Mak, and
J. Shan, Nature 587, 214 (2020)

[25] X. Huang, T. Wang, S. Miao, C. Wang, Z. Li, Z. Lian, T. Taniguchi, K. Watanabe,
S. Okamoto, D. Xiao et al., Nat. Phys. 17, 715 (2021)

[26] S. Ryee and T.O. Wehling, Nano Lett. 23, 573 (2023)

[27] A. Ghiotto, E.-M. Shih, G.S. Pereira, D.A. Rhodes, B. Kim, J. Zang, A.J. Millis,
K. Watanabe, T. Taniguchi, J.C. Hone et al., Nature 597, 345 (2021)

[28] T. Li, S. Jiang, L. Li, Y. Zhang, K. Kang, J. Zhu, K. Watanabe, T. Taniguchi,
D. Chowdhury, L. Fu et al., Nature 597, 350 (2021)

[29] W. Zhao, B. Shen, Z. Tao, Z. Han, K. Kang, K. Watanabe, T. Taniguchi, K.F. Mak, and
J. Shan, Nature 616, 61 (2023)

[30] M. Angeli and A.H. MacDonald, Proc. Natl. Acad. Sci. 118 (2021)

[31] N. Marzari, A.A. Mostofi, J.R. Yates, I. Souza, and D. Vanderbilt,
Rev. Mod. Phys. 84, 1419 (2012)

[32] N. Witt, J.M. Pizarro, J. Berges, T. Nomoto, R. Arita, and T.O. Wehling,
Phys. Rev. B 105, L241109 (2022)



DMFT for Moiré Systems 5.29
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[52] D. Muñoz-Segovia, V. Crépel, R. Queiroz, and A.J. Millis, arXiv:2503.11763



5.30 Tim Wehling

[53] M.J. Calderón, A. Camjayi, A. Datta, and E. Bascones, arXiv:2412.20855

[54] H. Hu, G. Rai, L. Crippa, J. Herzog-Arbeitman, D. Călugăru, T. Wehling, G. Sangiovanni,
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ETH Zürich

Contents

1 Introduction 2

2 Charge self-consistent DFT+DMFT 4
2.1 Definition of the correlated subspace and Wannier functions . . . . . . . . . . 4
2.2 The DFT+DMFT self-consistency cycle . . . . . . . . . . . . . . . . . . . . . 6
2.3 Local interaction Hamiltonian and double counting correction . . . . . . . . . 11

3 Transition metal oxides in a nutshell 12

4 Examples 15
4.1 Orbital polarization in CaVO3 . . . . . . . . . . . . . . . . . . . . . . . . . . 15
4.2 Potential charge disproportionation in SrCrO3 . . . . . . . . . . . . . . . . . . 18

5 Summary and conclusions 25

E. Pavarini, E. Koch, A. Lichtenstein, and D. Vollhardt (eds.)
Understanding Correlated Materials with DMFT
Modeling and Simulation Vol. 15
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6.2 Claude Ederer

1 Introduction

Soon after the emergence of dynamical mean-field theory (DMFT) as a powerful approach
to address models of interacting fermions on a lattice, the idea emerged to combine DMFT
also with realistic electronic structure calculations using density functional theory (DFT) in the
local density approximation (LDA) [1, 2]. Thereby, the auxiliary independent-particle Kohn-
Sham (KS) band-structure obtained within LDA is taken as a “zeroth order” approximation to
the interacting problem [1]. After constructing a minimal tight-binding (TB) representation
of the most relevant bands, a local electron-electron interaction is added to the corresponding
Hamiltonian, resulting in a realistic materials-specific multi-orbital Hubbard model. For the
case of transition metal (TM) oxides or related materials, these “most relevant bands” generally
consist of partially filled bands around the Fermi level with dominant TM d orbital character,
and sometimes also of bands with strong O p orbital character. Thus, a TB representation
of these bands is typically based on localized d-like orbitals centered on the TM sites, and
potentially also p-like orbitals on the O atoms or other anionic ligands.
The basic idea is similar in spirit to the DFT+U method [3,4], where the underlying energy func-
tional and the KS potential are supplemented by terms explicitly describing the local electron-
electron interaction within a subset of electrons, typically corresponding to localized d or f
states. However, while the local interaction within DFT+U is treated on the level of a static
mean-field approximation, within the DFT+DMFT approach the resulting multi-band Hubbard
model is treated by considering a dynamical mean-field.1 Thereby, each interacting site on the
lattice is viewed as an individual atom that is embedded in an effective bath. Thus, the bath
in principle consists of all other atoms in the system. Electrons can dynamically fluctuate be-
tween the selected atom and the bath. Electrons on the atom interact with each other via the
local electron-electron interaction, while electrons in the bath are considered as non-interacting.
Thus, the original lattice problem is mapped to an Anderson-type impurity problem. However,
since the bath of this effective impurity problem indeed consists of all other sites, which are
either equivalent to the selected site or connected to it via their respective effective baths, the
bath itself is related to the solution of the impurity problem via a self-consistency condition.
The fact that this approach has evolved into a powerful method that is nowadays also applied
to the treatment of rather complex materials systems involving, e.g., heterostructures, surfaces,
or point defects (see, e.g., [5–7]), is closely tied to the availability of efficient and accurate
computational methods to solve the corresponding Anderson impurity problem(s). Various ex-
amples of such impurity solvers have been discussed in other lecture notes within this series and
therefore will not be discussed here. We just note that the effect of the bath, the hybridization
between the bath and the impurity site, and the non-interacting part of the local Hamiltonian,
are encoded in the form of a non-interacting local Green function, the so-called Weiss field, G0,
usually expressed in a basis of suitable localized orbitals. The impurity solver then takes G0 as

1In these lecture notes, we use the term “DFT+DMFT” instead of the more traditional “LDA+DMFT”, ac-
knowledging the fact that many calculations are nowadays using DFT functionals based on the generalized gradient
approximation or other semi-local exchange correlation (xc) functionals. Thus, “DFT” in “DFT+DMFT” should
be read as “DFT using some approximate semi-local xc functional”.
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input, together with the specific form of the local interaction Hamiltonian, Ĥint, and computes
the full one-particle Green function of the impurity, Gimp as well as the local impurity self en-
ergy, Σ imp, which are related via the Dyson equation (Gimp)−1 = G−1

0 − Σ imp. The impurity
self energy is then used as purely local approximation to the self energy of the original lattice
problem, and a new estimate of the Weiss field can be obtained from the local component of
the lattice Green function. This procedure, described in more detail in Sec. 2, is then repeated
until a self-consistent solution is obtained, such that the local part of the lattice Green function
becomes identical to the impurity Green function.
In most realistic cases, the DMFT treatment of the local interaction results in a redistribution of
electrons compared to the underlying initial DFT calculation. For example, in systems where a
local crystal field splitting lifts the degeneracy between partially filled d levels, electrons can be
redistributed between the different non-degenerate orbitals, and in complex crystal structures,
where several inequivalent atomic sites are mapped on different effective impurity problems,
electrons can be redistributed between different sites. This redistribution of electrons corre-
sponds to a change in the electronic charge density of the system, which consequently also
changes the KS potential that was used in the initial DFT calculation, and thus also the cor-
responding band structure changes compared to the initial bandstructure that was used to con-
struct the multi-orbital Hubbard model for the DMFT treatment. Therefore, in order to arrive
at a truly realistic and potentially also quantitative and predictive method for the treatment of
complex correlated materials, an additional self-consistency over the charge density is required.
Furthermore, if quantities related to total energy differences are of interest, then the condition
for stationarity of the underlying energy functional also demands charge self-consistency.
However, charge self-consistency increases the required computational effort and simultane-
ously also increases the complexity of the computational scheme, since DFT calculations have
to be performed for which the KS potential is calculated from an externally modified charge
density, and the information about this modified charge density has to be transferred from the
DMFT part of the calculation to the DFT code that is used. Therefore, in practice, charge self-
consistency is often neglected in favor of so-called “one-shot” calculations, where the DMFT
calculation is essentially a “post-processing” of the DFT results, and the DFT calculation is
merely providing a fixed input to the DMFT part. It is therefore essential to be aware of the
potential limitations of such one-shot calculations, and to recognize cases that require the full
charge self-consistent treatment.
In these lecture notes, we present several case studies of DFT+DMFT calculations for specific
materials where charge self-consistency is important and leads to noticeable differences from
the one-shot results. However, before discussing the various examples in Sec. 4, we start with a
detailed description of the charge self-consistent DFT+DMFT approach, which is presented in
Sec. 2. Thereby, we emphasize a clear and transparent definition of what represents “the most
relevant bands”, and show how all relevant quantities can be transformed back and forth between
the KS Bloch basis and the localized orbitals centered on the relevant sites, which is required for
a fully charge self-consistent treatment. We also briefly discuss how the DFT+DMFT approach
can be derived from a specific approximation to the Gibbs free energy functional, providing
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a solid theoretical foundation of the method. Then, before discussing the several examples
demonstrating the effect of charge self-consistency, a brief summary of the most relevant aspects
of TM oxides is provided in Sec. 3, which is intended to help to better understand the different
materials aspects in the various case studies.

2 Charge self-consistent DFT+DMFT

2.1 Definition of the correlated subspace and Wannier functions

The main conceptual idea behind DFT+DMFT as a “first principles”-based method for quantita-
tive materials-specific electronic structure calculations, is based on a separation of the electronic
degrees of freedom into a strongly interacting and a weakly interacting part. The basic assump-
tion is, that the weakly interacting subspace, which makes up the largest part of the electronic
Hilbert space, is well described by DFT using standard local or semi-local exchange-correlation
functionals, and that only a small subset of electronic degrees of freedom, the correlated sub-
space, C, requires a more sophisticated treatment of the local electron-electron interaction. The
correlated subspace typically involves partially filled bands around the Fermi level correspond-
ing to relatively localized orbital degrees of freedom. The assumption that a more sophisticated
treatment is only necessary for a small subset of electrons, is of course to some extent also a
matter of necessity, since a full treatment of all electronic degrees of freedom within DMFT (or
another more advanced computational many-body approach) is not realistically feasible.
In the case of transition metal oxides, the correlated subspace typically consists of the “d elec-
trons” corresponding to the transition metal ions with partially filled d shell, or of a subset
thereof, such as, e.g., either the eg or t2g subshells in systems with a pronounced octahedral
crystal field splitting. However, it should be noted that, as discussed also in some detail in
Sec. 3, there is some ambiguity what is meant by the “d electrons” in a specific material, re-
flecting the fact that local angular momentum is not a good quantum number in a periodic solid.
The choice of the correlated subspace for a specific material is therefore always to some de-
gree based on physical and chemical intuition, or other specific insights on what are the most
important degrees of freedom that require a treatment beyond conventional DFT. The obtained
results will generally depend on this choice. Nevertheless, in many cases it has been found that
even somewhat different but reasonable choices can lead to consistent results.
The correlated subspace is typically defined in terms of a set of orthogonal spatially localized
orbitals, |φmT〉, centered on specific sites within each crystallographic unit cell, in the following
called the “correlated sites”. T is a vector of the underlying Bravais lattice and indicates the
crystallographic unit cell where the corresponding orbital is located, while m represents the
orbital character including spin. In cases with more than one correlated site per unit cell, m
indicates both the specific site within the unit cell as well as the corresponding orbital character.
For transition metal oxides, the correlated sites typically coincide with the positions of the
transition metal cations.
It is convenient to work with Bloch sums, i.e., Fourier transforms, of the local orbitals, defined
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as follows

|φmk〉 =
∑
T

eik·T|φmT〉 ↔ |φmT〉 =
V

(2π)3

∫
BZ
dk e−ik·T|φmk〉, (1)

where the integral over k is taken over the Brillouin zone (BZ) of the crystal and V is the unit
cell volume. Since in practice one always works with a finite set of KS Bloch states, |ψνk〉,
corresponding to a finite number of bands (indexed by ν), an arbitrary orbital generally cannot
be exactly represented in this Bloch basis. Consequently, the projections of a set of given trial
orbitals into this restricted Bloch spaceR:

|φ(R)
mk 〉 =

∑
ν∈R

|ψνk〉〈ψνk|φmk〉, (2)

are not necessarily orthogonal to each other, even if the original trial orbitals were. However
the set of |φ(R)

mk 〉 can always be subsequently orthogonalized, using, e.g., Löwdin orthonormal-
ization (see, e.g., [8]). Furthermore, only the projection of |φmk〉 into R is relevant for the
DFT+DMFT treatment. Therefore, in the following we always use the orthonormalized projec-
tions, |φ(R)

mk 〉, of the original trial orbitals as our local orbital basis, and we drop the superscript
R again for ease of notation. Thus, from now on we can assume that the |φmk〉 form an or-
thonormal basis and are completely representable inR.
A set of localized orbitals that exhibits this property automatically by construction are Wannier
functions [8], defined as

|wmT〉 =
V

(2π)3

∫
BZ
dk e−ik·T

∑
ν

U (k)
νm |ψνk〉 =

V

(2π)3

∫
BZ
dk e−ik·T|wmk〉. (3)

The functions |wmk〉 =
∑

ν U
(k)
νm |ψνk〉 are equivalent to the Bloch sums |φmk〉 defined from

the local orbitals |φmT〉 and are sometimes called “k-space Wannier functions” or “remixed
Bloch states”, since they are defined as a linear combination of the Kohn-Sham eigenfunctions
corresponding to a set of bands at the same k-point. Specific Wannier functions are defined by a
specific choice of the matricesU (k)

νm . In fact, the procedure described above, i.e., projecting some
localized trial orbitals on the Bloch space with subsequent Löwdin orthonormalization, is one
widely-used approach to obtain Wannier functions, which then typically closely resemble the
orbital character of the initial trial orbitals. Such Wannier functions have been termed “Wannier
functions via projection” or “projected Wannier functions” [8]. Another wide-spread possibility
is to minimize the total quadratic spatial spread of the Wannier functions, leading to so-called
maximally localized Wannier functions (MLWFs) [8]. In this case, Wannier functions defined
via projections are often used as starting point for the spread minimization and thus the resulting
MLWFs typically also closely resemble the orbital character of the initial trial orbitals.
The summation over the band index ν in Eq. (3) is often further restricted to only a specific
group of bands, which can either be completely isolated from other bands at lower and higher
energies, or is defined within a certain energy window around the Fermi level. The resulting
subspace is called the Wannier space, W, and is a subset of R. If the number of Bloch states
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in the sum in Eq. (3) matches the number of Wannier functions, i.e., if the dimension of the
correlated subspace C is identical to that of the Wannier space W , then the matrices U (k)

νm are
square unitary matrices for each k, and the two subspaces are in fact identical. If the number of
Bloch functions in the sum is larger than the number of Wannier functions (which is generally
the case for bands that are “entangled” with other bands at lower and/or higher energies), then C
is a subspace ofW. In this case,

(
U (k)† U (k)

)
mm′=δmm′ still holds, while

(
U (k)U (k)†)

νν′
6=δνν′ ,

reflecting the fact that the transformation from the Bloch to the Wannier states is well-defined,
whereas the inverse transformation is not.
The relation between the localized orbitals and the Kohn-Sham Bloch states can also be encoded
via so-called projector functions

Pmν(k) =
〈
φm,T=0

∣∣ψνk〉. (4)

These projector functions are equivalent to the matrices U (k)
νm in Eq. (3), with Pmν(k) = (U

(k)
νm)∗.

To be consistent with a large part of the DFT+DMFT literature, from now on we use the projec-
tor functions Pmν(k) to define the transformation between the set of local orbitals |φmk〉 and the
Kohn-Sham Bloch functions |ψνk〉. However, we note that these local orbitals, under the condi-
tion that they are orthogonal and fully represented withinW, are nothing but Wannier functions,
and can also be expressed according to Eq. (3). Analogous to what is discussed above, the pro-
jector functions are square unitary matrices if C = W, i.e. P (k)·P †(k) = P †(k)·P (k) = 1.
Otherwise,

(
P (k)·P †(k)

)
mm′ = δmm′ still holds, but

(
P †(k)·P (k)

)
νν′
6= δνν′ .

Finally, we summarize the different Hilbert spaces that we have defined: i) the restricted Bloch
space, R, which contains all the Kohn-Sham states obtained in the DFT calculation. This gen-
erally comprises all occupied and a certain number of unoccupied bands. ii) the Wannier space,
W, which contains only the Kohn-Sham states that enter the definition of the local orbitals, and
iii) the correlated subspace, C, which is spanned by the local orbitals centered on the correlated
sites, and in which the effective DMFT local impurity problem is formulated. Thereby, C is a
subspace ofW, which is a subspace of R, i.e., C ⊆ W ⊆ R. In the following, mostly C and
W are relevant for the DFT+DMFT treatment, whereas the part of R that is not contained in
W is only indirectly affected through the change of the KS potential in the case of a charge
self-consistent calculation.

2.2 The DFT+DMFT self-consistency cycle

The central quantity that is evaluated within the DFT+DMFT approach is the one-particle lattice
Green function, which, expressed in the KS Bloch basis, can be written as[

G−1(k, iωn)
]
νν′

= (iωn+µ−ενk) δνν′ −∆Σνν′(k, iωn). (5)

Here, ωn is the n-th Matsubara frequency, ωn = (2n+1)π/β, with the inverse temperature
β = 1/T, µ is the chemical potential, ενk is the Kohn-Sham eigenvalue corresponding to |ψνk〉,
and ∆Σνν′(k, iωn) is the DMFT self-energy correction expressed in the KS basis.
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The self energy correction is obtained by solving the effective impurity problems on the sym-
metry-inequivalent correlated sites, which are formulated in terms of the local orbital basis. The
resulting impurity self energies, Σ imp

mm′(iωn), are then upfolded into the Bloch basis using the
projector functions Pmν(k)

∆Σνν′(k, iωn) =
∑
mm′

[P †(k)]νm∆Σmm′(iωn)Pm′ν′(k). (6)

Note that here a potential non-unitarity of the transformation from C toW is not a problem, since
∆Σ is zero by definition outside of C. Before upfolding, one usually subtracts a double counting
(DC) correction from the impurity self-energy, which is meant to contain all contributions of the
local interaction within the correlated subspace that are already included in the KS potential, i.e.
∆Σmm′(iωn) = Σ imp

mm′(iωn)−ΣDC
mm′ . Typically, the DC correction is just taken to be a rigid shift

of the local potential that depends on the total occupation of the local orbitals on that site, i.e.,
ΣDC
mm′ is diagonal in m and depends only on the specific site related to m but not on its actual

orbital character (remember that we defined m to denote both orbital character and correlated
site). A specific expression for ΣDC

mm′ is given in Sec. 2.3. Note also that the self energy in the
local orbital basis is k-independent, due to the purely local character of the effective impurity
problem, whereas it gains some k-dependence in the upfolded Bloch basis.

After performing the matrix inversion of Eq. (5) to obtainGνν′(k, iωn), the local Green function
corresponding to the correlated sites is obtained by downfolding again back to the local orbital
basis

Gloc
mm′(iωn) =

V

(2π)3

∑
νν′

∫
dkPmν(k)Gνν′(k, iωn)[P †(k)]ν′m′ . (7)

Here, the summation over ν and ν ′ can in principle be restricted over W, since outside of W
the projector functions are zero by definition.

The local Weiss field defining the effective local impurity problem(s) is then obtained through
the Dyson equation G−1

0 = (Gloc)−1 + Σ imp (with all quantities defined as local matrices in C,
i.e., m and m′ always correspond to the same correlated site). Since Σ imp is in turn obtained by
solving the corresponding quantum impurity problem, this defines a closed set of equations, and
a self-consistent solution of this set of equations is found iteratively, as schematically depicted
by the “inner” cycle in Fig. 1. If self-consistency is achieved in this inner loop, then the impurity
self-energy Σ imp that is obtained by solving the impurity model(s) is identical to the one from
the previous iteration step that was used obtain the corresponding Weiss field(s), G0, and each
impurity Green function is identical to the corresponding local component of the downfolded
lattice Green function.

The procedure described so far corresponds to the usual DMFT self-consistency cycle for a
fixed single particle Hamiltonian defined by the KS band energies ενk. However, since these
band energies are calculated for the KS potential, and since the KS potential depends on the
underlying charge density, an additional self-consistency with respect to this charge density is
required.
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Fig. 1: Schematic depiction of the full DFT+DMFT self-consistency cycle. The “inner loop”
ensures self-consistency between the effective impurity Green function(s) and the local com-
ponent(s) of the lattice Green function, while the “outer loop”ensures charge self-consistency.
From the DFT perspective, the inner loop can also be viewed as a more elaborate way to obtain
the occupations nνν′(k) from the solution of the KS equations.

The charge density2 can be obtained from the Green function in its real-space representation by
summing over all Matsubara frequencies

ρ(r) =
1

β

∑
n

G(r, r, iωm). (8)

This can easily be seen from the fundamental definition of the imaginary-time Green function
in terms of field operators ψ̂(r, τ)

G(r, r′; τ) = −
〈
T̂τ
(
ψ̂(r, 0)ψ̂†(r′, τ)

)〉
, (9)

where τ is imaginary time and T̂τ is the corresponding time-ordering operator. Thus, ρ(r) =

G(r, r′; τ=0+), which, after Fourier transforming to Matsubara frequencies, leads to Eq. (8).
Within the basis of KS Bloch states, Eq. (8) can be written as

ρ(r) =
1

β

∑
n

∑
νν′

V

(2π)3

∫
dkψνk(r)Gνν′(k, iωn)ψ∗ν′k(r) (10)

=
∑
νν′

V

(2π)3

∫
dkψνk(r)nνν′(k)ψν′k(r), (11)

where we used ψνk(r) = 〈r|ψνk〉 and also defined the density matrix

nνν′(k) =
1

β

∑
n

Gνν′(k, iωn). (12)

2Note that we are not distinguishing between the (electronic) charge density and the corresponding particle
density, i.e., we are using units where the electronic charge is equal to +1.
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Without considering the self-energy correction, ∆Σ(k, iωn), in Eq. (5), G(k, iωn) represents
the uncorrected Kohn-Sham Green function, and the corresponding density matrix is diagonal
in the KS basis, nνν′(k) → nKS

νkδνν′ . Eq. (11) then becomes equivalent to the usual way the
charge density is obtained within KS DFT by summing over the occupied KS states, with the
only (in practice irrelevant) difference that here the occupations also include a temperature
(or β) dependent Fermi-smearing. Otherwise (and apart from a potential additional smearing
to improve convergence on a finite k mesh), the KS occupations, nKS

νk are either one or zero,
depending on whether the corresponding KS eigenvalue ενk is below or above the Fermi level,
µKS, where µKS is determined by the condition that the number of occupied KS states in the BZ
matches the number of electrons in the crystallographic unit cell.
If the self-energy correction is included in Eq. (5), and the full DFT+DMFT lattice Green func-
tion is used in Eq. (12), then the resulting density matrix is generally not diagonal any more in
the original Kohn-Sham basis. However, for practical implementations, it is often advantageous
to define a unitary transformation between all the KS states included inW that diagonalizes the
corrected density matrix at each k point∑

νν′

[V †(k)]µνnνν′(k)Vν′µ′(k) = ñµkδµµ′ . (13)

Then, the charge density can be calculated from the transformed Bloch functions, |ψ̃µk〉, as
usual using diagonal occupations

ρ(r) =
∑
µ

V

(2π)3

∫
dk ñµk|ψ̃µk(r)|2, (14)

with
ψ̃µk(r) =

∑
ν

ψνk(r)Vνµ . (15)

This has the advantage that, after transforming the KS Bloch functions according to Eq. (15),
the existing subroutines or functions already included in the DFT code can be used to evaluate
the corrected charge density.
In order to ensure full charge self-consistency, another (“outer”) iterative loop is added to the
computational procedure, as also indicated in Fig. 1, where the KS states and corresponding
band energies are recalculated from the KS potential, VKS, evaluated from the corrected charge
density obtained from the (inner) DMFT self-consistency loop. In practice, a suitable mixing-
scheme is typically applied to ensure or accelerate convergence of the iterative procedure.
If full charge self-consistency is achieved, then the system of electrons, which is divided into
a strongly correlated and a weakly correlated part, with the local electron-electron interaction
within the correlated subspace explicitly treated within DMFT, and all other interactions incor-
porated in the KS potential, gives rise to exactly the same density that is used to obtain this KS
potential. The KS potential, in turn, defines the KS bandstructure that enters the self-consistent
effective bath for the DMFT impurity problem(s).
While this approach appears conceptually reasonable, physically transparent, and, in the charge
self-consistent case, also internally consistent, so far the presentation of the DFT+DMFT method
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was mostly based on heuristic considerations. However, the DFT+DMFT approach can also be
put on a solid theoretical foundation within the conceptual framework of spectral density func-
tional theory [9], which is based on an effective action formalism of quantum field theory. A
rigorous derivation of the DFT+DMFT approach within this conceptual framework goes be-
yond the scope of these lecture notes. In the following, we therefore just briefly sketch some of
the main ideas.
The starting point is the generic problem of electrons in an external potential, interacting with
each other via a Coulombic, i.e., two-particle, interaction. Different approximate treatments of
this generic problem can then be constructed by (i) choosing different “observables” to describe
the system, (ii) dividing the Gibbs free energy functional into that corresponding to a simpler
“reference system” and a remaining “interaction” part, and (iii) finding a good approximation
for the interaction part as a functional of the chosen observables. Thereby, the reference system
includes a “constraining field” that ensures that the reference system has the same expectation
value for the chosen observables as the original interacting electron system. This allows to
formulate DFT, DFT+U, and DFT+DMFT all within the same conceptual framework, differing
mainly by the choice of the basic observables and the approximations used for the functional
representing the unknown part of the interaction energy.
Specifically, DFT is based on the electron density as the central observable and the interaction
energy is written as sum of the exactly known Hartree energy and the unknown exchange-
correlation energy functional, Exc[ρ(r)], for which accurate and practically useful approxima-
tions exist. The reference system is the system of non-interaction KS electrons and the KS
potential takes the role of the constraining field, ensuring that the density of the KS system is
identical to that of the original interacting system.
In the case of the DFT+DMFT approach, the local part of the one-particle Green function is
chosen as an additional observable, in combination with the electronic charge density, and the
interaction part of the Gibbs free energy is written as a sum of the Hartree energy, the usual DFT
exchange-correlation energy functional, the interaction energy of the electrons corresponding
to the correlated subspace, and a DC correction. The first two terms are functionals of the
density, while the last two terms are expressed as functionals of the local Green function. The
DMFT approximation then corresponds to considering only purely local diagrams in the evalu-
ation of the interaction energy within the correlated subspace, and the impurity self-energy (or,
equivalently, the Weiss field) represents the constraining field for the local Green function.
The formal derivation of the DFT+DMFT approach within the conceptual framework of spectral
density functional theory, ensures that the self-consistent solution for the charge density and
local Green function correspond to a stationary point of the underlying free energy functional.
The total energy within DFT+DMFT can then be obtained by taking the zero temperature limit
of the free energy [9]

EDFT+DMFT = EDFT[ρ(r)] + 〈Ĥint〉 − EDC[Gloc] . (16)

Note that EDFT is usually evaluated within the DFT code and includes the band energy, i.e.,
the total energy of the KS electrons, plus additional terms that are all explicit functionals of
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ρ(r). Thus, the total energy reported by the DFT code needs to be corrected for the change in
the band energy, by considering the occupations of the KS states according to Eq. (12). The
interaction energy within the correlated subspace, 〈Ĥint〉, can be evaluated using the Galitskii-
Migdal formula

〈Ĥint〉 =
1

2β

∑
n,m,m′

Σ imp
mm′(iωn)Gloc

m′m(iωn) , (17)

and a specific expression for the DC correction EDC is given in Sec. 2.3.

2.3 Local interaction Hamiltonian and double counting correction

There are still two aspects which have been left open up to now. This is the definition of the local
interaction Hamiltonian, Ĥint, entering the effective DMFT impurity problem, and the question
of how to properly define the double counting correction in terms of ΣDC and EDC[Gloc].
The generic form of a local two-particle interaction, expressed in the local orbital basis of the
correlated subspace, is given by

Ĥint =
1

2

∑
{m}σσ′

Umm′m′′m′′′ ĉ†mσ ĉ
†
m′′σ′ ĉm′′′σ′ ĉm′σ , (18)

where ĉ†mσ is the creation operator corresponding to an electron in orbital |φmT〉 with spin σ.
Note that we have used spin-independent local orbitals, and all creation and annihilation op-
erators in Eq. (18) are meant to correspond to the same site, so that we can drop the index T

for simplicity and we can interpret the index m as indicating only the corresponding orbital
character. The matrix elements Umm′m′′m′′′ are defined as

Umm′m′′m′′′ =

∫
dr

∫
dr′ φ∗m(r)φ∗m′′(r′)Vee(r, r

′)φm′(r)φm′′′(r′) , (19)

where Vee(r, r
′) represents the (screened) local electron-electron interaction experienced by the

electrons within the correlated subspace.
In practice, one usually uses a simplified parametrization for the interaction tensor Umm′m′′m′′′ .
Specifically, for the examples discussed in Sec. 4, a so-called Kanamori parametrization is used
(see, e.g., Ref. [10]), which contains only two independent parameters U and J, representing
the average inter-orbital Coulomb interaction and the local Hund’s exchange, respectively, and
the interaction Hamiltonian becomes

Ĥint = U
∑
m

n̂m↑n̂m↓ + (U−2J)
∑
m6=m′

n̂m↑n̂m′↓ + (U−3J)
∑

m6=m′,σ

n̂mσn̂m′σ

−J
∑
m6=m′

ĉ†m↑ĉm↓ĉ
†
m′↓ĉm′↑ + J

∑
m6=m′

ĉ†m↑ĉ
†
m↓ĉm′↓ĉm′↑ ,

(20)

where, n̂mσ = ĉ†mσ ĉmσ. The Kanamori form corresponds to the most general form of Ĥint for the
case of a three-fold degenerate t2g or two-fold degenerate eg subshell within cubic symmetry,
but is also used as approximate form in cases where these degeneracies are lifted. Another
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parametrization of Ĥint that is often used for calculations involving the full five-orbital d shell,
is the so-called Slater parameterization (see, e.g., Refs. [3, 4]).
We note that the calculation of realistic materials- and orbital-specific screened interaction pa-
rameters, i.e., the calculation of specific values for U and J in Eq. (20), or of the full interaction
tensor in Eq. (19), is an active research area (see other lecture notes in this series). To arrive
at a potentially quantitative and predictive method, the “first principles” calculation of such
screened interaction parameters is of course highly desirable. Nevertheless, it should be noted
that sometimes it can also be instructive to vary, e.g., U and J within certain limits to better
analyze the underlying physics.
Finally, we also provide the specific form of the DC correction that was used in the DFT+DMFT
calculations discussed in Sec. 4. Generally, an exact definition of EDC[Gloc] is ill-defined. The
DFT exchange correlation functional is a complicated functional of the total density, that does
not allow to simply separate off the contributions corresponding to the local interaction of the
correlated subspace. Therefore, in practice, heuristic forms are used to account for the DC
correction. A widely used form, also used in the examples discussed in Sec. 4, is based on the
so-called “fully localized limit” [11, 12], which assumes EDC = Ū

2
N(N−1), where N is the

total number of electrons occupying the correlated subspace on the corresponding site, and Ū
is the local interaction strength averaged over all orbitals and spins. The corresponding self-
energy correction is then defined as ΣDC

mm′ = δEDC
δnmm′

= U
(
N−1

2
)
)
δmm′ , where nmm′ represents

the local density matrix within C. For more details, see, e.g., Ref. [12].

3 Transition metal oxides in a nutshell

In this section, we briefly summarize some basic properties of TM oxides that are important to
better understand the materials-specific examples discussed in the next section. In fact, many
aspects of TM oxides and related TM compounds can be understood from some simple general
considerations about their electronic structure.
The electronic bands around the Fermi level (or around the insulating gap) that govern the low
energy properties of TM oxides are usually dominated by states with strong TM d and O p

orbital character and can be understood to emerge from the heteropolar covalent bonds formed
by the corresponding atomic orbitals. In a somewhat simplified but intuitive picture, this band
formation can be understood as a two-step process. First, the hybridization between atomic TM
d and O p orbitals gives rise to molecular-orbital-like states located around the corresponding
ionic sites, as shown schematically in Fig. 2. Then, the molecular-orbital-like states at differ-
ent sites hybridize to form extended Bloch states, leading to an energetic broadening of the
molecular-orbital-like levels into wider “energy bands”.
The energy difference between the atomic TM d and O p states is called the charge transfer
energy. In most cases, the TM d states are higher in energy than the O p states, corresponding
to a positive charge transfer energy. However, the charge transfer energy generally decreases
from the lighter to the heavier TM cations in the same row of the periodic table, and thus some
nickelates or cuprates can also be characterized as negative charge transfer systems. For a



Charge Self-Consistency 6.13

Fig. 2: Schematic depiction of the formation of a heteropolar covalent bond between atomic
orbitals with TM d and O p character, leading to “anti-bonding” and “bonding” molecular-
orbital-like states. The depicted orbitals are Wannier functions obtained for SrVO3 by consider-
ing different energy windows containing the corresponding bands (see Fig. 3 and the description
in the main text).

positive charge transfer energy, the higher-lying molecular-orbital-like states formed from the
hybridization between TM d and O p states have a larger contribution of the TM d atomic or-
bitals and correspond to an anti-bonding linear combination of the two types of atomic orbitals,
while the lower-lying states are dominated by O p contributions and correspond to a bonding
combination.
If the charge transfer energy is large enough compared to the width of the bands that form from
the overlap or “hopping” between the molecular-orbital-like states located at different sites,
then the corresponding bands remain isolated from each other energetically, and can be clearly
assigned to the different orbital characters. Fig. 3(a) shows the example of the cubic perovskite
SrVO3, with clearly separated groups of bands corresponding, from lower to higher energies,
to a dominant O p, V t2g, and V eg orbital character, respectively (indicated in purple, red,
and green in Fig. 3(a)). Note that typically, if one refers for example to the “t2g bands” in
SrVO3, then one in fact refers to the group of bands with dominant V t2g orbital character that
correspond to the anti-bonding states resulting from the hybridization between atomic V t2g and
O p orbitals.
If one now constructs Wannier functions separately from the different groups of bands in
Fig. 3(a), using atomic orbitals with the corresponding dominant orbital character as the ini-
tial trial orbitals, the resulting Wannier functions exactly resemble the molecular-orbital-like
states discussed above for the corresponding group of bands. This is schematically depicted in
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Fig. 3: (a) KS band structure of SrVO3. The dominant orbital characters of the different isolated
groups of bands are indicated by colors, with purple, red, and green corresponding to O p, V
t2g, and V eg dominated bands. (b) and (c) indicate typical Wannier functions obtained by either
restrictingW to individual groups of bands or definingW to span the whole energy window of
V d and O p dominated bands.

Fig. 3(b). For example, for the “t2g bands” in SrVO3, the Wannier functions correspond to anti-
bonding linear combinations of an atomic t2g orbital centered at the V site and the π-oriented O
p orbitals on the surrounding oxygen ligands. The weight of these “oxygen tails” in the Wannier
functions generally increases with decreasing energy separation from the O p dominated bands,
i.e., they increase with decreasing (positive) charge transfer energy.

Often, DFT+DMFT calculations are performed using only a minimal correlated subspace with
C = W restricted to an isolated group of bands immediately around the Fermi level, e.g., the
t2g bands in SrVO3. The Wannier orbitals that span the corresponding “frontier” bands are
sometimes (and in the following) referred to as “frontier orbitals”.

Alternatively, one can also use a Wannier space, W, spanning the whole group of TM d and
O p dominated bands. This usually results in Wannier orbitals that closely resemble atomic
TM d and O p orbitals,3 as schematically depicted in Fig. 3(c) for the example of SrVO3. The
correlated subspace, C, is then often defined in terms of only the corresponding TM d-like
Wannier functions.

3Note, however, that Wannier functions in a solid can never strictly be separated in a radial and angular part, as
local angular momentum is not a good quantum number.
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4 Examples

Before discussing three specific examples for the effect of charge self-consistency, we briefly
comment on the case of cubic SrVO3, which is often used as a typical benchmark system to test
new DFT+DMFT implementations or extensions to more advanced features. This is related to
both its highly symmetric cubic crystal structure as well as its simple and prototypical KS band
structure, exhibiting clearly separated groups of bands, as seen in Fig. 3(a). Since the Fermi
level cuts through the group of V t2g bands, consistent with the nominal d1 electron configu-
ration of the V4+ cation, one often restricts the Wannier space,W, for the DMFT treatment to
only these three V t2g bands (with C = W), as already discussed in Sec. 3. In this case, the
orbital occupations (summed over the two spin projections) are exactly equal to 1/3, due to the
degeneracy of the three t2g levels within cubic symmetry combined with the total filling of the
corresponding bands by exactly one electron. Thus, even though a DFT+DMFT calculation
will change, e.g., the features of the spectral function compared to the pure DFT treatment, the
occupations within the correlated subspace will remain fixed to 1/3.4 This means that also the
charge density remains identical to the DFT ground state charge density, so that in this case a
one-shot calculation is in fact already charge-self-consistent.
Thus, charge self-consistent calculations become only relevant if the occupations are not fixed
by the specific symmetry of the system and the total electron count within C. For example, if
one extendsW to also include the O p-dominated bands at slightly lower energies, and defines
C in terms of V-centered t2g-like Wannier orbitals constructed from all bands withinW, then,
even though all three V t2g Wannier orbitals will still have identical occupations due to the cubic
symmetry of the system, the total electron count within C is not fixed any more and electrons
can be redistributed between C and the rest ofW that is not contained in C. This redistribution
can then lead to subtle changes in the charge density.
In the following subsections, we focus on two cases where the electron redistribution is more
pronounced and leads to noticeable differences between the one-shot results and that of a charge
self-consistent DFT+DMFT calculation. All examples employ a definition of the correlated
subspace and of the corresponding basis orbitals such that C ≈ W, and W is isolated from
other groups of bands towards lower energies. Thus, since the energy window spanned by C
andW also includes the Fermi level, the electron count in C is fixed.5 The resulting charge re-
distribution within C in these examples is therefore always related to the presence of symmetry-
inequivalent orbitals or sites.

4.1 Orbital polarization in CaVO3

Our first example is the moderately correlated metal CaVO3, which is closely related to SrVO3.
In both materials, the V4+ cation exhibits a nominal d1 electron configuration, but in contrast

4Here, we are excluding the possibility of a spontaneous symmetry breaking which can always be suppressed
in the calculation by appropriate averaging/symmetrizing over equivalent orbitals.

5In the examples where W is not strictly identical to C, the (very) small part of W that is not included in C
always remains completely unoccupied.
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to the perfectly cubic case of SrVO3, the degeneracy of the t2g levels in CaVO3 is lifted due to
the orthorhombic distortion of the underlying perovskite crystal structure [see Fig. 4(a)]. The
energetic splitting of the t2g levels leads to a (partial) orbital polarization, which is strongly
affected by the local interaction and also influences the material’s vicinity to a potential Mott
metal-insulator transition. This orbital polarization can be further enhanced in thin films of
CaVO3 epitaxially grown on a suitable substrate. The mismatch of the lattice constant with that
of the substrate material creates a biaxial in-plane strain, which results in a strong additional
tetragonal component to the local crystal field on the V sites. Under tensile strain, i.e., if the in-
plane lattice constant of the substrate is larger than that of the thin film material, this lowers the
energy of the dxy level relative to the other two t2g states. An order-of-magnitude reduction of
the resistivity has indeed been reported for CaVO3 thin films grown epitaxially on SrTiO3 [13,
14], for which the corresponding lattice mismatch corresponds to a nominal tensile strain of
about 3.5 %.
Fig. 4(c) compares results obtained from charge-self-consistent (CSC) DFT+DMFT calcula-
tions with corresponding “one-shot” (OS) calculations for CaVO3 under 4 % tensile epitaxial
strain as a function of the local inter-orbital Hubbard interaction U. These calculations have
been performed using a basis of three V-centered t2g-like “frontier orbitals” (cf. Sec. 3) con-
structed from the isolated group of bands around the Fermi energy with dominant V t2g character
[see Fig. 4(b)].
In both one-shot and charge self-consistent calculations, the system is metallic for small U, indi-
cated by the nonzero spectral weight around zero frequency, evaluated as Ā(0)=−β

π
Tr[G(β/2)],

and shown in the lower panel of Fig. 4(c). With increasing U, the system then exhibits a tran-
sition to an insulating state, indicated by Ā(0) ≈ 0. The critical U for this metal-insulator
transition is 0.3 eV larger in the charge self-consistent calculation compared to the one-shot
result. This increase in the critical U can be related to a strong suppression of the orbital polar-
ization, visible in the upper panel of Fig. 4(c). In the one-shot case, the system becomes nearly
completely polarized in the insulating state, with one of the three t2g orbitals nearly completely
filled and the other two nearly completely empty. In the charge self-consistent calculation, the
orbital polarization is much weaker, even though there is still a clear preferential occupation
of one orbital compared to the other two. The partial suppression of orbital polarization in the
charge self-consistent case can be understood from the fact that a full occupation of one t2g
orbital leads to a strong asymmetry in the charge distribution around the V cation, which then
increases the Hartree potential for that particular t2g orbital relative to the other two. This, in
turn, will partially counteract the strain-related lowering of the corresponding crystal-field level
in the KS potential, and thus reduce the orbital polarization relative to the one-shot result.
Even though the difference in the critical U for the metal-insulator transition between the one-
shot and charge self-consistent calculation is not very large, the strong reduction of the orbital
polarization can be important for an accurate description of, e.g., spectral properties. Further-
more, this example already highlights a general theme that will also be observed in the next
example, i.e., that if the local interaction in DMFT tends to “polarize” the system, either locally
between orbitals or also in between different sites, the resulting asymmetric or inhomogeneous
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Fig. 4: (a) Orthorhombically distorted perovskite structure of CaVO3, exhibiting small col-
lective tilts/rotations of the oxygen octahedra around the cubic axes. V atoms and their sur-
rounding coordination octahedra are shown in orange, while O (Ca) atoms are shown in red
(blue). (b) KS density of states (DOS) of CaVO3. The total DOS as well as projections on
selected atomic orbitals are shown. (c) Spin-summed orbital occupations of the three V t2g
frontier orbitals (upper panel), with different orbitals indicated by different line-styles, and zero
frequency spectral weight (lower panel) in CaVO3 under 4 % tensile strain obtained from dif-
ferent DFT+DMFT calculations as a function of the Hubbard U. Label QE (VASP) refers
to an implementation based on Quantum Espresso (the Vienna Ab-Initio Simulation Package)
in combination with TRIQS/solid dmft [15], while CSC (OS) refers to a charge self-consistent
(one-shot) calculation. Subfigure (b) is taken from Ref. [5]. Subfigure (c) courtesy of S. Beck.

charge distribution is usually disfavored by the strong Hartree interaction included in the KS
potential. Consequently, the corresponding polarization is reduced in a charge self-consistent
calculation compared to the one-shot case.
Fig. 4(c) also compares two different implementations of the DFT+DMFT self-consistency cy-
cle, one using the “Vienna Ab-Initio Simulation Package” (VASP) and a correlated subspace
basis constructed from projection to localized orbitals (PLO) [16], the other based on Quan-
tum ESPRESSO and Wannier orbitals obtained with the Wannier90 code [17]. One can see
that the two implementations give nearly identical results, with small differences visible mainly
for the orbital occupations in the one-shot case. These small differences can be assigned to the
small differences in the definition of the corresponding local orbitals, but the overall quantitative
agreement between the two cases is indeed very good.



6.18 Claude Ederer

=⇒

Fig. 5: Schematic depiction of the octahedral breathing mode distortion of the perovskite
structure observed in CaFeO3 and the rare earth nickelates. The oxygen octahedra around
the more (less) occupied sites increase (decrease) in volume, resulting in a three-dimensional
checkerboard-like spatial arrangement.

4.2 Potential charge disproportionation in SrCrO3

In the previous example, a charge redistribution occurs between different orbitals centered on
the same site. The example discussed in this section involves a charge redistribution between
different sites. This is relevant for materials exhibiting charge ordering or charge dispropor-
tionation. Here, we use the former term for a situation where a TM cation has a non-integer
average nominal valence, such as, e.g., in magnetite, Fe3O4, or in the compositionally doped
manganites, (R,A)MnO3, whereR is a trivalent rare-earth cation andA a divalent alkaline-earth
cation. In contrast, we use the term charge disproportionation to refer to situations, where a
TM cation has an integer nominal valence, but the corresponding valence state is unfavorable,
and can disproportionate into states with higher and lower valence than the average one. One
example for a TM oxide exhibiting such charge disproportionation is CaFeO3 [18], where the
nominal Fe4+ cation disproportionates into a combination of Fe3+ and Fe5+, corresponding to a
change in the electron configuration according to 2d4 → d5 + d3. Another example is the series
of perovskite rare-earth nickelates, RNiO3, where R again indicates a trivalent rare earth cation
including also Y and Lu [19]. In this series, the nominal Ni3+ cation disproportionates into Ni2+

and Ni4+, corresponding to a change in the electron configuration according to 2d7 → d8 + d6.

In both CaFeO3 and the rare earth nickelates, the charge disproportionation occurs below a tran-
sition temperature and is accompanied by a metal-insulator transition and a symmetry reduction
related to the ordering of the inequivalent disproportionated TM cations on the B sites of the
underlying perovskite structure. Furthermore, the disproportionation also couples to a struc-
tural distortion that can be understood as a “breathing”, i.e., a volume change, of the oxygen
octahedra surrounding the inequivalent TM cations, with the octahedra of the more occupied
TM cations increasing in volume and the ones corresponding to the less occupied TM cations
decreasing (see Fig. 5).

The picture of a “charge” disproportionation in these systems has also been questioned, based on
the observation that the actual charge differences, defined, e.g., by integrating the DFT charge
density up to some radius within a sphere around the TM sites, is much smaller than the nominal
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difference of two electrons. It has therefore been suggested that an interpretation in terms of
ligand holes could be more appropriate, where the electron configuration around, e.g., the Ni
site in RNiO3 in the undisproportionated state is better described as d8L, where L represents
a hole distributed over the surrounding oxygen ligands. The disproportionation is then inter-
preted as 2d8L → d8 + d8L2, with two ligand holes localizing around one of the inequivalent
Ni sites. Since the ligand holes are spatially distributed over the surrounding octahedron, the
corresponding change in the actual charge density is minimal [20, 21].
Here, we take the viewpoint that, at least in the present context, local charges within a solid
are best defined in terms of occupations of suitably defined atom-centered orbitals or Wannier
functions. In this case, the ligand hole and “d-only” pictures of electronic disproportionation
are just two sides of the same coin, which simply correspond to using different basis sets to
describe the same phenomenon. Specifically, a description in terms of a minimal correlated
subspace consisting of TM-centered frontier Wannier functions results in orbital occupations
that closely resemble the “d-only” picture of charge disproportionation in terms of the formal
valence states [22, 23]. On the other hand, a correlated subspace defined in terms of more lo-
calized atomic-orbital-like Wannier functions spanning the whole energy window of the TM
d and O p dominated bands corresponds more closely to the ligand-hole picture. Since in the
following, we analyze DFT+DMFT calculations that employ a frontier orbital basis, we con-
sequently discuss the corresponding results in terms of the d-only picture based on the formal
charge states.
Getting back to our example for charge self-consistent DFT+DMFT calculations, we note that
in both examples mentioned so far, the disproportionation takes place in the eg subshell of the
TM cation. In the case of the nickelates, the t2g states always remain completely filled and the
charge disproportionation can also be described as 2e1

g → e2
g + e0

g. Similarly, in CaFeO3 the
Fe always remains in a high-spin state where the t2g orbitals are half-filled with three electrons
with the same spin character, and the occupation of the eg states changes in the same way as in
the nickelates.
It is therefore interesting to ask whether charge disproportionation can also occur purely within
the t2g subshell. Indeed, model studies considering a generic three-band Hubbard model with
an average filling of two electrons per site have found a disproportionated insulating phase in a
regime where U−3J < 0, i.e., where the local Hubbard interaction is strongly screened while
the Hund’s interaction remains relatively strong [24, 25]. In this regime, the Hund’s interaction
dominates over the Hubbard repulsion and it becomes favorable to accumulate a maximum
number of electrons with the same spin on the same site, resulting in a charge disproportionation
according to 3d2 → 2d3 + d0. The disproportion is thus slightly more complex compared to
CaFeO3 and the nickelates, since the number of d3 sites is twice the number of empty sites.
Potential candidate materials to observe this physics, are the perovskite chromates ACrO3,
where A can be Ca, Sr, or Pb, and the formal valence of the Cr4+ cation corresponds to a d2

configuration with two electrons in the t2g subshell. In fact, a possible charge disproportionation
of the Cr cation has been reported for PbCrO3 [26, 27], but other reports point more towards a
disproportionation of the Pb cations into Pb2+ and Pb4+, with all Cr cations in their most fa-
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Fig. 6: (a) Spatial arrangement of the charge disproportionated sites assumed in the
DFT+DMFT calculations for SrCrO3, corresponding of a layering along the pseudo-cubic
[111] direction, whereby two Cr3+ layers (d3 sites) periodically alternate with one Cr6+ layer
(d0 sites), indicated by blue and purple octahedra, respectively. (b) Structural distortion related
to the charge disproportionation. The blue Cr3+ octahedra expand and distort, while the Cr6+

octahedra shrink but essentially keep their perfect octahedral shape. (c) KS bandstructure (blue
lines) of cubic SrCrO3 in the energy region around the Fermi level. The orange lines represent
the dispersion recalculated from the frontier Wannier functions spanning the correlated Cr t2g
subspace. All subfigures are taken from Ref. [35].

vorable Cr3+ oxidation state [28]. Here, we therefore discuss the simpler case of SrCrO3 where
the A site cation is definitely divalent, and for which a simple ideal cubic perovskite structure
has been reported at ambient conditions. Nevertheless, conflicting experimental reports still
exist on the metallic or insulating character of SrCrO3, and on the presence of magnetic order
at lower temperatures, see, e.g., Refs. [29–32]. Recently, a potential metal-insulator transition
has been reported in thin films of SrCrO3 under tensile strain conditions [33]. While the tran-
sition from metallic to insulating behavior under tensile strain can in principle be explained by
the emergence of orbital order and a Jahn-Teller distortion [34], a charge disproportionation
of the Cr cations could provide an alternative scenario, which has been explored using charge
self-consistent DFT+DMFT [35].

The spatial arrangement of potential d3 and d0 sites in these DFT+DMFT calculations is de-
picted in Fig. 6(a). It corresponds to a periodic layering along the [111] direction of the under-
lying cubic perovskite structure. Two potential d3 layers are followed by one potential d0 layer.
Here, the term “potential” simply means that the two effective impurity problems corresponding
to the potential d3 and d0 sites are solved independently (albeit of course coupled through the
usual self-consistency condition), and thus allow for a spontaneous electronic symmetry break-
ing between these otherwise crystallographically equivalent sites. Fig. 6(c) shows the KS band
structure of cubic SrCrO3 in the corresponding supercell, with the correlated Cr t2g frontier sub-
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Fig. 7: Spectral weight around zero frequency, Ā(0), as function of interaction parameters
U and J , obtained from different DFT+DMFT one-shot calculations. The left phase diagram
corresponds to using DFT occupations to evaluate the DC correction (which in the present
case is equivalent to using no DC correction). For the phase diagram on the right, DMFT
occupations are used for the DC correction. The regions corresponding to the homogeneous
Mott insulator and the charge-disproportionated insulator are indicated. Figure is adapted
from Ref. [35] courtesy of A. Carta.

space indicated by the band dispersion that was recalculated from the corresponding Wannier
functions. One can see that these bands are only minimally entangled with the Cr eg bands at
higher energies, and the essentially perfect match with the underlying KS bands indicates that
C ≈ W .

We first discuss the results of the corresponding one-shot calculations shown in Fig. 7, where
the spectral weight around zero frequency, Ā(0), is plotted as function of the interaction pa-
rameters U and J. Here, one has to face an ambiguity of such one-shot calculations, which is
whether the total site occupations used for the DC correction are evaluated from the initial DFT
occupations or from the occupations obtained after the DMFT treatment of the local interaction.
In the present case, these occupations differ substantially in the charge-disproportionated region
of the U -J phase diagram. Specifically, the “DFT occupations” are always identical for all Cr
sites, since no charge disproportionation occurs in the DFT calculation and thus all sites remain
symmetry-equivalent. On the other hand, in the region of the phase diagram where U−3J < 0

and charge disproportionation is obtained within DMFT, the difference in the “DMFT occupa-
tions” between the nominal d3 and d0 sites is typically ∆n > 2.6. This is rather close to the
nominal charge difference of 3 electrons, exemplifying that the frontier orbital treatment indeed
maps nearly perfectly on the d-only picture of charge disproportionation based on the formal
valence states.

Using DFT occupations to evaluate the DC correction is in this case equivalent to not con-
sidering any DC correction at all. Since all Cr sites are equally occupied within DFT, the DC
correction results in identical shifts of the local potential of each site, which, in the present fron-
tier orbital treatment with C =W , is simply absorbed by a rigid shift of the chemical potential.
The U -J phase diagram on the left side of Fig. 7, labeled “no DC correction”, corresponds to
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that case, and is essentially identical to the corresponding phase diagram of a generic three-
band Hubbard model [24]. There are two distinct insulating phase indicated by Ā(0) ≈ 0. The
conventional Mott-insulating phase, where all Cr sites are equally occupied by two electrons,
appears at large U & 4.5 eV. The critical U for the transition into this Mott-insulating phase
decreases with J for J . 0.5 eV, then increases with J for larger J (cf. Ref. [10]). In the region
with U−3J < 0, the charge disproportionated phase appears (which was also termed “Hund’s
insulator” in Ref. [24]), where two of the Cr sites are occupied by nearly three electrons each
and one Cr site is nearly empty. The two insulating phases are separated by a metallic region,
which extends along the line U = 3J even to very large U. This is the region of a strongly
correlated “Hund’s metal” [24, 10].
Using DMFT occupations to evaluate the DC correction leads to drastic changes in the corre-
sponding phase diagram. While the overall topology remains the same as before, with a metallic
region separating two distinct insulating regions, the region of the charge-disproportionated in-
sulator now appears at significantly smaller J, and even in regions where U−3J > 0 (note
the different scales of the J axes of the two phase diagrams in Fig. 7). This reflects the fact
that now, as soon as a small difference in occupation of the different sites occurs in the DMFT
self-consistency loop, the DC correction further lowers the local potential at the more occupied
sites relative to that of the less occupied sites, and thus strongly reinforces the charge dispro-
portionation.
As mentioned, the choice of whether to use DFT or DMFT occupations to evaluate the DC
correction is ambiguous in a one-shot calculation. This ambiguity is of course a result of the
missing charge self-consistency, and the observation that the two different possible choices lead
to rather different results of course indicates a strong redistribution of electrons, which in the
end calls for a charge self-consistent calculation. On the other hand, in a charge self-consistent
calculation the only physically meaningful occupations are the DMFT occupations. These are
also the occupations that determine the charge density used to evaluate the KS potential, and
thus there is no ambiguity on the choice of occupations for the DC correction in the charge
self-consistent case.
If one calculates an analogous phase diagram to the ones shown in Fig. 7 from charge self-
consistent calculations, one finds that the charge-disproportionated insulating region in fact
completely disappears from the phase diagram. While the Mott-insulating region, where the
DMFT occupations are identical to the DFT ones, remains unaffected by the charge self-
consistency, the metallic region now fills up the entire rest of the phase diagram, also in the
region where U−3J < 0. Thus, similar to the previous example of CaVO3, where the or-
bital polarization is strongly suppressed by the charge self-consistency, the “site polarization”
in SrCrO3 is also suppressed, even to an extent that it completely disappears. The strong charge
accumulation around the Cr3+ sites after the first DFT+DMFT iteration step (which corresponds
to a one-shot calculation using DMFT occupations for the DC correction) leads to a strong in-
crease of the local Hartree potential in the second DFT step, which then strongly opposes the
charge disproportionation and restores the homogeneous metallic solution with identical occu-
pation on all sites.
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Fig. 8: Total energy change, (a) and (c), as well as site polarization, (b) and (d), defined
as difference in total occupation of the potential d3 and d0 sites, obtained from charge self-
consistent DFT+DMFT calculations for SrCrO3 as function of the structural breathing mode
distortion depicted in Fig. 6(b). The amplitude of the distortion is measured in terms of the
change in Cr-O bond length of the smaller octahedra relative to the undistorted case. Panels
(a) and (b) are calculated using the standard form of the DC correction, U = 2.7 eV, and
different values of J . Panels (c) and (d) are calculated using U = 2.7 eV, J = 0.42 eV, and the
DC correction was scaled by fDC. All subfigures are taken from Ref. [35].

The charge self-consistent calculation thus indicates that SrCrO3 does not exhibit any electronic
instability towards spontaneous charge disproportionation.6 However, as noted previously, in
materials such as CaFeO3 and the rare earth nickelates, the charge disproportionation always ap-
pears together with a structural distortion corresponding to a breathing of the oxygen octahedra
around the TM cations (cf. Fig. 5). This raises the question of whether charge disproportiona-
tion in SrCrO3 could also be stabilized by the coupling to an appropriate structural distortion.

An octahedral “breathing mode” compatible with the considered spatial arrangement of poten-
tial d3 and d0 sites is depicted in Fig. 6(b). Due to the connectivity of the octahedra and the
fact that two layers of potential d3 sites are next to each other, the volume expansion leads to
a further distortion of these d3 octahedra, corresponding to three longer and three shorter Cr3+-
O bond distances. On the other hand, the octahedra surrounding the potential d0 sites can in
principle keep their perfect octahedral shape.

Fig. 8 summarizes results of charge self-consistent DFT+DMFT calculations where the ampli-

6Since the corresponding region completely disappears from the charge self-consistent phase diagram, we do
not even have to face the question which values of U and J would best describe real SrCrO3.
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tude of this breathing mode distortion has been varied and both the total energy and the “site
polarization, i.e., the difference in total occupation between the nominal d3 and d0 sites have
been monitored as function of the distortion amplitude. These calculations have been performed
for U = 2.7 eV, which is the value that has been calculated for t2g frontier orbitals in SrCrO3

using the constrained random phase approximation (cRPA) in Ref. [36]. Fig. 8(a) and (b) also
shows the effect of varying the strength of the Hund’s coupling J, with J = 0.42 eV being
the calculated cRPA value from Ref. [36]. Note that these cRPA values of U = 2.7 eV and
J = 0.42 eV would put SrCrO3 in the charge disproportionated insulating region according to
the one-shot phase diagram on the right side of Fig. 7. On the other hand, the results from the
charge self-consistent calculations shown in Fig. 8 show that, even for significantly increased
J, the total energy increases essentially quadratically with the structural distortion amplitude,
showing no sign of a potential instability towards a distorted charge disproportionated state.
This is also consistent with the behavior of the site polarization, which just exhibits an essen-
tially linear response to the structural distortion that breaks the symmetry between the formerly
equivalent Cr sites, with no sign of a potential electronic instability.

As discussed above, the DC correction can in principle strongly support a charge disproportion-
ation, by further lowering the local potential of the more occupied sites relative to that of the less
occupied sites. On the other hand, the resulting charge accumulation then strongly increases the
local Hartree potential if the KS potential is recalculated from the DMFT occupations. Thus,
whether charge disproportionation emerges or not, appears to be determined by the subtle bal-
ance between these two opposing tendencies. Thereby, one should remember that, as briefly
discussed in Sec. 2.3, the DC correction as such is not defined exactly, and that commonly
used expressions are mostly based on heuristic arguments and practical experience in their ap-
plication to different materials systems. In fact, several cases have been identified, where the
commonly used expressions for the DC correction do not seem to be completely appropriate,
and a scaling of the DC correction is necessary to obtain good agreement with experimental
observations [37–39].

Fig. 8(c) and (d) therefore show results of additional charge self-consistent calculations, where
the DC correction is scaled by a factor fDC > 1, while U and J are kept fixed to the cRPA
values. It can be seen that for fDC = 1.35, the simple linear response of the site polarization
to the structural distortion is significantly altered, and a second minimum of the total energy
appears for nonzero distortion. In this case, the site polarization exhibits a strong nonlinear
increase for distortion amplitudes in the range 1–2 %, to values above 2 electrons, and then
saturates for larger distortion to a value slightly below 3. The strong nonlinear increase of
the site polarization is accompanied by a transition from metallic to insulating behavior in the
spectral functions (not shown). Thus, scaling the DC correction by 35 % puts the system into
a regime where the coupling between the structural distortion and the electronic instability
stabilizes the charge disproportionated insulating state. For larger scaling, fDC ≥ 1.5, the
electronic charge disproportionation even occurs again for zero structural distortion (as in the
one-shot case), but the minimum of the total energy for nonzero distortion amplitude indicates
that this will also stabilize a significant structural distortion.
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So what can we finally learn from this example of potential charge disproportionation in SrCrO3?
First, it demonstrates nicely and instructively the effect of charge self-consistency, in particu-
lar the potential interplay between the DC correction and the change in the Hartree part of the
KS potential due to the electron redistribution within DMFT. In the present case, this leads
to a clear and rather drastic difference between the charge self-consistent calculation and the
corresponding one-shot result. To some extent, the example also exposes the limitations of the
current quantitative predictive capabilities of the DFT+DMFT approach, in this case related
mostly to the conceptual difficulties in accurately defining the DC correction. On the other
hand, even in view of this uncertainty, a required scaling of the DC correction by 35 % relative
to the conventional expression appears relatively large, and thus an emergence of charge dispro-
portionation in bulk stoichiometric SrCrO3 is probably unlikely. Nevertheless, the calculations
clearly show that SrCrO3 is in fact on the verge of several electronic instabilities (also consid-
ering the possibility of orbital order and an accompanying Jahn-Teller distortion explored in
Ref. [34]). This observation can provide a possible explanation for the partly conflicting ex-
perimental reports regarding its electronic and magnetic properties [29–32], and suggests the
possibility to potentially tune SrCrO3 into different insulating ground states by applying strain,
substitutional doping, or nano-structuring.

5 Summary and conclusions

In these lecture notes, we have addressed the effect of charge self-consistency in DFT+DMFT
calculations, with a special emphasis on TM oxides and related compounds. We have mostly
focussed on the practical implementation of the different steps in the iterative computational
procedure, summarized by the schematic workflow shown in Fig. 1, but we have also mentioned
that the method can be derived rigorously as a stationary solution of a specific approximation
to the Gibbs free energy functional in terms of the charge density and the local Green function
corresponding to the correlated subspace.
An important aspect of the charge self-consistent procedure is a clear and transparent definition
of the local orbitals that span the correlated subspace, which allows to downfold, respectively
upfold, various quantities from the KS Bloch basis to the correlated subspace and vice versa.
The effect of the DMFT treatment of the local interaction within the correlated subspace is then
incorporated in the charge density via the upfolded DMFT occupations defined in Eq. (12).
Thus, if these occupations change significantly compared to the initial DFT occupations, a
charge self-consistent calculation is generally required.
The two examples discussed in Sec. 4 demonstrate that this is particular relevant in cases
where electrons are redistributed within the correlated subspace, either between different non-
degenerate orbitals on the same site or between different symmetry-inequivalent sites. This can
then result in a strong competition between the tendency of the local correlations to favor an in-
homogeneous distribution of electrons and the electrostatic Hartree interaction favoring a more
homogeneous distribution.
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All specific examples discussed in these lecture notes were based on a definition of the cor-
related subspace in terms of more or less isolated frontier bands, such that electrons can only
be redistributed within the correlated subspace. Due to the significantly larger computational
effort, charge self-consistent calculations based on a wider energy window, whereW includes
also, e.g., the bands with dominant O p character, and C includes all five d orbitals on the TM
site, are sparse. In this case, an electron redistribution can also occur between C and the uncor-
related part ofW, and the DC correction also affects the energy difference between the TM d

orbitals and the ligand states. In fact, it has been reported that in several such cases a similar
scaling of the DC correction as described in Sec. 4.2 (albeit with fDC < 1) is required to obtain
results that are consistent with experimental observations [38, 39]. However, a very recent re-
port indicates that this might also be related to the fact that typically only the TM d orbitals are
included in C, while the ligand states remain uncorrected with respect to their KS energies ob-
tained on the DFT level (using approximate semi-local exchange correlation functionals) [40].
Furthermore (to the best of the author’s knowledge), no systematic studies on the effect of the
charge density update (and its potential interplay with the effect of the DC correction) have
been performed for DFT+DMFT calculations using a wide energy window, in particular not for
systems involving a charge redistribution both within C and in between C and W \ C. Thus,
there is still much to be learned on the effect of charge self-consistency and its importance to
specific cases.
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1 Introduction

Electrons interact via the fundamental Coulomb force, which is long-ranged, strong, and uni-
versal. In a solid, the interaction an electron effectively experiences is often much weaker. This
reduction arises from screening, the collective rearrangement of electrons in the material in
response to a charge perturbation. As Anderson famously noted, “more is different” [1]: the
collective behavior of many electrons cannot be reduced to pairwise interactions in isolation.
The constrained random phase approximation (cRPA), devised by Aryasetiawan et al. [2], pro-
vides a systematic framework for quantifying the screening in a materials-specific way. Cru-
cially, cRPA allows one to disentangle screening processes arising from different energy scales.
By separating screening contributions into low-energy (to be treated explicitly) and high-energy
(to be integrated out) parts, cRPA yields effective interactions suited for use in low-energy set-
tings, such as the Hubbard model. As such, this method has become a cornerstone in the real-
istic modeling of strongly correlated systems, bridging first-principles calculations and model
Hamiltonians.
Several excellent reviews exist, in particular by Ferdi Aryasetiawan [3,4] from previous editions
of the Jülich “Autumn School on Correlated Electrons”. Highly recommended are also the
reviews by Philipp Werner and Michele Casula [5] and by Silke Biermann [6].
The current notes require familiarity with elements of quantum-field theory for many-body sys-
tems (suitable books are, e.g., Refs. [7,8]): The formalism of second quantization, (Matsubara)
Greens functions, Wick’s theorem, and Feynman rules will be employed.
The chapter is organized as follows. In Section 2 the random phase approximation (RPA) is
introduced in the context of screening of the Coulomb interaction in a many-electron system.
We will then derive simple results for the electron gas, the relevance of which will carry over
to calculations of solids. We will briefly digress into discussing the GW approach, which will
help us later to put into perspective how the effective interactions that cRPA provides typically
are (or should be) used in higher-level many-body approaches.
Section 3 reviews the cRPA approach for the specific example of SrVO3. We will discuss how
an effective low-energy model for a subset of orbitals is obtained and compare its interaction to
the bare as well as the fully screened interaction. Finally, we will contrast the level of material
specificity contained in the cRPA interactions and how much of it is typically taken into account
when solving the low-energy model.

2 The random phase approximation (RPA)

Broadly speaking, the random phase approximation1 is a technique to approximately calculate
susceptibilities χ of interacting systems. The principal advantage of the approach is that it
only requires the explicit calculation of the system’s free susceptibility, χ0, i.e., the response
in the absence of the inter-particle (Coulomb) interaction V. Nonetheless, the RPA suscepti-

1The RPA was originally introduced by Bohm and Pines in 1952. Details of the original derivation and the
name the approach was given as a consequence is of little relevance today.



cRPA 7.3

Fig. 1: Coulomb repulsion in an electron gas in presence of a (negative) test charge .
The perturbation is mitigated (screened) as the system’s density reacts to it.

bility contains terms to all orders in the interaction strength by assembling an infinite series of
Feynman diagrams from the building blocks χ0 and V. Among others, the RPA can describe
collective excitations (we will discuss the plasmon) and many-body renormalizations beyond
Hartree-Fock (e.g., via the GW approach that we will sketch in Section 2.8).

2.1 Derivation of the RPA in the context of screening

The RPA is a fairly general approximation for susceptibilities associated with various degrees
of freedom (e.g., spin, charge, or orbital in the context of solids). Here, we are interested in how
the effect of a fundamental force between two particles (the Coulomb interaction) is modified if
it is “simultaneously” experienced by a collection of many particles (electrons) that interact in
a pairwise fashion from all to all. Imagine we subject our system of thus interacting electrons,
which we describe with the Hamiltonian H , to an external perturbation Vt.

Ht = H + Vt . (1)

We consider the case where Vt = −
∫
d3r ρ(r, t)V (r, t) is an explicitly time-dependent potential

that describes the coupling of the system’s charge density ρ to the (instantaneous) Coulomb
interaction

V (r, t) =
1

4πε0

∫
d3r′

e2

|r− r′|
ρext(r

′) δ(t) (2)

arising from an additional external electron density ρext(r). Here, ε0 is the permittivity of the
vacuum. For example, ρext(r

′) = δ(r′) describes a single test charge at position r′, see Fig. 1
for an illustration. The perturbation Vt will induce a change in the charge distribution of the
original, unperturbed system. When Fourier-transforming to q and ω, this change is given by

〈
δρ(q, ω)

〉
=
〈
ρ(q, ω)

〉
−
〈
ρ(q, ω)

〉
V=0

=
e2

ε0q2
χ(q, ω) ρext(q, ω) (3)

where we used
∫
d3r
∫
d3r′eiq(r−r

′)/|r− r′| = 4π/q2 for the Coulomb interaction. The response,
or change in density, screens the perturbation: The extra charge density is accommodated by a
rearrangement of the system’s charge carriers, a process that effectively weakens the perturba-
tion. The crucial idea now is to describe the external perturbation in a way that already accounts
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(to an extent) for the system’s reaction. The following Ansatz suggests itself〈
δρ(q, ω)

〉
=

e2

ε0q2
χ̃(q, ω)

(
ρext(q, ω)−

〈
δρ(q, ω)

〉)
. (4)

In other words, we compute the response to a perturbation given by a modified “screened”
external density, that we empirically choose as the original external density ρext, minus the
portion 〈δρ(q, ω)〉 of the system’s charge that redistributes as a consequence of the initial “bare”
perturbation. Since the perturbation has changed, also the response function is different from
the one described by Eq. (3); we called it χ̃. Note that (4) is a self-consistent equation: The
anticipated change in density appears, both, on the left and on the right. Combining Eqs. (3)
and (4), we obtain a relation between (a) the response χ to the bare perturbation and (b) the
response χ̃ to the screened perturbation

χ(q, ω) =
χ̃(q, ω)

1 + e2

ε0q2
χ̃(q, ω)

(5)

or, generalizing to an arbitrary interaction V (q),

χ(q, ω) =
χ̃(q, ω)

1 + V (q)χ̃(q, ω)
. (6)

So far, we have not actually computed any susceptibility. We have only considered two settings
that are, in principle, equivalent. The point now is that it stands to reason that approximating χ̃
instead of χ is more promising, since the perturbation at its origin is, in a sense, weaker. That
the perturbation is indeed effectively smaller can be seen as follows. We have〈

δρ(q, ω)
〉 (4)
= V (q)χ̃(q, ω)

(
ρext(q, ω)−

〈
δρ(q, ω)

〉) (3)
= V (q)χ(q, ω)ρext(q, ω) (7)

≡W (q, ω)χ̃(q, ω)ρext(q, ω) (8)

where we defined an effective interaction W, for which holds

W (q, ω) =
V (q)χ(q, ω)

χ̃(q, ω)

(6)
=

V (q)

1 + V (q)χ̃(q, ω)
= ε−1(q, ω)V (q) ≤ V (q) (9)

where we introduced ε(q, ω), the dielectric function, and the last inequality holds in the limit
(q→ 0, ω = 0), since (as we will later show, see Eq. (47)) χ̃(q→0, ω=0) ≥ 0.
In the RPA, one performs the simplest possible approximation to the screened susceptibility:
χ̃ = χ0. In other words, the screened response is approximated by the susceptibility of the
non-interacting system. Consequently,

χRPA(q, ω) =
χ0(q, ω)

1 + V (q)χ0(q, ω)
(10)

WRPA(q, ω) =
V (q)

1 + V (q)χ0(q, ω)
. (11)

While, now, the screened response that we will calculate is by construction independent of the
inter-particle interaction, the RPA susceptibility depends on V (q). However, this dependence
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is merely explicit. Complicated two-particle expectation values for the interacting system are
obviated, at the expense of including more complicated two-particle processes. As a conse-
quence, we shall be able, in the following, to make use of Wick’s theorem. This simplification
allows the two-particle expectation,∝ 〈c† cc†c〉, to be factored into two one-particle expectation
values, ∝ 〈c†c〉〈c†c〉, as for the purpose of the screened susceptibility we consider the electrons
as non-interacting.2

For the following it will be useful to recall the geometric series,
∑∞

n=0 x
n = 1

1−x for |x| < 1.
Indeed, assuming convergence, we can rewrite the above RPA equations as a series expansion

χRPA(q, ω) =
χ0(q, ω)

1 + V (q)χ0(q, ω)
= χ0 + χ0(−V )χ0 + . . . (12)

−WRPA(q, ω) =
[
1 + V (q)χ0(q, ω)︸ ︷︷ ︸

ε(q,ω)

]−1
(−V (q)) =

[
1 + (−V )χ0 + . . .

]
(−V ) (13)

2.2 Diagrammatic representation

We will now make the connection to the description in terms of Feynman diagrams. In linear
response theory (see, e.g., Refs [7,8], the susceptibility that links a perturbation coupling to the
system’s charge density to its signatures in the same charge density can be written as

χ0(r, r′, t) = − 1

i~
Θ(t)

〈[
ρ(r, t), ρ(r′, 0)

]〉
H0 . (14)

Here, H0 indicates that the free susceptibility is governed by an expectation value with respect
to the non-interacting part of the system’s Hamiltonian.
Making use of Wick’s theorem, we can express χ0 in terms of one-particle Green functions. For
that, we first express the charge density in terms of field operators

ρ(r) =
∑
σ

ψ†σ(r)ψσ(r). (15)

Here, ψ†(r) creates an electron at a position r in continuum space. The connection with the
perhaps more common formulation on a (discrete) lattice is made by introducing a basis set,
e.g., in momentum-space {ϕkn(r)}, whence

ψσ(r) =
∑
kn

ϕkn(r)cknσ . (16)

In the later parts of this section, we will study, for illustrative purposes, the charge response in
the electron gas. We will therefore now assume a setting with a single band (n = 1) described

2Here, the RPA was derived through physical arguments for the density-density response. More generally,
the RPA can be obtained through a truncation of the Green function’s equation of motion (see, e.g., Ref. [7]): In
the higher-order Green function that arises from the commutator with the interacting part of the Hamiltonian, one
decouples the group of operators belonging, on the one hand, to the perturbation and, on the other hand, those from
the particle-particle interaction in a mean-field fashion. Further, one approximates the arising expectation values
by using only the non-interacting part of the Hamiltonian.
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by plane waves, i.e., ϕk(r) = exp(ikr). While a more general formulation is of course possible
(and used in practice), this setting will keep notation light. It follows that

ρ(r) =
∑
σ

ψ†σ(r)ψσ(r) =
∑
kk′

c†kσck′σ e
i(k′−k)r =

∑
kqσ

c†kσck+qσ e
iqr (17)

and writing χ in the Matsubara (imaginary time τ ) formalism, we find

χ0(r, r′, τ) =
∑
kqσ

∑
k′q′σ′

〈
Tτc†kσ(τ)ck+qσ(τ)c

†
k′σ′(0)ck′+q′σ′(0)

〉
H0 e

iqreiq
′r′ (18)

=
∑

kk′σσ′q

eiq(r−r
′)
〈
Tτc†kσ(τ)ck+qσ(τ)c

†
k′σ′(0)ck′−qσ′(0)

〉
H0 . (19)

Where we exploited momentum conservation, k+k′ = k+q+k′+q′ ⇔ q′ = −q. Then,
Wick’s theorem tells us that there are two contractions that can be decoupled into pairs of
Green functions

χ0(q, τ) =
∑

kk′σσ′

〈Tτc†kσ(τ)ck+qσ(τ)c
†
k′σ′(0)ck′−qσ′(0)〉

H0 (20)

=
∑

kk′σσ′

〈
Tτc†kσ(τ)ck+qσ(τ)

〉︸ ︷︷ ︸
δq0 nkσ

〈
Tτc†k′σ′(0)ck′−qσ′(0)

〉︸ ︷︷ ︸
δq0 nk′σ′

(21)

+
〈
Tτc†kσ(τ)ck′−qσ′(0)

〉︸ ︷︷ ︸
G0

kσ(−τ)

〈
Tτck+qσ(τ)c

†
k′σ′(0)

〉︸ ︷︷ ︸
−G0

k+q(τ) δk+q,k′ δσσ′

=δq0 n
2 −

∑
k,σ

G0
kσ(−τ)G0

k+qσ(τ) = δq0 n
2 + 0

k+q, σ

k, σ

τ . (22)

The first term in Eq. (21) and following (where n =
∑

kσ〈nkσ〉) only contributes for q = 0,
i.e., it is uniform in space, f(q=0) =

∫
d3r f(r). It is also τ -independent, i.e., static. Thus

corresponding to a mere global shift of the origin of space, we will neglect this term. With only
the bubble diagram remaining, and using Eq. (12), we see that the RPA consists of the following
subset of 2-particle diagrams

︸ ︷︷ ︸
χRPA

= ︸ ︷︷ ︸
χ0

+ ︸ ︷︷ ︸
χ0(−V )χ0

+ ︸ ︷︷ ︸
O(V 2)

+ · · · (23)

where the minus sign in front of V comes from the corresponding Feynman rule: one minus
sign per power of the interaction. In turn, the screened interaction can be represented as

︸ ︷︷ ︸
−W

= ︸ ︷︷ ︸
−V

+ ︸ ︷︷ ︸
(−V )χ0(−V )

+ ︸ ︷︷ ︸
(−V )(χ0(−V ))2

+ · · · (24)

This (two-particle) series is similar to the (one-particle) Dyson equation for the one-particle
Green function

= + Σ · (25)
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Indeed, in complete analogy, we can visualize Eq. (11) by

︸ ︷︷ ︸
−W

= ︸ ︷︷ ︸
−V

+ ︸ ︷︷ ︸
−V χ0(−W )

(26)

which is a so-called Bethe-Salpeter-equation (BSE), namely the one in the “particle-hole chan-
nel”: Among the lines connecting V and W one points to the right and one to the left, corre-
sponding to a particle propagating in time from 0 to τ and one propagating backwards in time,
which we can alternatively identify as a hole propagating forward (cf. Eq. (22)).
The RPA is an approximation in that it contains only a subset of all possible two-particle dia-
grams. The general expression of the screened interaction, containing more or all diagrams, can
be visualized by P where P is a place-holder for all possible, so-called polariza-
tion diagrams3

P = ︸ ︷︷ ︸
RPA

+ +︸ ︷︷ ︸
renormalized
propagators

⇒

+ ︸ ︷︷ ︸
vertex

correction

(27)

+
��������

+ . . .

First, we note that the polarization only contains diagrams that are “V-irreducible”. Indeed,
diagrams that can be disconnected into two parts by cutting an interaction line (see, e.g., the
stricken-out diagram above) are recursively generated in the BSE, Eq. (26), and have thus to be
excluded in the polarization. This is in complete analogy to the irreducibility of the self-energy
in terms of the propagator. There, the recursion in the Dyson equation generates diagrams
that can be separated into two parts when cutting a Green function line. Second, the RPA is
the lowest order approximation of the V -irreducible polarization. Higher order terms can be
classified into two categories

1. Diagrams where individual Green function lines are dressed with self-energy insertions.
These terms can be accounted for in so-called “bold” theories, where the free propagators
G0 (single line) are replaced with interacting Green functions (double line), see Eq. (27).

2. More complicated diagrams in which interactions couple different propagators. These
terms are called “vertex corrections”.

The RPA is non-perturbative in the sense that in the susceptibility, terms to all order in the
interaction are generated (by virtue of the geometric series we do not have to compute them
one-by-one). Still, as is evident from the above diagrams, there are contributions, again, at all
orders, that are not included in the RPA. Therefore, the RPA is in practice still an approach best
suited for weak coupling.

3In the cRPA and GW literature, instead of the charge-charge susceptibility χ, an object called the polarization
P = −χ is used.
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2.3 RPA for the electron-gas
2.3.1 Evaluation of χ0

The evaluation of χ0 is elementary in the Matsubara formalism

χ0(q, iνn) = −2
∑
k

∑
iωm

1

β
G0

k+q(iωm+iνn)G
0
k(iωm) (28)

= − 2

β

∑
k

∑
iωm

1

iωm + iνn − εk+q

1

iωm − εk
(29)

= −2
∑
k

1

2πi

∮
dz

f(z)

(z + iνn − εk+q)(z − εk)
(30)

= −2
∑
k

f(εk)− f(εk+q)

iνn − (εk+q−εk)
, (31)

where we used νn = 2nπ
β
→ eiβνn = 1 ⇒ f(εk+q−iν) = f(εk+q).Analytical continuation to

real frequencies iν → ω+i0+ leads to the (retarded) Lindhard function

χ0(q, ω) = 2
∑
k

f(εk+q)− f(εk)
ω − (εk+q−εk) + i0+

. (32)

Quite generally, poles in propagators G or linear response susceptibilities χ describe eigen-
modes of the system. Here, Reχ0(q, ω) diverges for ω = εk+q−εk > 0 if εk is an occupied and
εk+q an empty state, as dictated by the Fermi functions. One speaks of particle-hole excitations.
These are illustrated in Fig. 2.
Had we allowed for the presence of multiple bands, n, we would have obtained a slightly more
complicated Lindhard function of the form

χ0(q, ω) = 2
∑
knn′

Ξnn′(k,q)
f(εk+qn′)− f(εkn)

ω − (εk+qn′−εkn) + i0+
(33)

where
Ξnn′(k,q) =

∫
d3r

∫
!d3r′ e−iq(r−r

′)ϕ∗kn(r)ϕk+qn′(r)ϕ∗k+qn′(r′)ϕkn(r
′) (34)

with the eigenfunctions ϕkn(r) = 〈r|kn〉.

k

E−µ

εk+q

εk

q

ω

Fig. 2: Particle-hole excitations. For an occupied state at εk and an unoccupied state at εk+q,
the Lindhard function will have a pole for the indicated frequency ω > 0 and momentum q.
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2.4 Excitations encoded in χRPA

What are the excitations encoded in the RPA susceptibility? For this, we perform in Fig. 3 a
graphical analysis of

χRPA(q, ω) =
χ0(q, ω)

1 + V (q)χ0(q, ω)
. (35)

at fixed momentum q. The (real-part of the) RPA susceptibility diverges when the denominator
cancels, i.e., V (q)χ0(q, 0) = −1. First, we see that the poles of χ0 translate into poles of χRPA.
While individual poles are shifted, a dense continuum emerges in the thermodynamic limit
that is shared between χ0 and χRPA. This particle-hole continuum is confined by the possible
values of εk+q−εk: The one-particle spectrum available determines the energy/frequency range
of these eigenmodes. The crucial observation now is that the 1/ω decay in ReχRPA causes an
additional pole at ω = ωp above the one-particle continuum, whose existence hinges on the
presence of the interaction V. This mode is called the plasmon. It corresponds to a quantum of
collective plasma oscillations.
Classically, plasma oscillation can be understood as follows from electrodynamics: Consider a
positively charged rigid and periodic ionic background, populated by negatively charged elec-
trons. When electrons are displaced with respect to the ions, the Coulomb force tries to re-
store their equilibrium positions, acting as a “spring” causing the electrons to oscillate. As-
suming an oscillating charge density ρ(ω) = ρ0 exp(−iωt), the continuity equation becomes
∇ · j = −∂ρ/∂t = iωρ(ω). Combining with Ohm’s law j(ω) = σ(ω)E(ω) and Gauss’ law
∇·E(ω) = ρ(ω)/ε0, one finds iωρ(ω) = σ(ω)ρ(ω)/ε0. For this equation to hold for an arbitrary
ρ(ω) requires ε(ω) ≡ 1 + iσ(ω)/ε0ω

!
= 0. According to Eq. (9), this is the same as demanding

1 + V (q)χ0(q, ω) = 0, which precisely holds for ω = ωp, the plasmon! Above ωp, absorption
can no longer take place, and the system is transparent at those frequencies.

' 1

ω

∃k,q : ω = εk+q−εk > 0

−1

ωp
ω

Re (V (q)χ0(q, ω))

Fig. 3: Eigenmodes encoded in the RPA susceptibility: The particle-hole continuum arising
from accessible differences of one-particle energies, 0 < ω = εk+q−εk < ωp and the plasmon
excitation in the electron gas.
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2.5 Properties of the plasmon

Consider χ(q, ω) in the limit q→ 0 at finite ω

Reχ0(q, ω) = −2
∑
k

f(εk)− f(εk+q)

ω − (εk+q−εk)
(36)

= −2
∑
k

(
f(εk)

ω − (εk+q−εk)
− f(

εk︷︸︸︷
ε−k )

ω − (ε−k−ε−k−q)

)
(37)

= −4
∑
k

f(εk)
(εk+q − εk)

ω2 − (εk+q−εk)2
(38)

q→0
= − 2

mω2

∫
d3k

(2π)3
f(εk)

(
2 |k| |q| cos θ︸ ︷︷ ︸

=0 (angular integration)

+q2 + · · ·
)

(39)

= − nq
2

mω2
, (40)

where we made the replacement k+q → −k in the second term of Eq. (37), used the (even)
symmetry of the dispersion εk = ~2k2/2m = ε−k,4 and n = 2

∫
d3k
(2π)3

f(εk) is the number
density of electrons. Neglecting ImχRPA in Eq. (10), this leads to

χRPA(q→ 0, ω) =
−nq2/(mω2)

1− V (q)nq2/(mω2)
= − nq2/m

ω2 − ω2
p

(41)

where, using the Coulomb interaction, V (q) = e2/(ε0q
2), we defined the plasma frequency

ωp =

√
ne2

ε0m
> 0. (42)

This limiting form of the RPA susceptibility clearly exposes the plasmon as an extra mode in
the system. Typically, ωp = O(10 eV). For example, in solid sodium, ωp ≈ 6 eV [9].
Crucially, we note that the finite excitation energy for q → 0 is intimately linked to the long-
range nature of the Coulomb interaction (associated with the singularity of V (q) at vanishing
momentum). If the electrons were to interact via a short-range Yukawa interaction, e2

ε0
1

q2+q2TF

(with finite qTF; see (46) below), (41) would yield a vanishing plasma frequency and a phe-
nomenon known as “zero sound” emerges.5

4In the one-orbital case, εk = ε−k also holds (by virtue of Bloch’s theorem) for dispersions on a lattice. For
multi-orbital Hamiltonians, instead, inversion symmetry is required.

5The RPA procedure described here is very general. Applying the RPA formalism, e.g., to the spin-flip sus-
ceptibility of a ferromagnet, one finds a collective spin-excitation called the magnon, whose energy vanishes for
q → 0. In this case, the collective excitation is a so-called Goldstone mode: It is associated with the remaining
all-up-or-all-down spin-flip freedom of the spontaneously broken spin-symmetry of the ferromagnetic state. Refer-
ring to the relativistic energy-momentum relation, E =

√
(pc)2 + (m0c2)2, zero sound and the magnon are called

“massless” excitations (m0 = 0 ⇒ E ∝ |p| → 0 (p → 0)), while the plasmon of the electron gas is a “massive”
excitation.
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1-particle continuum
(from poles of χ0)
Imχ0 finite → finite
lifetimes

plasmon (additional
pole in χRPA) finite
dispersion for q > 0

1

ωp

ωp(q)

q/2kF

E

Fig. 4: Excitation spectrum of the electron gas (in dimensions d > 1) within RPA. The shaded
region delimits the particle-hole transitions between one-particle states, as already encoded
in the free susceptibility. At small momentum q, there is an additional, collective mode: the
plasmon. This excitation is a many-body effect. In fact, its existence requires the Coulomb
repulsion between electrons.

2.6 The excitation spectrum of the electron-gas within RPA

To put the collective plasmon mode into context to the particle-hole excitations described pre-
viously, we characterize their energy range. Transitions between one-particle states occur for
poles in Reχ0, i.e., for frequencies

ω = εk+q − εk =
~q2

2m
+

~
m
|k| |q| cos θ. (43)

When we are in two or more dimensions, this yields a particle-hole continuum delimited by

max(0,
~2q2

2m
− ~2kF

m
q) ≤ ω ≤ ~2q2

2m
+

~2kF
m

q. (44)

This range is visualized as a function of momentum q as the shaded region in Fig. 4. In particu-
lar, in the limit q → 0, the particle-hole continuum vanishes (linearly). Consequently, for small
momenta q, the “gapped” plasmon excitation lies far above the one-particle continuum.

2.7 Static screening (ω=0) in the long wavelength limit (q→0)

We return to the motivation of these notes and study, how the response screens the Coulomb
interaction within RPA. First, we specialize the Lindhard function to the static case (ω=0) in
the long wavelength limit (q→0). There,

Reχ0(q, ω=0) = −2
∑
k

f(εk)− f(εk+q)

−(εk+q−εk)
q→0
= 2

∑
k

(
−∂f(εk)

∂εk

)
T=0
= N(0) (45)
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where we further assumed low temperatures and N(0) is the value of the non-interacting sys-
tem’s density of states, N(ε) =

∑
kσ δ(ε−εk), at the Fermi level. From this follows

W (|q|�1, ω=0) =
V (q)

1 + V (q)χ0(q, ω = 0)
=

e2

ε0q2

1 + e2

ε0q22N(0)
=
e2

ε0

1

q2 + q2TF

, (46)

where qTF =
√

e2

ε0
N(0) is the (inverse) Thomas-Fermi screening length. Fourier transforming

this interaction to three-dimensional real-space, while assuming W (|q � 1, ω=0) to be valid
for all q, leads to the Yukawa potential

W (r) =
e2

ε0r
e−qTF|r|. (47)

While the above derivation is approximate, this result provides important insights: In the pres-
ence of many particles interacting via the fundamental Coulomb force, the repulsion actually
“felt” by the charge carriers is screened. Instead of a large and algebraically decaying interac-
tion, V (r)∝1/r, the effective inter-electronic repulsion is reduced in magnitude and it becomes
far more short-ranged. Note, in the present case of the electron gas, screening only occurs if
the system is metallic (N(0)>0). Instead, in a solid, there are many bands or orbitals, both
occupied and empty that contribute to χ0, via inter-band transitions, see Eq. (33). Thus, while
less efficient, screening also occurs in insulators.

The Yukawa form of the interaction can loosely be taken as a motivation of the Hubbard model.
In its Hamiltonian the electron-electron interaction is assumed to be short-ranged to the extent
that it is local.6 Specifically, the Hubbard interaction takes the form Uni↑ni↓ with niσ = c†iσciσ:
Only when electrons sit on the same lattice or atomic site i do they experience a repulsion U.
The spin-structure of the interaction term is dictated by the Pauli principle because, in the ab-
sence of other quantum numbers (e.g., an orbital index), two electrons of the same spin cannot
be present on the same site (at the same time).

2.8 The use of screened interactions: TheGW approach

In Section 3 we will discuss how RPA-based techniques can be used to set up effective low-
energy models from first principles. These models are typically cast into the form of a multi-
orbital Hubbard Hamiltonian which is then solved with sophisticated many-body methods.
However, there is great merit in directly using screened interactions W, of the kind that we
just discussed. A popular and, at least formally, rather simple technique based on the screened
interaction W is the GW approximation [10, 11]. Here, we will only provide two cartoon ap-
plications of this approach that will help us later to illustrate deficiencies in typical workflows
for simulating correlated materials.

6It should be stressed that the Hubbard model is a lattice model. Hence, locality is to be understood in the sense
of a Wannier orbital χR(r) = 〈r|R〉, i.e., as pertaining to a region in space surrounding a discrete position of an
atomic site or unit-cell R, instead of the point locality δ(r−r′) in the continuum description of the electron gas.
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As mentioned in the introduction, we cannot solve the full Hamiltonian that describes the solid
we are interested in. One way to approximately simulate the system is the use of perturbation
theory: We identify a parameter in the system, which, when set to zero, allows for a full solution
of the problem. Then we perform a perturbative expansion in said parameter. At infinite order,
we would describe the original problem exactly. The hope is, however, that if the parameter is
small, a low-order expansion is sufficiently accurate.
Most frequently the interaction is considered as the perturbation to the exactly solvable non-
interacting system. But which interaction to we perform our expansion in? The usual choice
is the bare Coulomb interaction V. In that case, first-order perturbation theory amounts to the
Hartree-Fock approximation. We could, however, make an expansion in terms of a screened
interaction W. At infinite order, both expansions should yield identical results, but evaluations
at finite order will differ. The argument for an expansion inW is, at least intuitively, straightfor-
ward: Screening reduces the interaction. The quantity we are expanding in is therefore a smaller
parameter than the bare interaction—suggesting that a lower order in the expansion is sufficient
than would be needed for the much larger bare interaction. Also, the RPA screening contains
Feynman diagrams to all orders in the bare interaction, meaning that already a first-order ex-
pansion in W creates an infinite number of self-energy diagram. This first-order expansion is
called the GW approximation. Diagrammatically, the GW self-energy is

ΣGW
σ (k, iωn) = = − 1

β

∑
iωn′ ,k

′

G0(k′, iωn′)W (k−k′, iωn−iωn′)︸ ︷︷ ︸
hence the name ”GW ”

(48)

= + + + . . . (49)

We will now evaluate this GW diagram for two illustrative cases. Instead of computing the
screened interaction, we will motivate typical forms of W for solid-state systems.

2.8.1 The non-local exchange self-energy

Let us first apply the GW approximation for the static, short-ranged (but still non-local!)
Yukawa interaction from (46): W (q) = e2

ε0
1

q2+q2TF
. For the sake of simplicity, we restrict

the evaluation to one spatial dimension, set T=0, and assume a free-electron dispersion εk =

(~k)2/(2m) filled to the Fermi vector kF . Then, an evaluation of the GW diagram is elemen-
tary, and yields

Σ(k) = (−1)1(−1)0
∑
q

1

β

∑
n′

G0(k−q, iωn′)W (q) (50)

= −
∑
q

f(εk−q)W (q) = −
∑
k′

f(εk′)︸ ︷︷ ︸
T=0
= θ(εkF−εk′ )

W (k−k′) (51)

= −e
2

ε0

∫ kF

0

dk′
1

(k−k′)2 + q2TF

=
e2

ε0qTF

(
arctan

(k−kF
qTF

)
− arctan

( k

qTF

))
. (52)
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1 2

1

0

−1

k/kF

∆E(k) =
(
Σ(k)−Σ(kF )

)
ε0/e

2

qTF/kF = 1.5
qTF/kF = 1.0
qTF/kF = 0.7

Fig. 5: Momentum-dependence of the (toy-model’s) exchange self-energy. Considering the
renormalized energies, εk → εk+Σ(k), occupied states (k < kF ) are pushed down relatively to
empty states (k > kF ), increasing the bandwidth or band-gap. Note: To conserve the particle
number, the chemical potential has to adapt, e.g., in a coherent metal at T=0: µ→ µ+Σ(kF ),
which, here, we chose at the origin of energies.

This self-energy, plotted in Figure 5, modifies the bare excitations εk in a way that is very
different for occupied (k/kF < 1) and for empty (k/kF > 1) states. Indeed, in an effective
dispersion, εk → εk+∆E(k), with ∆E(k) = Σ(k)−Σ(kF ), the former are pushed down, the
latter are pushed upwards. Note that we added a chemical potential shiftΣ(kF ) to∆E to assure
conservation of particles (at T=0). This pulling away of states from the Fermi level enhances
the bandwidth in a metal or the band-gap in a semiconductor.
This simplistic example highlights a crucial merit of the GW approximation, namely the non-
local exchange contribution to the self-energy. Most notably, band gaps in semiconductors, such
as Si or GaAs come out far too small in density-functional-based electronic structure methods.
Through the mechanism illustrated here, the numerically more expensive GW approximation
instead yields significantly larger and more accurate values for band gaps. This increase in
kinetic energy (or band-gap) renders the system less correlated.

2.8.2 Self-energy from a dynamically screened interactionW

Screening is a dynamical process. Hence, the Lindhard function for χ0, Eq. (32), the RPA
susceptibility χ, Eq. (10), and the screened interaction W, Eq. (11), typically have a notable
frequency dependence. A phenomenological form for the RPA screened interaction is7

W (ω) = V + (V−U) ωp
2

(
1

ω−ωp + i0+
− 1

ω+ωp + i0+

)
= V +Wc(ω) (53)

7Note that the given W (ω) is the time-ordered version of the interaction, with which we could build Feynman
diagrams with real frequencies. The relation to the retarded interaction W ret(ω) is ReW ret(ω) = ReW (ω) and
ImW ret(ω) = sgn(ω) ImW (ω).
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W (ω=0) = U
screened interaction
∼ O(3–5 eV)

plasmon pole
ωp ∼ 10 eV

W (ω→∞) = V ∼
O(15 eV) above ωp
electrons cannot fol-
low oscillations →
medium ’transparent’

ReW

ReW (iν)

ImWωp

U

V

ω > 0

W

Fig. 6: Phenomenological form of the frequency dependence of the RPA-screened interaction
W (ω) on the real-axis. Also shown is the Matsubara counterpart W (iν) which is purely real.

that is illustrated in Figure 6: At large frequencies, screening is ineffective and the screened
interaction approaches the bare Coulomb repulsion, ReW (ω→∞) → V. This can be under-
stood from the electrodynamics point of view, already alluded to in Section 2.4: For frequen-
cies above the plasma frequency ωp, the system’s electrons can no longer keep up with the fast
pace of charge perturbations. The charges thus cease to mitigate the perturbation and the sys-
tem becomes transparent. At the plasma frequency ωp, which is a resonance (of the collective
eigenmode) of the system, the interaction has a pole. Below ωp, ReW (ω) is smaller than V and
approaches a value U < V in the static limit, as motivated by Thomas-Fermi theory above.

Comparing to the general form of the screened interaction in the RPA, Eq. (11), the expression
above only accounts for the collective plasmon pole, not the electron-hole continuum arising
from the Lindhard function. As such, it corresponds essentially to the q → 0 limit for the
electron gas discussed in Section 2.5. Further, in the case of a multi-band systems, inter-band
transitions are neglected. Despite this limitation, Eq. (53) encodes well the overall shape of a
screened interaction as computed from first principles, cf. Figures 6 and 9.
On the Matsubara axis, the dynamical part Wc(ω) of the interaction reads

W (iν) =

∫
dω
− 1
π
ImW (ω)

iν−ω
= g2

(
1

iν−ωp
− 1

iν+ωp

)
(54)

with g2 = (V−U)ωp/2.

Evaluation of theGW self-energy. Forgoing any complications of momentum-dependencies,
let us assume a simplistic non-interacting electronic structure of a single level

H0 = ε
∑
σ

c†σcσ . (55)
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Now, we have all the ingredients necessary to evaluate the GW diagram. We limit the calcula-
tion to the dynamical part of the interaction Wc(ω). Note also that, despite the name GW, the
propagator in the diagram is the one of the non-interacting system, G0(iωn).

Σ(iωn) = −
1

β

∑
n′

G0(iωn′)Wc(iωn − iωn′) (56)

= −g2 1

2πi

∮
dz
f(z)

z − ε

(
1

iωn − z − ωp
− 1

iωn − z + ωp

)
(57)

= −g2
(
f(ε)−

−nB(−ωp)≈1︷ ︸︸ ︷
f(−ωp+iωn)

iωn − ε− ωp
− f(ε) +

−nB(+ωp)≈0︷ ︸︸ ︷
f(ωp+iωn)

iωn − ε+ ωp

)
(58)

= −g2
(

f(ε)− 1

iωn − ε− ωp
− f(ε)

iωn − ε+ ωp

)
. (59)

Where we assumed ωp � kBT. Let us further consider ε � −1/β, i.e., we require the state ε
to be occupied, f(ε) = 1. Then the self-energy simplifies to

Σ(iω) = g2
1

iω − ε+ ωp

iω→ω+i0+−→ Σ(ω) = g2
1

ω − ε+ ωp + i0+
(60)

From this self-energy, we can obtain the excitation energies from the poles in the interacting
Green function, G(ω) = [ω−ε−Σ(ω)]−1, i.e.,

ω − ε− ReΣ(ω)
!
= 0⇔ ω − ε− g2

ω − ε+ ωp
= 0 (61)

→ ω± = ε− ωp
2
± ωp

2

√
1 +

(
2g

ωp

)2

=

{
ε + g2/ωp
ε− ωp − g2/ωp

+O(g4) (62)

Hence, there are two peaks in the GW spectral function: ω+ corresponds to the quasi-particle
peak that shifts from its original position ε < 0 towards the Fermi level. In a solid with dis-
persive bands, this would correspond to a bandwidth narrowing. The other pole, ω−, which for
g � ωp is at a distance of ωp below the quasi-particle peak is the signature of the plasmon
excitation encoded in W (ω).
The screened interaction thus causes a transfer of spectral weight from the quasi-particle peak
to a plasmon satellite. We can estimate the transferred weight from the self-energy, akin to what
is done in Fermi liquid theory. Indeed, assuming a form Σ(ω) = Σ(ω=0)+ (1− 1

Z
)ω+O(ω2)

leads to a Green function G(ω) = 1
ω−ε−Σ(ω)

= Z
ω−Z(ε+Σ(0))

+Ginc(ω), where we have separated
out incoherent contributions from higher energies intoGinc. Obtaining the quasi-particle weight
Z from the derivative of the GW self-energy, we find8

Z =

(
1− ∂ ReΣ

∂ω

)−1
ω=ε

=

(
1 +

g2

(ωp−ε)2

)−1
< 1 (63)

8Alternatively, we could linearize around the bare level ε or the pole ω+ instead of the Fermi level.
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We see that spectral weight transfers, of magnitude 1−Z, to the plasmon satellite that reduce
the quasi-particle weight are large for states close to the Fermi level (small |ε|; ε < 0), large
plasma frequency (ωp; because g2 = (V−U)ωp/2), and large screening effects (large V−U ).9

The above two models illustrate the principal merits of the GW approximation:

1. the inclusion of momentum-dependent exchange contributions (that widen bandwidths)
arising from non-local interactions

2. dynamical contributions (that cause bandwidth narrowing and satellite spectral features)
originating from dynamical/retarded screening effects linked to the physics of plasmons.

3 The constrained RPA (cRPA)

For simulations of strongly correlated materials methodologies based on density-functional the-
ory or theGW approximation are often insufficient. For example, the Mott transition and Kondo
physics involve orbitals, typically from 3d and 4f shells, whose radial extent is small enough
to reduce bandwidths to an extent that makes them comparable to the energy scale set by the
Coulomb interaction. Then, interactions are no longer a perturbation to the almost-free electron
picture and more sophisticated techniques have to be used. However, correlation effects are pro-
nounced only for partially-filled orbitals that live close to the Fermi level. Further, higher-level
many-body techniques commonly have an unfavorable scaling with the number of orbitals they
can handle. Physics and methodological limitations thus suggest the use of effective setups that
focus on a limited number of low-energy excitations. Identifying (or assuming) strong local
interactions as dominating the physics allows for a further reduction of complexity, and, more
often than not, the material problem is cast into the form of a multi-orbital Hubbard model. It
is the workflow for this setting that we will describe in the following.

The overall goal is to devise a low-energy, few-orbital Hamiltonian that, when solved exactly,
yields the same result for the degrees of freedom it contains as the exact solution of the initial
full Hamiltonian of the solid [13]. Needless to say that exact solutions of neither the full nor
the effective system are actually obtainable. The motivation is that for the model with less
degrees of freedom, one could afford applying a more accurate methodology than would be
possible for the initial Hamiltonian. A procedure that has become common practice is to seek
the one-particle part of the desired low-energy Hamiltonian and its interaction terms separately.

9Clearly, the GW approximation is not exact. Thus, the question arises of how reliable it is. Incidentally, the
electron-boson model, consisting of a spin-less level ε with the interaction W (ω) given, is exactly solvable [12].
The gist is that GW does well for the quasi-particle peak, ωexact

+ = ε + g2/ωp and Zexact = e−(g/ωp)
2

=
1− g2/ω2

p + g4/(2ω4
p) + . . ., while the exact solution has infinitely many (instead of just one) plasmon satellites

at ωexact
n = ε+ g2/ωp − n× ωp.
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Fig. 7: Band-structure of SrVO3. DFT results (black) are overlaid with the bands of the max-
imally localized Wannier Hamiltonian for the vanadium t2g orbitals (red). The Fermi level
corresponds to the origin of energy.

3.1 The one-particle part of the effective low-energy Hamiltonian

The starting point is a one-particle band-structure, e.g., obtained from density-functional theory-
based approaches,10 like the one shown in Figure 7 for the transition-metal oxide SrVO3 or the
sketch in Figure 8. We then identify a subset of bands (or an energy range) around the Fermi
level that we believe to host the physics we wish to describe (e.g., the bands marked in red).
We now interpret the dispersions of this target low-energy subspace as the one-particle ingre-
dient to the interacting Hamiltonian that we seek. The assumption here is that DFT does not
at all account for the physics that is to emerge from the interactions that we will supplement
the dispersions with. Since the Kohn-Sham spectrum is a set of one-particle dispersions, the
system’s action is Gaussian and all undesired states can be integrated out. This procedure leads
to a dynamical (or retarded) effective action for the small number of chosen states. A (static)
Hamiltonian whose spectrum reproduces these low-energy dispersions can still be constructed
through a linearization of this effective action, using or expanding on the idea of Löwdin down-
folding [14]. A more elegant alternative is the use of (maximally localized) Wannier func-
tions [15]. These functions, 〈r|RL〉 = ϕRL(r), localized in a unit-cell R at the position of the
atom hosting orbital L, are constructed from a subset of Bloch (or Kohn-Sham) states, ψkn(r)

via a unitary transformation

ϕRL(r) =
V

2π

∫
BZ

d3k e−ikR
∑
n

U
(k)
nL ψkn(r). (64)

Essentially, Wannier orbitals are Fourier transforms of the Bloch eigenfunctions. However,
(gauge) freedom allows for a unitary mixing instead of a mere 1-band (n) to 1-orbital (L)
correspondence.11 In maximally localized Wannier functions, this unitary ambiguity is used

10Although we remember that there is no actual justification for interpreting the auxiliary Kohn-Sham spectrum
as the excitation energies of our system, empirically this works rather well.

11Complications may arise if the eliminated “high-energy” bands overlap or cross the low-energy sector. How-
ever, also for these situation a disentangling is possible, for details see Ref. [15].
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to localize the Wannier function through minimization of the radial extent

Ω =
∑
L

(
〈RL| R̂2 |RL〉 −

∣∣〈RL| R̂ |RL〉∣∣2) , (65)

where R̂ is the position operator. The Wannier orbitals are then used to construct the low-energy
Hamiltonian, e.g., in real-space

H0
LL′(R)=

∑
kn

εkn 〈0L|ϕkn〉 〈ϕkn|RL′〉=
∑
k

e−ikR
(
U (k)† diag(· · · εkn · · · )U (k)

)
LL′

(66)

As an example, we will discuss the transition-metal oxide SrVO3. Strontium vanadate is a
perfectly cubic perovskite in which Sr atoms sit at the corners of the cube, the V atom in the
center and the O atoms at the face centers. The vanadium atom is thus surrounded by an oxygen
octahedron, which causes a crystal-field that splits the V-3d states into a low-lying t2g triplet and
a higher eg doublet. With a nominal oxidation state of V4+, the t2g states are nominally filled
with one electron. This partial filling places the t2g states directly at the Fermi level, as can be
seen in the DFT band-structure depicted in Figure 7. In the following, we shall be interested in
constructing a low-energy model that solely comprises said t2g states. If we were interested in
the material’s optical properties, say in the visual range, O(1.6–3.3 eV), a setup that includes,
at least, the O-2p states and the V-eg would be advisable.
Performing a Wannier projection onto the t2g states provides us with the one-particle Hamil-
tonian, H0

LL′(k) =
∑

k exp(ikR)H0
LL′(R). Its eigenvalues trace the dispersion of the three

t2g-derived bands, as indicated by the red lines in Figure 7.

3.2 Interactions in the effective low-energy model

To compute the interacting part of the effective Hamiltonian, we need to account for the screen-
ing of all the states that we have eliminated. However, we do not want the fully screened
interaction W that we have talked about before. We are seeking the bare interaction U of the
effective Hamiltonian that describes the low-energy subspace. Indeed, maybe we want to per-
form perturbation theory in U or compute susceptibilities with beyond-RPA methods. So, the
idea is to constrain the contributions to screening by eliminating all particle-hole transitions
that occur within the target subspace, as detailed in (the caption of) Figure 8. This idea was
pioneered by Ferdi Aryasetiawan et al. in Ref. [2]12 and is nowadays known as the constrained
random phase approximation (cRPA).
One thus separates the Lindhard function, Eq. (33), according to the start and end points of
the particle-hole transitions into χ0 = χ0,high + χ0,low, where χ0,low contains all transitions that
are confined to the low-energy subspace (red in Figure 8), and χ0,high all others. Then, we can
define the partially screened interaction as

U(q, ω) =
V (q)

1 + V (q)χ0,high(q, ω)
, (67)

12Worth mentioning are the some prequels [16, 17] and the sequel [18].
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Fig. 8: Contributions to the Lindhard function. The RPA employs as building block the free sus-
ceptibility, χ0(q, ω ≥ 0), which sums up all possible transitions between (at T = 0 occupied)
states εn,k and (empty) states εm,k+q. In cRPA, the band-structure is separated into high-energy
(black) and low-energy (red) dispersions: We wish to eliminate the former, while the latter
forms the one-particle ingredient to the effective Hamiltonian that we seek. To obtain an effec-
tive interaction for the low-energy subspace of orbital or bands, we constrain the contributing
transitions to those that occur within the high-energy subspace, as well as transitions between
the high-energy and the low-energy space. Examples for such transitions are indicated by solid
black lines that connect an occupied state (solid circle) with an empty state (open circle). In
other words, contributions to the screening that arise from transitions within the low-energy
space are omitted. An example for such a transition is indicated by the red dotted line.

and it is elementary to show that, when screening further, with χ0,low, we recover the fully
screened W (q, ω) = U(q, ω)/(1 + U(q, ω)χ0,low(q, ω)). To match up the interactions to the
one-particle Hamiltonian, we transform the former into the Wannier basis [19],

VLL′(R) = 〈L0, L′R|V (R̂) |L0, L′R〉 = e2
∫
d3r

∫
d3r′
|ϕL0(r)|2|ϕL′R(r

′)|2

|r− r′|
(68)

ULL′(R, ω) =

∫
d3r

∫
d3r′ |ϕL0(r)|2

(∫
d3q e−iq(r−r

′)U(q, ω)

)
|ϕL′R(r

′)|2 (69)

where, for simplicity, we limited ourselves to density-density type of interactions, ∝ n0LnRL′ .

For SrVO3, Figure 9 displays the resulting local (R=0), intra-orbital (L = L′ ∈ {1, 2, 3}; the
t2g are degenerate) interaction matrix elements in the Wannier basis: the bare interaction V ∈ R,
the partially screened cRPA Hubbard U(ω) and the fully screened RPA W (ω), where the latter
two are complex at finite frequency. Looking at the static (ω = 0) limits, we see that screening
with all electrons reduced the bare Coulomb interaction, V = 16.1 eV, by more than one order
of magnitude, to W (0) = 0.9 eV. The effective interaction for the t2g setup is still sizeable,
U(0) = 3.5 eV. From the inter-orbital matrix elements, we can further extract a Hund’s rule
coupling J(ω=0) = 0.6 eV.
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Fig. 9: Local interactions of the t2g orbitals of SrVO3: the bare Coulomb interaction V (black
dashed line; top panel), the RPA fully screened interaction W (ω) (blue circles; real (imagi-
nary) part in top (bottom) panel); the cRPA partially screened Hubbard interaction U(ω) (red
squares). All interactions refer to the on-site density-density intra-orbital matrix element in the
t2g-derived maximally localized Wannier basis. Increased screening contributions lead to the
hierarchy W (ω=0) < U(ω=0) < V.

The frequency dependence of U and W shares elements with the phenomenological plasmon-
pole interaction shown in Figure 6: On top of a particle-hole background, we see in U(ω)

[W (ω)] one [two] plasmon resonances. The dominant one at ω ≈ 15 eV corresponds to plasma
oscillations that do not involve the V-3d orbitals. This is corroborated by the fact that, electron-
energy loss spectra (EELS: Im ε−1(ω)) of SrTiO3 that nominally has one d-electron less, thus
none at all, find a peak at the same frequency [20]. Instead, the low-energy plasma feature in
W (ω≈2 eV) must derive from oscillations of the t2g charge, as it is absent in U(ω) in which t2g
transitions are omitted.

This concludes our brief description of the setting up of the cRPA-based effective low-energy
model, consisting of the one-particle Hamiltonian H0

LL′(k) and the interaction ULL′(ω).

3.3 Caveats to how cRPA results are typically used

Here, we will not discuss critiques of the cRPA procedure outlined above, of which there are a
few [21–23]. Rather, we will briefly point out deficiencies and skeletons in the closet in the way
cRPA results are commonly used in, say, realistic dynamical mean-field theory (DFT+DMFT)
calculations.
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Dynamical interactions. Typically, DFT+DMFT simulations are performed with static inter-
actions U instead of dynamical U(ω) ones. One might not have access to an ab initio computed
U(ω). Also, impurity solvers that can work with retarded interactions are far less common and
more expensive. A frequent procedure then is to simply use the cRPA interaction in the static
limit U(ω=0), in the case of SrVO3, U(ω=0) = 3.5 eV. However, it turns out that this inter-
action generates a mass enhancement far too small for simulations to match photoemission and
specific-heat measurements. So, in various studies, the “solution” was to ramp up the interac-
tion, in the case of SrVO3, to U = 5.0 eV and mumble something about cRPA overestimating
screening. Then, for SrVO3, the effective mass enhancement, m∗/m = Z−1 ≈ 2, comes out
nicely indeed. Using the fictitiously enhanced U, half of the quasi-particle weight (Z ≈ 1/2) is
transferred to the Hubbard bands (cf. the chapters on DMFT in this book). But is this really the
correct physics? In the GW model calculation in Section 2.8.2, we saw that a dynamical inter-
action (with a plasmon pole) caused a finite Z factor, Eq. (63), with spectral weight transferred
to a plasmon satellite. Instead of artificially inflating the static U, could the plasmon peak or,
generally, the frequency-dependence in U(ω) supply the missing mass-enhancement? Casula et
al. [24], performing DFT+DMFT calculations with the ab initio U(ω) from Figure 9, answered
this in the affirmative: They found the correct mass-enhancement as well has a lower Hubbard
band in better agreement with experiment.

Non-local interactions. So, are DFT+DMFT calculations with U(ω) the ultimate answer?
Reality turns out to be more complicated. While the occupied part of the spectrum (accessi-
ble from photoemission) comes out well for SrVO3 using U(ω), an analysis [25] of the empty
states suggests features are too close to the Fermi level. This time, the model calculation in
Section 2.8.1 comes to the rescue: While screening reduces the range of the bare Coulomb
interaction, the effective interaction experienced by the t2g states is not strictly local (Hubbard-
like). Then, a screened exchange contribution to the self-energy will widen the bandwidth, cf.
Figure 5. With nominally 5/6 of the t2g states being unoccupied, the anticipated increase in
bandwidth will mostly be seen above the Fermi level. This insight is confirmed by GW [26]
and so-called GW+DMFT calculations [27] for SrVO3 [25, 28–33]. GW+DMFT combines
the merits of both, GW (non-local exchange self-energy) and DMFT (dynamical local corre-
lations).13 From this vantage point, a provocative statement suggests itself [25]: The fact that
DFT+DMFT calculations using U(ω=0) quite often do yield good results is owing to an error
cancellation, the joint omission of mass renormalization from a dynamical U(ω) (→ bandwidth
narrowing) and non-local exchange contributions to the self-energy (→ bandwidth widening).

One does not fit all. When applying many-body methods, such as DMFT, to materials, great
care is taken to make the non-interacting part of the Hamiltonian as realistic as possible. Since
correlations typically amplify any sort of polarization, it is indeed important to know whether,

13Note that a frequency-dependent local interaction can also be generated when treating non-local, say,
nearest-neighbor interactions in the context of extended DMFT (EDMFT). For an instructive example using
GW+(E)DMFT, see Ref. [34].
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say, the t2g orbitals in a transition-metal oxide are degenerate (as in metallic SrVO3) or not (as
in Mott-insulating YTiO3) [35, 36]. Besides structural distortions in the bulk, also geometric
constraints like a surface can lift degeneracies. For instance, in ultra-thin films of SrVO3, this
leads to a Mott-insulating state [37, 38] and a rich, orbital-physics driven phase diagram under
doping [39].
The theoretical works cited in the preceding paragraph all used a static Hubbard U in their
DMFT calculations. The additional caveat to mention here is that the same interaction was
applied to all the (t2g) orbitals. This is common practice. However, the Wannier functions,
including their localization (Ω in Eq. (65)), will not be the same. Thus, already the matrix
element of the bare interaction, V in Eq. (68), will differ from orbital to orbital. On top, the
screening will be orbital-dependent as well. These differences in the interactions may enhance
the degeneracy lifting in the non-interacting Hamiltonian. Or they could mitigate it.
The challenging truth is that correlated materials are extremely sensitive to minute details and
trends are difficult to predict without explicit calculations. For instance, the dependence of the
Hubbard U on external pressure or strain is highly-non-universal [40]: In the cuprate Bi2CuO4

pressure decreases U [41], while it goes up when straining La2CuO4 [42]. The fact that we are
able to point this out is actually a sign of the field maturing. With methods such as the cRPA
being available in more and more of the leading electronic structure packages, we are handed
the tools for more realism and, hopefully, more quantitative predictions.
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1 Introduction

For a classical observer the empty space, i.e., the vacuum, is perfectly regular with perfect
translational and rotational symmetry. The vacuum is homogeneous and isotropic. Inserting
particles into the vacuum breaks this perfect symmetry. However, if the particles are arranged
in a regular fashion, there is still some symmetry in the system. For example, in case of perfect
crystals, infinitely large, there is a discrete translational and a point group symmetry. In case of
a single molecule or a cluster of molecules a discrete point group symmetry might be present. In
the fascinating word of quasicrystals, the infinitely large system is not translationally symmetric
but a certain point group symmetry is still present. These systems are regular, predictable
and often exactly tractable in a mathematical description [1]. These regularities have been an
inspiration for artists and architects for centuries around the word.

If there is a regularity in the nature there must be an irregularity as well [2]. Indeed, investigating
systems very often one finds irregularities in the arrangements of atoms or molecules [3]. The
hardest system in the nature, a diamond, is an arrangement of carbon atoms in a cube repeated
infinitely many times in space. The perfect diamond is transparent and colorless insulator. If
some randomly chosen carbons are replaced by nitrogens the diamond becomes a conductor,
and is used in electronics, e.g., in transistors. When randomly substituting boron atoms for
carbons a diamond becomes blueish but randomly deforming the perfect bond structure makes
the crystal reddish. These defects in a diamond are welcome, making the crystal more rare and
more visually intriguing and increase its price on the stock as well.

Irregularities are typically unrepeatable. But are present in most real physical systems. Their
presence changes properties of the systems, sometimes along our intention but sometimes
against it. As theoretical physicists we want to learn how to describe irregular systems mathe-
matically [4].

In this lecture notes we will focus on some narrow aspects of irregular systems, namely on
correlated electron (fermion) systems, and present how to combine the well know dynamical
mean-field theory (DMFT) with mathematical theories tackling randomness. We start with
defining various types of disordered systems on a model level within tight-binding approxima-
tions and discuss mathematical/statistical tools to describe such systems. We introduce systems
with a binary disorder as well as with a continuous disorder. Both represent different situa-
tions in solid state physics. Next we will discuss a combination of the dynamical mean-field
theory with the coherent potential approximation (CPA) for disordered systems. These are
two dynamical mean-field type approximations to finite dimensional systems and are exact in
infinite dimensions. As we will emphasize, both DMFT and CPA treats correlations and dis-
order on equal footing. We present two surprising results concerning the Curie temperature
and the Mott-Hubbard metal-insulator transition (MIT) at fractional filling in the binary alloy
systems. Further we will introduce the Anderson transition, a different kind of MIT triggered
by randomness in the system. The DMFT is extended in such manner that the most probable
realization is taken into account. This is a typical medium theory (TMT) which is combined
with the DMFT, instead of the CPA, and predicts phase diagrams with different metallic and in-
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sulating phases in correlated electron models, such as Hubbard and Falicov-Kimball ones. We
will end with some short discussion of other developments where DMFT is used for disordered
electrons, fermions and bosons, and comment on present approaches toward the many-body
localization.

2 Disordered systems, random variables, averages

2.1 Models of disorder electrons

We shall consider model systems describing electrons moving in irregular crystals. Following
the pioneering work of Anderson [5] we use the standard model, today known as the Anderson
model, represented by a second-quantized Hamiltonian

ĤA =
∑
iσ

εi â
†
iσâiσ +

∑
ijσ

tij â
†
iσâjσ , (1)

where âiσ (â†iσ) is an annihilation (creation) operator of an electron at lattice site Ri, in a one
particle Wannier basis, and with a spin σ = ±1/2 (in units with ~=1). Here the creation and
annihilation operators obey standard anticommutation relations. The first term represents on-
site energies εi and the second one a hopping tij of electrons between different lattice sites. It
is the simplest tight-binding model describing electrons on a lattice. The interaction between
electrons is absent for the moment.
For a perfectly regular uniform lattice system the on-site energies are the same on all lattice sites,
i.e., εi = ε, and the hopping amplitudes tij are the same for the sites with the same distance
‖Ri−Rj‖. For irregular, non-uniform systems the on-site energy may depend on the lattice site.
For example, it can be a random number or it can be different but changed in a regular fashion.
For example, in the presence of a uniform electric field along a one dimensional chain, the on-
site energies are εi = aE0i, where a is a lattice constant and E0 is an electric field intensity. In
the following we are interested in cases where εi are random variables. Typically it is assumed
that the probability distribution function factorizes and the random variables εi are independent

P (ε1, ..., εNL) =

NL∏
i=1

p(εi), (2)

whereNL is the number of lattice sites. In the original Anderson model [5] the hopping part was
assumed to be regular. Nevertheless, one can extend the model by assuming that tij are random
variables drawn from a certain probability distribution function. In the following we assume
that any irregularity and randomness in the system appears due to random on-site energies εi.
The Anderson model (1) does not include any interaction between electrons. The simplest way
to add an interaction is to write a Hubbard like Hamiltonian with the random on-site energies

ĤAH =
∑
iσ

εi n̂iσ +
∑
ijσ

tij â
†
iσâjσ +

∑
i

Ui n̂i↑n̂i↓, (3)
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where n̂iσ = â†iσâiσ is the particle number operator and the projection of the spin is denoted by
↑ (↓) symbols. This Anderson-Hubbard (AH) model describes itinerant electrons on a lattice
and interacting when two fermions with opposite spins are occupying the same lattice site. The
energy penalty Ui > 0 again can be a random variable, although in the Hubbard model and in
the following notes it is assumed to be uniform, the same on all sites, Ui = U.
Another model with interacting fermions is the Falicov-Kimball one, a simplified version of
the Hubbard model with particles with one spin projection immobile. The Anderson-Falicov-
Kimball (AFK) Hamiltonian reads

ĤAFK =
∑
i

εi n̂i +
∑
ijσ

tij ê
†
i êj +

∑
i

Ui n̂if̂
†
i f̂i + εf

∑
i

f̂ †i f̂i, (4)

where n̂i = ê†i êi is the particle number operator for itinerant spinless fermions and f̂i (f̂ †i ) are
annihilation (creation) fermion operators for immobile particles with on-site energy εf .

2.2 Average over disorder, most probable value

Imagine a system, described by one of the above Hamiltonian, with given and fixed on-site ener-
gies {εi}i=1,...,NL . If we solve it exactly we can get information, for example, on thermodynam-
ics of the system. The grand-canonical partition function Ξ(T,NL, µ; {εi}) = Tre−β(Ĥ−µN̂),
where µ is the chemical potential, β = 1/kBT is the inverse of temperature and kB is the
Boltzmann constant, will depend on particular realization of the on-site energies {εi}. The
grand-canonical thermodynamic potentialΩ(T,NL, µ; {εi}) = −kBT lnΞ(T,NL, µ; {εi}) and
all other thermodynamic functions will be system dependent as well.
To overcome this difficulty, and to get some reliable information about the considered system
we take a statistical average over {εi}. In most situations it is the arithmetic average, i.e., for
an observable O({εi}) we determine

〈
O({εi})

〉
=

∫ NL∏
i=1

O({εi}) p(εi) dεi (5)

according to the central limit theorem [6], for infinitely many (NL →∞), independent random
variables {εi}. It is a well founded approach for systems which are self-averaging. It means
that the sample-to-sample fluctuations

∆NL(O) =
〈O2〉 − 〈O〉2

〈O〉2
(6)

vanish when NL →∞.
In taking an average there are two possibilities, one can take the average of the grand-canonical
partition function

〈
Ξ(T,NL, µ; {εi})

〉
. This situation is called an annealed disorder. An-

other option is to average a physical quantity, like the grand-canonical thermodynamic potential〈
Ω(T,NL, µ; {εi}

〉
. This case is named a quenched disorder [7]. Unless it is specified other-

wise, we will consider here only a quenched type of the disorder.
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In nature most systems are self-averaging. Then the ergodic hypothesis is valid and we can
use a standard statistical mechanics and arithmetic averaging over the disorder to study such
systems in equilibrium. The early work of Anderson [5] put attention to non-ergodic systems,
where the concept of statistical averaging does not hold. Anderson described the situation,
where in a disordered system the one-particle wave function is localized in a finite subspace
of the system. Then, in the dynamical unitary evolution, the quantum system cannot penetrate
the whole phase space and cannot probe all possible disorder realizations. Such a system is
named an Anderson insulator. The ergodic hypothesis cannot be applied and sample-to-sample
fluctuations are finite even in the thermodynamic limit. To describe mathematically such non-
self-averaging systems we need to focus on the most probable values of observables studied on
them. This is a typical behavior of the system and the one expected to occur in practice.
The prediction of the most probable behavior is difficult. It requires the whole histogram or the
whole probability distribution function for a give observable. It requires to solve the Hamilto-
nian for very many realization of the disorder. For noninteracting models it is demanding but
possible, e.g. [8]. For interacting models in large systems it is challenging even today to get
good statistics.
Therefore we take a different approach and use a different way of statistical averaging over
disorder. We will use a geometric average which belongs to generalized means in the probability
theory.

2.3 Generalized mean

Consider a single random variable y and a function f = f(y), which is invertible, i.e., f−1(y)
exists. The generalized f -mean (average) is defined as〈

y
〉
f
= f−1

(
〈f(y)〉

)
, (7)

where the average inside is the arithmetic average
〈
f(y)

〉
=
∫
dy f(y) p(y) with the probability

distribution function p(y) [9]. The f -mean satisfies the usual axioms, required to hold for any
useful mean in mathematics [9]. In particular, if we select f(y) = ln y, such an f -mean is the
geometric mean or geometric average, i.e.

〈y〉ln = e〈ln y〉. (8)

The popular average in mathematics is the Hölder mean, where f(y) = yp and p is a number.
This Hölder, or p-mean

〈y〉p =
[∫

dy yp p(y)

] 1
p

(9)

is parametrized by a single number p. Like the arithmetic mean, the Hölder mean is a homoge-
neous function of y and has a block property, i.e., 〈xy〉p = 〈x〉p〈y〉p if x and y are independent
random variables. In particular, if p=−∞ this mean gives the possible minimum of y. Other
choices, p=−1 gives a harmonic mean, p=0 gives the geometric mean, p=1 gives the arithmetic
mean, p=2 gives a quadratic mean, and p=∞ gives the possible maximum of y.
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Which mean gives the best approximation, in particular when the disorder is very strong and
drives the system far from the self-averaging limit, is a matter of investigation. For example,
many biological and social processes are modeled by the log-normal probability distribution
function, for which the geometric average gives the most probable value of the random variable
[10, 11]. The same is also true for conductors in series with random resistances.

3 Real-space dynamical mean-field theory

The coherent potential approximation was formulated in 1960’s [12], and much earlier than the
dynamical mean-field theory, developed in 1990’s [13]. However, there are many similarities in
these two approaches and, in fact, for correlated electrons models with local disorder the CPA
and the DMFT are combined within a singe theoretical approach.
A common denominator between CPA and DMFT is that both are local theories, with local
self-energies, depending only on frequencies, and they are playing the roles of the mean-fields.
Since they are frequency dependent, the name dynamical mean-field comes. Both theories
are comprehensive, thermodynamically consistent and conserving in the Kadanoff-Baym sense
[14]. Finally, both are exact in the infinite dimensional limit, or equivalently, in systems with
infinite number of nearest neighbors on the lattice [15].
The derivation of the DMFT from the high dimensional perspective was discussed in the Jülich
lecture series earlier [16–19] and we do not want to repeat it here. Instead, we offer a straight-
forward presentation how to use the DMFT for lattice systems with inhomogeneous potentials
or random impurities.
The main idea hidden behind the DMFT and the CPA approaches is the mapping of a lattice
system, homogeneous or inhomogeneous, onto a local impurity (site) problem, where the im-
purity (site) is coupled to an effective bath. This bath, like a mean-field, mimics the properties
of the rest of the lattice on average.
We consider the Anderson-Hubbard model (3) now. There are various formulations, but the
most canonical one and useful for our lecture is the approach where the zero-dimensional single
site problem, representing the site i-th, is given by a single-impurity Anderson model (SIAM)
with the Hamiltonian

Ĥ
(i)
SIAM = εi

∑
σ

ĉ†iσ ĉiσ + U ĉ†i↑ĉi↑ ĉ
†
i↓ĉi↓ +

∑
kσ

(
Vkiσ ĉ

†
iσ ĉkσ + V ∗ikσ ĉ

†
kσ ĉiσ

)
+
∑
kσ

ε
(i)
kσ ĉ

†
kσ ĉkσ. (10)

The first two terms, those with the εi and U parameters, are the same as the local terms within
the Anderson-Hubbard model (3). The third term represents a hybridization, i.e., a possibility of
hopping the electron from the effective bath onto the site i-th with the amplitude (hybridization
matrix element) Vkiσ and the reversed process. The last term describes a property of a single
particle bath with a dispersion relation ε(i)kσ. All creation and annihilation operators are fermionic
for spin 1/2 particles and k is a momentum corresponding to a referenced homogeneous lattice.
We note that the SIAM Hamiltonian (10) is defined for each site i of the lattice, where the
energies εi are different in principle. The hybridization Vkiσ and the dispersion relation ε(i)kσ are
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not yet known and need to be derived self-consistently. Note that they are spin σ dependent
when the magnetic systems are considered.
The common quantity that can be derived for the lattice problem (3) and for the SIAM Hamil-
tonian (10) are the diagonal and local Green functions, respectively,

Glatt
ijσ(ω) = −i

∫
dω eiωt

〈
T âiσ(t)â

†
jσ(0)

〉
(11)

and
Gimp
iiσ (ω) = −i

∫
dω eiωt

〈
T ĉiσ(t)ĉ

†
iσ(0)

〉
, (12)

where t is a time and ω is a real frequency [20]. The self-consistency condition requires that
both are the same, i.e.

Glatt
iiσ(ω)

!
= Gimp

iiσ (ω) ≡ Giσ(ω). (13)

The local Green function for the SIAM is given by

Gimp
iiσ (ω) =

1

ω + µ− εi −∆iσ(ω)−Σ imp
iσ (ω)

, (14)

where

∆iσ(ω) =
∑
k

|Vkiσ|2

ω − ε(i)kσ

(15)

is the so called hybridization function andΣiσ(ω) is the self-energy. When U=0 the self-energy
vanishes. Similarly, the diagonal Green function for the lattice problem is given from the real-
space Dyson equation [

Glatt
ijσ(ω)

]
=
[[
Glatt,0
ijσ (ω)

]−1 −Σijσ(ω)
]−1

, (16)

where Glatt,0
ijσ (ω) is the Green function for fermions on the lattice in the absence of interactions,

i.e., U=0, and Σijσ(ω) is the self-energy. Within the DMFT it is assumed, and shown to be
exact in the infinite coordination number limit, that Σijσ(ω) = δijΣ

latt
iσ (ω) is diagonal. For

homogeneous systems, when the Fourier transform is applied, this condition is equivalent to the
statement that the self-energy is momentum independent. The self-consistency condition (13)
now takes the form

Σ latt
iσ (ω)

!
= Σ imp

iσ (ω) ≡ Σiσ(ω). (17)

The set of equations (10)–(17) forms the real-space dynamical mean-field theory (R-DMFT)
[21]. Determining self-consistentlyΣiσ(ω) together with Vki and εik for each lattice site i allows
us to determine all diagonal Green functions Glatt

iiσ(ω) and other single-particle properties for a
many-body lattice system.
The R-DMFT equations, though very general and applicable for homogeneous and for inho-
mogeneous lattices of any type, are difficult to use, in particular if the system size NL is large.
Indeed, if we deal with random inhomogeneities, the R-DMFT equations must be iterated for
many realization of the disorder. It requires that the most difficult and time consuming part, the
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SIAM problem (10) needs to be solved NL×Nit×Ndis times, where Nit is the number of itera-
tions to get a self-consistency for a given realization of the disorder and Ndis is the number of
disorder realizations. This obstacle motivates to search for an average description of the system,
reintroducing back homogeneity and utilizing again the Fourier transformation between the real
Ri and the reciprocal k spaces.

4 Averaged DMFT

In averaged descriptions of the system we need to take a statistical average of a physical observ-
able on various realization of the quenched disorder. This will lead to the averaged dynamical
mean-field theory (A-DMFT). On a one-particle level the spectral functions or the density of
states (DOS) are such useful observables. The local density of states (LDOS) is defined as [20]

Aiσ(ω) = −
1

π
ImGiσ(ω+i0

+), (18)

where now the Green function Giσ(ω) is determined from the simplified SIAM, where the
hybridization matrix and the bath dispersion relations are site independent, i.e.

ĤSIAM = εi
∑
σ

ĉ†iσ ĉiσ + U ĉ†i↑ĉi↑ ĉ
†
i↓ĉi↓ +

∑
kσ

(
Vkσ ĉ

†
iσ ĉkσ + V ∗kσ ĉ

†
kσ ĉiσ

)
+
∑
kσ

εkσ ĉ
†
kσ ĉkσ. (19)

Taking one of the generalized averages, the p-mean, we obtain the average density of states

Aσ(ω) ≡
〈
Aiσ(ω)

〉
p
=

[∫
dεiAiσ(ω)

p p(εi)

] 1
p

. (20)

To recover the average Green function, needed to complete the self-consistency DMFT loop,
we use the spectral representation theorem [20] and get

Gσ(ω) ≡
〈
Giσ(ω)

〉
p
=

∫
dω′
〈Aiσ(ω′)〉p
ω − ω′

. (21)

We note that for p=1-mean, i.e., arithmetic averaging, the Hilbert transform leads directly to

Garith
σ (ω) =

〈
Giσ(ω)

〉
p=1

=

∫
dεiGiσ(ω) p(εi), (22)

and the real and imaginary parts of the Green function can be averaged independently. For other
p-means this linear property does not hold and one must explicitly use the Hilbert transform (21)
as a step between.
We will be particularly interested in the geometric averaging when describing the Anderson
localization. Then the averaging of the spectral function takes explicitly the form

Ageom
σ (ω) ≡

〈
Aiσ(ω)

〉
p=0

= e
∫
dεi lnAiσ(ω) p(εi). (23)

Now, since the average Green function is site independent, i.e., homogeneous, and the self-
energy is uniform, i.e., site and k independent, we can use the Fourier transform and write the
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self-consistency condition that the average Green function Gσ(ω) and the one of the homoge-
neous system with the self-energy are equal, i.e.

Gσ(ω)
!
=
∑
k

1

ω − Ek −Σσ(ω)
=

1

ω + µ−∆σ(ω)−Σσ(ω)
, (24)

where Ek is the dispersion relation for the non-interacting particles in the reference homoge-
neous lattice, and the homogeneous hybridization function is

∆σ(ω) =
∑
k

|Vkσ|2

ω − εkσ
. (25)

Indeed, the equations (18)–(25) constitute a close set of the A-DMFT equations that can be
solved iteratively until the self-consistency is reached. For systems without disorder this set of
equations is exactly the same as in the standard DMFT.

5 DMFT and CPA

5.1 CPA for non-interacting systems

It is instructive to recover the standard CPA equation from the A-DMFT equations. When the
system is non-interacting (U=0) the Hamiltonian (19) can be solved exactly, e.g., by means of
the equations of motion, and we find that the local Green function is

Giσ(ω) =
1

ω + µ−∆σ(ω)− εi
. (26)

The self-consistency equation (24) reads

Gσ(ω) =
∑
k

1

ω − Ek −Σσ(ω)
=

∫
dεi

1

ω + µ−∆σ(ω)− εi
p(εi) (27)

or
Gσ(ω) = G(0)

σ

(
ω−Σσ(ω)

)
=

∫
dεi

1

ω + µ−∆σ(ω)− εi
p(εi), (28)

where
G(0)
σ (ω) =

∑
k

1

ω + µ− Ek

(29)

is the Green function for non-interacting and homogeneous system. Using the RHS of the
Eq. (24) we see that

G(0)
σ

(
ω−Σσ(ω)

)
=

∫
dεi

1
1

G
(0)
σ (ω−Σσ(ω))

−
(
εi−Σσ(ω)

) p(εi), (30)

and by arranging terms we finally get∫
dεi

εi−Σσ(ω)

1−
(
εi−Σσ(ω)

)
G

(0)
σ

(
ω−Σσ(ω)

) p(εi) ≡ ∫ dεiTiiσ(ω) p(εi) = 0, (31)
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where the T -matrix

Tiiσ(ω) =
εi−Σσ(ω)

1−
(
εi−Σσ(ω)

)
G

(0)
σ

(
ω−Σσ(ω)

) (32)

describes multiple-scattering processes on the i-th impurity site with an effective potential
εi−Σσ(ω). This is exactly the CPA self-consistency equation on vanishing of the average T -
matrix defined with respect to the mean environment. Thus we see that the A-DMFT with
p=1-mean, arithmetic averaging, reduces to the coherent potential approximation in the nonin-
teracting limit.

5.2 Binary alloys and alloy band splitting

In a binary alloy, two different atoms are distributed randomly on lattice sites. It is modeled
by assuming that one of the atom has an atomic energy εA = −∆/2 and the other εB = ∆/2,
∆ ≥ 0. Since they are distributed randomly the probability distribution function takes the form

p(ε) = xAδ(ε−εA) + xBδ(ε−εB), (33)

where xA = NA/NL and xB = NB/NL are the concentrations of the A and B atoms, respec-
tively. Note, xA+xB = 1. This binary alloy distribution is very special: only two energies
are allowed. It leads to the alloy-band splitting. Namely, from the localization theorem (the
Hadamard-Gerschgorin theorem in matrix algebra) it is known that if the Hamiltonian (3), with
the binary alloy distribution for εi, is bounded, then there is a gap in the single particle spectrum
for sufficiently large ∆ � max

(
|t|, U

)
[4]. Hence, at ∆ = ∆c the DOS splits into two parts

corresponding to the lower and the upper alloy subbands with centers of masses at the ionic
energies εA and εB, respectively. The width of the alloy gap is of the order ∆. The lower and
the upper alloy subband contains 2xANL and 2xBNL states, respectively. For convenience, we
note xA = x and xB = 1−x, where 0 ≤ x ≤ 1. A simplified proof of that fact is given in
Appendix A and actually does not rely on an averaging approximation, like the CPA.

5.3 Mott-Hubbard transition at fractional filling in
the binary alloy disordered Hubbard model

The Mott-Hubbard metal-insulator transition occurs upon increasing the interaction strength U
in the simple Hubbard models (3) if the number of electrons Ne is commensurate with the
number of lattice sites NL or, more precisely, if the ratio Ne/NL is an odd integer. At zero
temperature it is a continuous transition whereas at finite temperatures the transition is of the
first order [13]. The transition happens by a dynamical redistribution of the spectral weight
such that two Hubbard subbands are formed and a central, quasiparticle peak in between, which
vanishes at the critical interaction U = Uc where the system becomes a Mott insulator.
Surprisingly, in the presence of binary alloy disorder the MIT occurs at fractional filling [22].
We describe this situation by using the Anderson-Hubbard model (3) with the distribution (33),
which corresponds to a binary-alloy system composed of two different atoms A and B. As
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Fig. 1: Left: Schematic plot representing the Mott-Hubbard metal-insulator transition in a
correlated electron system with binary alloy disorder. The shapes of DOS are shown for different
interactions U and disorder strengths ∆. Increasing ∆ at U=0 leads to splitting of the spectral
function into the lower (LAB) and the upper (UAB) alloy subbands, which contains 2xNL and
2(1−x)NL states, respectively. Increasing U at ∆ = 0 leads to the occurrence of lower (LHB)
and upper (UHB) Hubbard subbands. The Fermi energy for filling n = x is indicated by µ. At
n = x (or n = 1+x, not shown in the plot) the LAB (UAB) is half-filled. In this case an increase
in U and ∆ leads to the opening of a correlation gap at the Fermi level and the system becomes
a Mott insulator. Right: Two possible insulating states in the correlated electron system with
binary-alloy disorder. When U < ∆ the insulating state is an alloy Mott insulator with an
excitation gap in the spectrum of the order of U. When U > ∆ the insulating state is an alloy
charge transfer insulator with an excitation gap of the order of ∆; after Ref. [22].

discussed there is a binary alloy band splitting expected for large ∆. New possibilities appear
in systems with correlated electrons and binary alloy disorder [22]. The Mott-Hubbard metal-
insulator transition can occur at any filling n = Ne/NL = x or 1+x, corresponding to a half-
filled lower or to a half-filled upper alloy subband, respectively, as shown schematically for
n = x in Fig. 1.
The Mott insulator can then be approached either by increasing U when ∆ ≥ ∆c (alloy band
splitting limit), or by increasing ∆ when U ≥ Uc (Hubbard band splitting limit). The nature of
the Mott insulator in the binary alloy system can be understood physically as follows. Due to
the high energy cost of the order of U the randomly distributed ions with lower (higher) local
energies εi are singly occupied at n = x (n = 1+x), i.e., the double occupancy is suppressed.
In the Mott insulator with n = x the ions with higher local energies are empty and do not
contribute to the low-energy processes in the system. Likewise, in the Mott insulator with
n = 1+x the ions with lower local energies are double occupied implying that the lower alloy
subband is blocked and does not play any role.
For U > Uc(∆) in the Mott insulating state with binary alloy disorder one may use the lowest
excitation energies to distinguish two different types of insulators. Namely, for U < ∆ an
excitation must overcome the energy gap between the lower and the upper Hubbard subbands,
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Fig. 2: Ground state phase diagram of the Hubbard model with binary-alloy disorder at filling
n=x=0.5. The filled (open) dots represent the boundary between paramagnetic metallic (PM)
and paramagnetic insulating (PI) phases as determined by DMFT with the initial input given
by the metallic (insulating) hybridization function. The horizontal dotted line represents Uc
obtained analytically from an asymptotic theory in the limit ∆ → ∞. Inset: hysteresis in the
spectral functions at the Fermi level obtained from DMFT with an initial metallic (insulating)
host represented by filled (open) symbols and solid (dashed) lines; after Ref. [22].

as indicated in Fig. 1. We call this insulating state an alloy Mott insulator. On the other hand,
for ∆ < U an excitation must overcome the energy gap between the lower Hubbard subband
and the upper alloy-subband, as shown in Fig. 1. We call this insulating state an alloy charge
transfer insulator.
In Fig. 2 we present a particular phase diagram for the Anderson-Hubbard model at filling
n = 0.5 showing a Mott-Hubbard type of MIT with a typical hysteresis.

5.4 Ferromagnetism in the binary alloy disordered Hubbard model;
disorder-induced enhancement of the Curie temperature

Itinerant ferromagnetism in the pure Hubbard model occurs only away from half-filling and if
the DOS is asymmetric and peaked at the lower edge [23, 24]. While the Curie temperature
Tc increases with the strength of the electron interaction one would expect it to be lowered
by disorder. However, our investigations show that in some cases the Curie temperature can
actually be increased by binary alloy disorder [25, 26].
Indeed, the Curie temperature as a function of alloy concentration exhibits a very rich and
interesting behavior as is shown in Fig. 3. At some concentrations and certain values of U, ∆,
and n, the Curie temperature is enhanced above the corresponding value for the non-disordered
case (x=0 or 1). This is shown in the upper part of Fig. 3 for 0 < x < 0.2. The relative increase
in Tc can be as large as 25%, as is found for x ≈ 0.1 at n = 0.7, U = 2 and ∆ = 4.
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Fig. 3: Curie temperature as a function of alloy concentration x at U = 2 (upper part) and 6
(lower part) for n = 0.7 and disorder ∆ = 1 (dashed lines) and 4 (solid lines); after Refs. [25,
26]. Temperatures are in the energy units.

This unusual enhancement of Tc is caused by three distinct features of interacting electrons in
the presence of binary alloy disorder:
i) The Curie temperature in the non-disordered case T pc ≡ Tc(∆=0), depends non-monotonically
on band filling n [24]. Namely, T pc (n) has a maximum at some filling n = n∗(U), which in-
creases as U is increased; see also our schematic plots in Fig. 4.
ii) As described above, in the alloy-disordered system the band is split when ∆�max(|t|, U).
As a consequence, for n < 2x and T � ∆ electrons occupy only the lower alloy subband and
for n > 2x both the lower and upper alloy subbands are filled. In the former case the upper
subband is empty while in the latter case the lower subband is completely full. Effectively,
one can therefore describe this system by a Hubbard model mapped onto either the lower or
the upper alloy subband, respectively. The second subband plays a passive role. Hence, the
situation corresponds to a single band with the effective filling neff = n/x for n < 2x and
neff = (n−2x)/(1−x) for n > 2x. It is then possible to determine Tc from the phase diagram
of the Hubbard model without disorder.
iii) The disorder leads to a reduction of T pc (neff) by a factor α = x if the Fermi level is in the
lower alloy subband or α = 1−x if it is in the upper alloy subband, i.e., we find

Tc(n) ≈ αT pc (neff), (34)

when ∆ � max(|t|, U). Hence, as illustrated in Fig. 4, Tc can be determined by T pc (neff).
Surprisingly, then, it follows that for suitable U and n the Curie temperature of a disordered
system can be higher than that of the corresponding non-disordered system.
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Fig. 4: Schematic plots explaining the filling dependence of Tc for interacting electrons with
strong binary alloy disorder. Curves represent T pc , the Curie temperature for the pure system,
as a function of filling n at two different interactions U1 � U2. Left: For n < x, Tc of the
disordered system can be obtained by transforming the open (for U1) and the filled (for U2)
point from n to neff = n/x, and then multiplying T pc (n/x) by x as indicated by arrows. One
finds Tc(n) < T pc (n) for U1, but Tc(n) > T pc (n) for U2. Right: For n > x, Tc of the disordered
system can be obtained by transforming T pc (n) from n to neff = (n−2x)/(1−x), and then
multiplying T pc [(n−2x)/(1−x)] by 1−x as indicated by arrows. One finds Tc(n) > T pc (n) for
U1, but Tc(n) < T pc (n) for U2; after Refs. [25, 26].

6 DMFT and TMT

6.1 Typical medium theory for Anderson localization

The Mott-Hubbard MIT is caused by the Coulomb correlations in the pure system. By contrast,
the Anderson MIT, also referred to as the Anderson localization, is due to coherent backscat-
tering from randomly distributed impurities in a system without interaction [5]. It is therefore
a challenge to investigate the effect of the simultaneously presence of interactions and disorder
on electronic systems [27, 28]. In particular, the question arises whether it will suppress or en-
large a metallic phase. And what about the Mott and Anderson insulating phases: will they be
separated by a metallic phase? Possible scenarios are schematically plotted in Fig. 5.
The Mott-Hubbard MIT is characterized by the opening of a gap in the density of states at the
Fermi level. At the Anderson localization transition the character of the spectrum at the Fermi
level changes from a continuous spectrum to a dense, pure point spectrum. It is plausible to
assume that both MITs can be characterized by a single quantity, namely, the local density of
states. Although the LDOS is not an order parameter associated with a symmetry breaking
phase transition, it discriminates between a metal and an insulator, which is driven by correla-
tions and disorder, cf. insets to Fig. 5.
In a disordered system the LDOS depends on a particular realization of the disorder in the sys-
tem. To obtain a full understanding of the effects of disorder it would therefore in principle be
necessary to determine the entire probability distribution function of the LDOS, which is almost
never possible. Instead one might try to calculate moments of the LDOS. This, however, is in-
sufficient because the arithmetically averaged LDOS (first moment) stays finite at the Anderson
MIT [29]. It was already pointed out by Anderson [5] that the typical values of random quanti-
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Fig. 5: Possible phases and phase transitions triggered by interaction and disorder in the same
system. According to DMFT investigations the simultaneous presence of correlations and dis-
order enhances the metallic regime (thick line); the two insulating phases are connected con-
tinuously. Insets show the local density of states when disorder or interaction is switched off.

ties, which are mathematically given by the most probable values of the probability distribution
functions, should be used to describe localization. The geometrical mean gives an approxima-
tion of the most probable (typical) value of the LDOS and vanishes at a critical strength of the
disorder, hence providing an explicit criterion for the Anderson localization [5, 30, 31].
In the following we will use the simple box probability distribution function of the on-site
random energies εi, i.e.

p(εi) =

{
1
∆

for |εi| ≤ ∆

0 otherwise.
(35)

Other types of the continuous probability distribution functions would lead to the same generic
results although detailed numbers might be different. The reason is that this probability distri-
bution does not yield any alloy band splitting.

6.2 Anderson localization in disordered Hubbard and Falicov-Kimball
models

A non-perturbative framework for investigations of the Mott-Hubbard MIT in lattice electrons
with a local interaction and disorder is provided by the DMFT [13]. If in this approach the
effect of local disorder is taken into account through the arithmetic mean of the LDOS [32, 33]
one obtains, in the absence of interactions, the well-known coherent potential approximation
(CPA) [36], which does not describe the physics of Anderson localization. To overcome this
deficiency Dobrosavljević et al. [31] incorporated the geometrically averaged LDOS into the
self-consistency cycle and thereby derived a mean-field theory of Anderson localization which
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Fig. 6: Non-magnetic ground state phase diagram of the Anderson-Hubbard model at half-
filling as calculated by DMFT with the typical local density of states; after Refs. [27].

reproduces many of the expected features of the disorder-driven MIT for non-interacting elec-
trons. This scheme uses only one-particle quantities and is therefore easily incorporated into
the DMFT for disordered electrons in the presence of phonons [34], or Coulomb correla-
tions [27, 28]. In particular, the DMFT with geometrical averaging allows to compute phase
diagrams for the Anderson-Hubbard model (3) and the Anderson-Falicov-Kimball model (4)
with the continuous probability distribution function at half-filling [27, 28]. In this way we
found that, although in both models the metallic phase is enhanced for small and intermediate
values of the interaction and disorder, metallicity is finally destroyed. Surprisingly, the Mott
and Anderson insulators are found to be continuously connected. Phase diagrams for the non-
magnetic ground state are shown in Fig. 6 for the Anderson-Hubbard model and in Fig. 7 for
the Anderson-Falicov-Kimball model.

7 Outlook

In these lecture notes we have seen that a combination between the correlations of interacting
electrons and disorder leads to novel and unexpected possibilities. And the combination of
the DMFT with statistical methods to treat randomness has turned out to be very successful
in describing the correlated electrons with disordered potentials. Continuation of this research
turns in many directions.
The influence of non-uniform or random external potentials on the existence and stability of the
antiferromagnetic phases in the Hubbard model was investigated in Ref. [21, 35]. The study of
the Anderson transition in the presence of binary-alloy disorder was performed in [36]. The
same type of disorder was used to study ferromagnetism in the periodic Anderson model in
[37]. A spin-selective disorder and the localization MITs were investigated in [38, 39]. More
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Fig. 7: Non-magnetic ground state phase diagram of the Anderson-Falicov-Kimball model at
half-filling as calculated by DMFT with the typical local density of states; after Refs. [28].

recently, the typical medium theory was extended to treat systems with off-diagonal, hopping
disorder [40].
In conclusion, the dynamical mean-field theory for correlated electrons with disorder is a well
established method to comprehensively describe interacting electrons on crystal lattices or even
fermionic atoms on optical lattices.
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A Proof of the alloy band splitting theorem

In order to prove the alloy band splitting theorem we need to show firstly the so called lo-
calization theorem. For that we assume that the unperturbed Hamiltonian Ĥ0 has a point like
spectrum, i.e.

Ĥ0 =
∑
i

εi|i〉〈i|, (36)

where εi are real discrete eigenvalues of the Hamiltonian Ĥ0 in the {|i〉} base. Any normalized
vector can be expanded in this basis

|α〉 =
∑
i

ci|i〉, (37)

with ‖α‖2 ≡ |〈α|α〉|2 =
∑

i |ci|2 = 1. Now we add a perturbation T̂ to our Hamiltonian

Ĥ = Ĥ0 + T̂ , (38)

such that the perturbation part T̂ is bounded, i.e., for any normalized vector |α〉 we have that

‖T̂‖ ≡ 〈α|T̂ |α〉 <∞. (39)

We also define a distance of the complex number λ from the spectrum of Ĥ0 Hamiltonian as

d(λ) = inf
{
|λ−εi|

}
. (40)

We can easily show that d(E) ≤ ‖T̂‖ where Ĥ|α〉 = E|α〉, i.e., the distance between the
spectra points of the full Hamiltonian Ĥ and the unperturbed Hamiltonian Ĥ0 is bounded: In-
deed, from (E−Ĥ0)|α〉 = T̂ |α〉 we get that 〈α|(E − Ĥ0)

2|α〉 = 〈α|T̂ 2|α〉 or, equivalently,∑
i |ci|2(E−εi)2 = ‖T̂‖2. Estimating the left hand side by

∑
i |ci|2(E−εi)2 ≥ d(E)2

∑
i |ci|2 =

d(E)2 we obtain the inequality d(E) ≤ ‖T̂‖. This results is known as a localization theorem.
In particular, it follows that the spectrum of Ĥ is covered by the union of spectra sets

A =
⋃
i

〈
εi−‖T̂‖, εi+‖T̂‖

〉
. (41)

If the perturbation Hamiltonian T̂ =
∑

ij tij â
†
i âj is a tight-binding Hamiltonian on a uniform

lattice, diagonalized by the Fourier transform to the form T̂ =
∑

kEk â
†
kâk, with the dispersion

Ek, the spectrum of T̂ is bounded between tmin = min(Ek) and tmax = max(Ek). Therefore,
we get the estimate for the spectrum of Ĥ

A =
⋃
i

〈
εi−tmin, εi+tmax

〉
. (42)

As a consequence, for a binary alloy systems (i = A or B)

A =
〈
εA−tmin, εA+tmax

〉
∪
〈
εB−tmin, εB+tmax

〉
, (43)

or in our binary alloy model

A =
〈
−∆

2
−tmin,−

∆

2
+tmax

〉
∪
〈∆
2
−tmin,

∆

2
+tmax

〉
. (44)

If |tmax−tmin| < ∆ the band is split and two separated alloy subbands are formed [4].
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[20] J.W. Negele and H. Orland, Quantum many-particle systems, (Perseus, 1988)

[21] M. Snoek, I. Titvinidze, C. Toke, K. Byczuk, and W. Hofstetter,
New J. Phys. 10, 093008 (2008)

[22] K. Byczuk, W. Hofstetter, and D. Vollhardt, Phys. Rev. B 69, 045112 (2004)

[23] M. Ulmke, Eur. Phys. J. B 1, 301 (1998)
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1 Introduction

Feynman diagrams form an exact formal solution of quantum field theories and quantum many-
body problems in terms of a (huge) sum of (multi-dimensional) integrals of products of free
propagators (which are known). For a long time these diagrams were mostly used and studied
analytically. Countless articles are devoted to, e.g., analyze their structure or find subsequences
of diagrams that could be summed exactly and form an appropriate approximate solution of
the many-body problem in this or that regime. The idea to teach a computer how to calculate
these diagrams is of course very appealing. A particular route in this direction is known as “di-
agrammatic Monte Carlo” and can be traced down to, e.g., [1, 2] for equilibrium and [3] in the
out-of-equilibrium context. Diagrammatic Monte Carlo combines two ideas: First, since calcu-
lating a Feynman diagram amounts to calculating a multi-dimensional integral, and since Monte
Carlo (e.g. the Metropolis algorithm) is the primary method for that, one aims at sampling these
integrals through a Markov process. Second, since there are a very large number of Feynman
diagrams (typically O(n!) for a calculation at order n), it is not possible to calculate them all so
one might as well use the Markov process for both integration and summing the diagrams. In
other words, in diagrammatic Monte Carlo, a configuration is a diagram with its set of vertices
(times and positions where an interaction event occurs) and the Markov process introduces a
random walk between different diagrams and different sets of vertices. The original version of
diagrammatic Monte Carlo had some successes but suffered from three difficulties:

• Problem A: The number of diagrams grows too fast with n, making it difficult to obtain
converged results beyond n = 6–7.

• Problem B: The integrands may oscillate (depending on the regime) and become in-
tractable through Monte Carlo. This is known as the “sign problem”

• Problem C: The expansion itself may not converge even if large values of n can be ob-
tained. This depends on the nature of the series (asymptotic, finite radius of conver-
gence. . . ).

We will discuss these three aspects, in turn, in details. The present notes describe a set of
works [4–10] my collaborators and I did to address these problems in the context of quantum
nanoelectronics. There are no new results here, merely this is a high level view of what we did,
designed to be much less formal and more accessible than the original research articles. Among
the different authors, these notes owe much to my old partner Olivier Parcollet who has been
my constant collaborator on this topic. Most of the actual work, as often, has been carried out
by young researchers including (using time-ordering as is fit for a diagrammatic paper) Elio
Profumo, Corentin Bertrand, Marjan Macek, Philipp Dumitrescu, Matthieu Jeannin, Thomas
Kloss and Yuriel Nunez Fernandez.
The most urgent problem was Pb. A and it was also how we got started on the topic. In [4],
we found a way to group the n! diagrams into a much smaller sets of 2n determinants of n×n
matrices, dramatically reducing the complexity. This was done in the context of the Keldysh
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formalism suitable to treat out-of-equilibrium problems. A similar reduction in the context of
imaginary-time diagrams was found two years later in [11]. These developments made calcula-
tions possible up to n ∼ 15 or so in the absence of a sign problem (Pb. B).
To calculate the resulting integrals (Pb. B) we took a somewhat circumvoluted path. We started
with Monte Carlo sampling as was done in diagrammatic Monte Carlo [4,5]. It became quickly
obvious that this was inefficient: the integrand was called typically 109 times in a practical
calculation (each call having a cost of up to O(215) floating-point operations for the largest
n = 15 that we could reach) but we did not take any advantage of the associated accumulated
information. An initial idea was that an approximation of the integrand could be learned along
the way (machine learning is the fashion). In turn, this approximation could be used to either
speed-up the Markov process (decrease its correlation time through smarter proposed moves)
or, as it turned out, obtain better convergence using low discrepancy sequences (better known as
quasi-Monte Carlo) [7]. We shall not follow this line of thought here because it was eventually
supplanted by a much better technique. Indeed, we found that the integrand could be learned di-
rectly using tensor network techniques and that the resulting tensor network could be integrated
exactly without any need for Monte Carlo [8]. Hence, the technique in its current form does not
use diagrams anymore and does not use Monte Carlo either. It is a sort of “Non-diagrammatic
Non-Monte Carlo” technique.
For the last problem (Pb. C), we took two different routes. The first was to consider the resum-
mation as an analytical continuation problem [4, 6] which was effective in some situations but
difficult to turn into an automatic technique (i.e. that works without human supervision). Here,
I will focus on our latest approach that uses “cross extrapolation” [9] and that is routed in the
same mathematics as our tensor network learning technique.
In the remaining of these notes, I will walk the reader through what I just described, i.e., describ-
ing the problem, then our technique to try and solve problem A, then problem B and ultimately
problem C. I will end by showing some actual data in the context of the out-of-equilibrium
Anderson model (SIAM), the main model for which we have had results at the time of this writ-
ing [10]. Our main success there was to be able to compute the differential conductance versus
bias and gate voltages “exactly” including its most prominent features, the “Kondo ridge” and
the “Coulomb diamonds”. By “exactly” here, we mean that the technique is controlled: it has
error bars that (i) are known and (ii) can be systematically improved by increasing the comput-
ing time (in contrast to, e.g., mean field techniques).

2 Problem formulation

2.1 General model

The type of models we want to study correspond to a finite interacting quantum nanoelectronic
system connected to infinite (metallic) electrodes, following the approach of Ref. [12]. The
Hamiltonian consists of a quadratic term and an electron-electron interaction term,

Ĥ(t) = Ĥ0(t) + UĤint(t) (1)
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Fig. 1: Schematic of the overall approach. Starting from non-interacting Green functions, a
decomposition of the multidimensional integral is obtained using Tensor Cross-Interpolation
to compute the perturbative expansion, from which the physical observables Q(U, t) are recon-
structed as a function of interactionU and time t using cross-extrapolation. (Adapted from [10])

where the parameter U controls the magnitude of the interaction. The non-interacting Hamilto-
nian takes the form

Ĥ0(t) =
∑
i,j

H0
ij(t) ĉ†i ĉj (2)

where ĉ†i (ĉj) are the usual fermionic creation (annihilation) operators of a one-particle state on
the site i.

{ĉ†i , ĉj} = δij . (3)

The site index i is general and can include different kinds of degrees of freedom: space, spin,
orbitals. A crucial aspect is that the number of “sites” is infinite so that the non-interacting
system has a well-defined density of states (as opposed to a sum of delta functions for a finite
system) while interactions only take place in a finite region. This will ensure the infrared con-
vergence of the various terms of the perturbation expansion while using a discretized system
provides ultraviolet convergence. So in contrast to quantum field theory where some diagrams
may diverge, here each diagram taken separately will be finite. The interaction Hamiltonian
takes the form

Ĥint(t) =
∑
ijkl

Vijkl(t) ĉ†i ĉ
†
j ĉkĉl (4)

In contrast to the non-interacting part, it is confined to a finite region. We also suppos that the
interaction vanishes for negative time and is slowly or abruptly switched on at t = 0.

2.2 Summary of the overall approach

Our goal is to perform a systematic expansion of some observable in power of U. For instance,
if we are interested in the occupation Q(U, t) of a given site i0 at time t, we will write its
expansion as,

Q(U, t) ≡
〈
ĉ†i0 ĉi0

〉
=

+∞∑
n=0

Qn(t)Un. (5)

Our goal will be to first compute the coefficients Qn(t) for as large a n as possible and then sum
up the series. A schematic of the method is shown in Fig. 1. It consists of three main steps:
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(i) solve the non-interacting model to obtain the corresponding non-interacting Green functions
(such as the lesser g<ij(t) or upper g>ij(t) Green functions that will be introduced below). (ii)
Calculating the coefficients Qn(t) with high precision and (iii) resumming this perturbative
expansion.
The first step is carried out either analytically in simple models or numerically for more complex
geometries using, e.g., the Kwant [13] or Tkwant [14] software. Note that the non-interacting
Green function may already be out-of-equilibrium in presence of a bias voltage Vb.
The second step is to perform the actual expansion in powers of U. We shall see that this ex-
pansion gives an n-dimensional integral that contains 2n terms constructed out of products of
the non-interacting Green functions [4, 6]. We compute this integral using the Tensor Cross-
Interpolation (TCI) algorithm which vastly outperforms previous quantum Monte Carlo and
quasi Monte Carlo approaches for this problem [8]. A large fraction of these notes will be de-
voted to an introduction to TCI which has applications far beyond the present problem. See [15]
for an in-depth description of TCI. An associated open source library may also be found at
https://tensor4all.org. With this we will be able to calculate all Feynman diagrams up
to n = N with typically N = 20–25 for our example problem.
The last step of the method consist in reconstructing the function Q(U, t), if possible for both
short and long times t and interaction strength U from the knowledge of only N coefficients
Qn(t). The analytical structure of Q(U, t) is quite interesting: At any fine time t, it has an
infinite radius of convergence [5] since

Qn ∼
tn

n!
→ Qn U

n ∼
(
eUt

n

)n
. (6)

which implies that N ∼ O(Ut) terms are required to converge the sum using the finite sum

Q(U, t) ≈
N∑
n=0

Qn(t)Un. (7)

On the other hand, in the steady state t → ∞, it has a finite radius of convergence R and
Qn ∼ 1/Rn and the above naive summation fails for U > R. In other words, the two limits
t → ∞ and N → ∞ do not commute. Here, we will focus on one approach to perform the
reconstruction, the cross-extrapolation [9]. It is based on two ideas,

• First, using the naive sum we can obtain Q(U, t) in two different regimes

– Arbitrary times and small interactions U < R.

– Large interactions but small times (U ∼ N/t).

To calculate Q(U, t) at both large t and U, it is therefore tempting to perform a double
extrapolation from these two limits simultaneously.

• Second, we will use the fact that Q(U, t) almost factorizes, i.e., seen as a matrix where U
are the rows and t the columns, it is of low rank.

As we shall see, cross-extrapolation is a general idea that could be used in many other situations.

https://tensor4all.org
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Fig. 2: Top: electrical diagram of a quantum dot coupled to two electrodes. Bottom: schematic
of the SIAM. (Adapted from [10])

2.3 The SIAM model

Although the approach is in principle general, in practice we will demonstrate it for a concrete
model, the out-of-equilibrium SIAM. The model corresponds to a quantum dot, typically con-
structed by confining electrons with electrostatic gates inside a semiconductor or a semiconduc-
tor heterostructure. The quantum dot is modeled by a single interacting level (site i = 0) weakly
connected to two semi-infinite one dimensional electrodes (i < 0 and i > 0, respectively) at
chemical potential µl/r = ±Vb/2, as depicted in Fig. 2. Its Hamiltonian reads

Ĥ =
+∞∑
i=−∞

∑
σ∈{↑,↓}

(
γiĉ†i,σĉi+1,σ + h.c.

)
+ εd

(
n̂↑+n̂↓

)
+ U Θ(t) n̂↑n̂↓ (8)

where the former sites i are now extended to include the spin σ =↑, ↓ degree of freedom. εd
is the on-site energy on the dot controlled by an electrostatic gate and n̂σ = ĉ†0,σĉ0,σ. We work
directly in the thermodynamic limit with an infinite number of bath sites. Θ(t) is the Heaviside
function. The hopping between two neighboring sites is denoted by γi = γ̄, except for the
coupling to the dot γ0 = γ−1 = γ. Energies are expressed in units of the tunneling rates to the
dot Γ = 2γ2/γ̄. For concreteness, all calculations are performed at zero temperature.

Our goal will be to calculate the charge Q on the dot and the current I flowing from the dot to
the right electrode after an interaction quench at t = 0.

Q(U, t) =
∑

σ∈{↑,↓}

〈
ĉ†0,σĉ0,σ

〉
(9)

I(U, t) = −iγ
∑

σ∈{↑,↓}

[〈
ĉ†1,σĉ0,σ

〉
−
〈
ĉ†0,σĉ1,σ

〉]
. (10)
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3 Interaction expansion (problem A)

This section explains the first step of the approach: how to reduce the calculation of Qn(t) to a
multidimensional integral in terms of known objects.

3.1 A short reminder of Keldysh formalism

Our starting point for this work is a formal expansion of the out-of-equilibrium (Keldysh) Green
function in powers of electron-electron interactions. This is a standard step [16] which we
briefly sketch to introduce our notation. We would also like to demystify Keldysh formalism
which is much simpler than often thought to be. In our opinion it is actually conceptually sim-
pler than the imaginary-time or zero temperature formalism at the price of the actual calculations
being a bit more cumbersome. Since these calculations will be performed by the computer, this
is not necessarily an issue.
One starts by the standard step of “integrating out” the (supposedly known) dynamics of Ĥ0,
i.e., work in the interaction representation. Using the interaction representation, one defines
ĉi(t) = Û0(0, t)ĉiÛ0(t, 0) where Û0(t′, t) is the evolution operator from t to t′ associated with
Ĥ0. For a time-independent Ĥ0, it is simply Û0(t′, t) = e−iĤ0(t′−t). In this representation, one
defines H̃int(ū), which is equal to Ĥint(u) with the operators ĉi, ĉ

†
j replaced by ĉi(ū), ĉ†j(ū).

Starting from a non-interacting density matrix ρ0 at t = 0, the average of an observable Ô at
time t is given by

〈Ô〉 = Tr
[
Te+i

∫
dū UH̃int(ū) Õ Te−i

∫
dū UH̃int(ū) ρ0

]
, (11)

where T is the usual time-ordering operator (now necessary because in the interaction rep-
resentation the interacting Hamiltonian is time-dependent even if the original Hamiltonian is
not). The above equation is very natural; for instance if ρ0 = |Ψ0〉〈Ψ0| then it corresponds
to 〈Ô〉 = 〈Ψ(t)|Ô|Ψ(t)〉 with |Ψ(t)〉 = Te−i

∫
dū UH̃int(ū)|Ψ0〉 the state of the system at time t.

Looking at Eq. (11), we see that when we perform the expansion in powers of U, there will be
two kinds of terms: the ones coming before the operator Ô and the ones coming after it. To
remember if a terms originates from one or the other (before of after), one introduces an index
a = 0 (before) or a = 1 (after). This is the “Keldysh index” and that is all there is to it: the
Keldysh formalism is merely a technique for book-keeping the position of the different terms
in the expansion.
A bit more formally, one defines the contour ordering for pairs t̄ = (t, a): (t, 0) < (t′, 1) for
all t, t′, (t, 0) < (t′, 0) if t<t′ and (t, 1) < (t′, 1) if t>t′. The contour ordering operator Tc
acts on products of fermionic operators A,B,C . . . labeled by various “contour times” t̄A =

(tA, aA), t̄B, t̄C . . . and reorder them according to the contour ordering: TcA(t̄A)B(t̄B) = AB

if t̄A>t̄B and TcA(t̄A)B(t̄B) = −BA if t̄A<t̄B. The non-interacting contour Green function is
defined as

gcij(t̄, t̄
′) = −i

〈
Tc ĉi(t̄)ĉ†j(t̄

′)
〉
, (12)
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where ĉi(t̄) is just ĉi(t), the Keldysh index serving only to define the position of the operator
after contour ordering. The contour Green function has a matrix structure in a, a′ which reads

gcij(t, t
′) =

(
gTij(t, t

′) g<ij(t, t
′)

g>ij(t, t
′) gT̄ij(t, t

′)

)
(13)

where gTij(t, t
′), g<ij(t, t

′), g>ij(t, t
′) and gT̄ij(t, t

′) are respectively the time-ordered, lesser, greater,
and anti-time-ordered Green functions. These non-interacting Green functions will form the
actual input of our approach, we will briefly discuss how they are obtained in the next section.
Finally, one defines the full Green function Gc

ij(t̄, t̄
′) with definitions identical to the above

except that Û0 is replaced by Û, the evolution operator associated to the full Hamiltonian Ĥ.
The fundamental expression for Gc

ij(t̄, t̄
′) reads

Gc
ij(t̄, t̄

′) = −i
〈
Tc e

−i
∫
dū UH̃int(ū) ĉi(t̄)ĉ†j(t̄

′)
〉
, (14)

where the integral over ū is taken along the Keldysh contour, i.e., increasing u for a = 0 and
decreasing for a = 1. We are almost ready to perform the expansion.

3.2 Non-interacting Green functions

The dynamics of the non-interacting problem is, in principle, “trivial” in the sense that one
simply needs to solve the one-body problem and “fill up” the states up to the Fermi energy. In
practice it may not be entirely straightforward but there are well known and mature techniques to
calculate both the stationary [17] and time-dependent properties [18]. There are also associated
open source software such as Kwant [13] for the stationary problem and TKwant [14] for the
time-dependent one. The latter explicitly supports the calculation of gTij(t, t

′), g<ij(t, t
′), g>ij(t, t

′)

and gT̄ij(t, t
′).

One approach is to relate the non-interacting Green functions to the (Scattering) wave functions
in the system [18]

g<ij(t, t
′) = i

∑
α

∫
dE

2π
fα(E)ΨαE(t, i)Ψ ∗αE(t′, j). (15)

Here, α labels the various propagating channels of the leads, ΨαE(t, i) the scattering state at en-
ergy E (in the electrode) and fα(E) the corresponding Fermi distribution function. The greater
Green function g>ij(t, t

′) is obtained by replacing the Fermi functions f(E) with f(E)−1. The
actual calculations performed in this article are restricted to a stationary non-interacting system,
where the above expression further simplifies to

g<ij(t−t′) = i
∑
α

∫
dE

2π
fα(E)ΨαE(i)Ψ ∗αE(j) e−iE(t−t′). (16)

Here again, the stationary scattering wave functions ΨαE(i) are standard objects [17]. They are
the eigenvectors of Ĥ0 with one caveat: they need to be classified into states incoming from the
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left and states incoming from the right. These objects are in fact direct outputs of the Kwant
software [13]. Once the lesser and greater Green functions are known, one completes the 2×2

Keldysh matrix with the standard relations

gTij(t, t
′) = Θ(t−t′) g>ij(t, t′) +Θ(t′−t) g<ij(t, t′) (17)

gT̄ij(t, t
′) = Θ(t′−t) g>ij(t, t′) +Θ(t−t′) g<ij(t, t′) . (18)

3.3 The expansion itself

We continue to follow the literature and perform the expansion in powers of U. We obtain

Gc
ij(t̄, t̄

′)=−i
+∞∑
n=0

(−i)n

n!
Un
∑
{ai}

(−1)
∑
i ai

∫
du1· · ·dun

〈
TcH̃int(ū1)H̃int(ū2)· · ·H̃int(ūn)ĉi(t̄)ĉ†j(t̄

′)
〉

(19)
and we are left to calculate the non-interacting average of a (possibly large) product of creation
and destruction operators. This is done, as usual, using Wick’s theorem. Wick’s theorem states
that an average over a non-interacting density matrix of a product of fermionic operators takes
the form 〈

ĉ†1ĉ1ĉ†2ĉ2 · · · ĉ
†
M ĉM

〉
=
∑
P

(−1)|P |
〈
ĉ†1ĉP (1)

〉〈
ĉ†2ĉP (2)

〉
· · ·
〈
ĉ†M ĉP (M)

〉
(20)

where the sum runs over all the permutation P of M elements, |P | = ±1 is its signature and
P (a) the image of a through the corresponding permutation. The numbers 1, 2, . . .M are just
shorthands for all the parameters of the fermionic operators: sites i (including spin), times u
and Keldysh index a.
This is where the numerical route starts to differ from the analytical one. Usually, one would
identify each permutation with a Feynman diagram and start do derive the corresponding Feyn-
man rules. But as already discussed, the problem is that we would have far too many diagrams
(there are M ! permutations in the above expression). For numerical purposes, we will make a
simple remark: that the right-hand-side of Eq. (20) is actually the definition of the determinant
of a M×M matrix: 〈

ĉ†1ĉ1ĉ†2ĉ2 · · · ĉ
†
M ĉM

〉
= det

〈
ĉ†aĉb

〉
. (21)

Since the calculation of the determinant of a M×M matrix takes only M3 � M ! operations,
this sounds very appealing. Now putting things together, we arrive at a formula that is con-
ceptually very simple: the left-hand-side is what we want and the right-hand-side is a set of
multi-dimensional integrals of matrices whose entries are known. The problem is therefore
“reduced to quadrature”

Gc
ij(t̄, t̄

′) =
+∞∑
n=0

in

n!
Un
∑
{ai}

(−1)
∑
i ai

∫
du1 · · · dun

∑
i1j1k1l1

Vi1j1k1l1(u1) · · ·
∑

injnknln

Vinjnknln(un) det Mn

(22)



9.10 Xavier Waintal

Fig. 3: Left: Colorplot of the integrand of Q2 as a function of the two times u1 and u2

for SIAM with µL=µR=0, εd=0, T=0 and t=10. The four panels correspond to the four
possible values of the two Keldysh indices a1 and a2. The explicit form of the integrand is
f(u1, u2, a1, a2) = − Im(−1)

∑
i ai det M2(u1, u2, a1, a2). Right: Same parameters as on the

left but the integrand has now been summed over Keldysh indices. The colorplot represents
f(u1, u2) = i

∑
a1,a2

(−1)
∑
i ai det M2(u1, u2, a1, a2) (f is real). Note that the integrand is now

real, positive and concentrated around u1=u2=t. (Adapted from [4])

where the (2n+1)×(2n+1) matrix Mn is given by

Mn =



g<k1i1(ū1, ū1) g>k1j1(ū1, ū1) gck1i2(ū1, ū2) · · · gck1j(ū1, t̄
′)

g<l1i1(ū1, ū1) g<l1j1(ū1, ū1) gcl1i2(ū1, ū2) · · · gcl1j(ū1, t̄
′)

gck2i1(ū2, ū1) gck2j1(ū2, ū1) g<k2i2(ū2, ū2) · · · gck2j(ū2, t̄
′)

...
...

... . . . ...
gckni1(ūn, ū1) gcknj1(ūn, ū1) gckni2(ūn, ū2) · · · gcknj(ūn, t̄

′)

gclni1(ūn, ū1) gclnj1(ūn, ū1) gclni2(ūn, ū2) · · · gclnj(ūn, t̄
′)

gcii1(t̄, ū1) gcij1(t̄, ū1) gcii2(t̄, ū2) · · · gcij(t̄, t̄
′)


(23)

and the zeroth order term is gcij(t̄, t̄
′). [Note that there was a typo in the above expression

in [4], see [5] for the correction]. To calculate an actual observable, we just recognize that it
corresponds to the lesser Green function at equal times, i.e.,〈

Û(0, t) ĉ†i ĉj Û(t, 0)
〉

= −iG<
ji(t, t). (24)

We are just left with a simple problem: to obtain Qn(t) we must integrate over n times and sum
over n Keldysh indices (in general we also need to sum over the n different vertices Vijkl but
in the case of SIAM, this sum reduces to a single term). There is a caveat however. To see it,
let us look at the integrand of Q2 in the 4-sectors defined by the two Keldysh indices, as shown
in the left panel of Fig. 3. We immediately see that the corresponding integrals are not going
to behave well: the integrand does not seem to decay when the time gets away from the time
where the measurement is made (reminder: we switch on the interaction at t = 0 and measure,
here, at t = 10). This is to be expected and is why the determinant form of the Wick theorem
was not super successful before: the expansion includes all Feynman diagrams, including the
disconnected diagrams. It is well known that these disconnected diagrams do not contribute to
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the final result. Yet, in this expansion they are present and a priori only cancel at the end of the
calculation after integration and summation over Keldysh indices.
The magic occurs when one performs the summation over the Keldysh indices, as shown in the
right panel of Fig. 3: we find that the cancellation of the disconnected diagrams occurs before
the integration over times. The proof is a bit technical and is shown in the appendix of [4]. The
consequence of this property is that, one is left with a well behaved integral to calculate. The
cost of each call to the integrand is O(2n) which is still exponential but very mild compared
to the initial n! cost we started with. To calculate these integrals we will use Tensor Cross
Interpolation, which we now explain.

4 Tensor cross interpolation for integration (problem B)

We will now discuss a very important algorithm – Tensor Cross Interpolation (TCI) – that
has a very special place in the zoo of tensor network algorithms. This algorithm takes as an
input a “virtual” tensor Fσ1,σ2,...,σN where each index σi takes di different values (for simplicity
we assume that di ≡ d is constant). It returns as an output a Matrix Product State (MPS) that
approximates F~σ in the best possible way. For an introduction to MPS, see [19]. For the purpose
of this article, the MPS is merely the following expression

Fσ1,σ2,...,σN ≈
∑
{αi}

M1
α1

(σ1)M2
α1α2

(σ2) · · ·MN
αN−1

(σN), (25)

where the matrices Ma(σ) have a maximum size χ, known as the bond dimension. F~σ is virtual
in the sense that the input of the algorithm is not the actual tensor (which would be an expo-
nentially large object with dN elements). Rather it is a function that takes ~σ = (σ1, σ2, . . . , σN)

as an input and returns the corresponding value F~σ. TCI is very different from many other
tensor network algorithms (e.g. DMRG [19]): here F~σ is actually known by the user, what is
not known is its MPS representation. Once one has this MPS, one can use it for calculating,
e.g., integrals or plenty of other applications that we shall not discuss, see [15]. TCI is really a
“gateway” that allows one to take a problem that is not formulated in terms of tensor network
and transform it into this framework.
Another peculiarity of TCI is that it is a learning algorithm akin to what is done in machine
learning. More precisely it is an active learning algorithm since TCI decides on the data (~σ, F~σ)

that will be requested. As in machine learning, only a very tiny fraction of the possible con-
figurations ~σ will be explored, and as in machine learning the fact that the resulting model
interpolates correctly between the configurations can be spectacular. On the other hand there
are strong differences with deep neural networks: the optimization has nothing to do with gra-
dient descent (and is way more effective) and the resulting function much more structured (for
instance we can easily calculate, e.g., integrals, we cannot do that with a neural network). The
cost for these added features is a more restrictive set of applications: TCI is only effective for
problems where the level of “entanglement” is limited (small χ).
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The presentation below is mostly based on section III of [8] with a few more advanced aspects
borrowed from [15] to which we also refer for the references to the original literature. The read-
ers can also have a look at the tensor4all open source library that implements these algorithms
https://tensor4all.org.

4.1 Compressing low rank matrices

Before we can get into TCI, we need a matrix factorization formula for low rank (or approxi-
mately low rank) matrices that is based on Gaussian elimination and the concept of the Schur
complement [20]. This formula (the “cross interpolation”) will be almost as good as the Sin-
gular Value Decomposition (SVD, which is optimum) but with a key advantage: it can be
performed without the need to access the full matrix A: only a set of χ rows and columns will
be needed.

4.1.1 Revisiting Gaussian elimination

We consider an arbitrary matrix A that we put in a 2×2 block form,

A =

(
A11 A12

A21 A22

)
(26)

Following the strategy of Gaussian elimination, we can put this matrix in triangular form as
(provided the A11 block is invertible)(

1 0

−A21A
−1
11 1

)(
A11 A12

A21 A22

)
=

(
A11 A12

0 A22−A21A
−1
11 A12

)
. (27)

We can proceed on the columns to eliminate the A12 block and finally obtain(
1 0

−A21A
−1
11 1

)(
A11 A12

A21 A22

)(
1 −A−1

11 A12

0 1

)
=

(
A11 0

0 A22−A21A
−1
11 A12

)
. (28)

This equation will play a key role in multiple places. The quantityA22−A21A
−1
11 A12 ≡ [A/A11]

will also appear over and over and we shall therefore give it its name: it is called the Schur
complement [A/A11] of A with respect to the 11 block. The block triangular matrices can be
trivially inverted and we arrive at a “block LDU” decomposition A = LDU in terms of a block
lower triangular L, block diagonal D and block upper triangular matrix U(

A11 A12

A21 A22

)
=

(
1 0

A21A
−1
11 1

)(
A11 0

0 [A/A11]

)(
1 A−1

11 A12

0 1

)
. (29)

Among the various corollaries of this equation, it provides a close form for the determinant:

detA = det[A11] det[A/A11] (30)

The Schur complement has many other nice properties, see [15] for a discussion. For instance
one does not need to take the Schur complement directly with respect to en entire block A11,
one may do it sub-block after sub-block and if one does so, the order in which one takes the
Schur complements does not matter.
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~

Fig. 4: Illustration of the cross interpolation (CI) of a matrix. The large red triangles indicate
real pivots and the smaller red triangles indicate automatically generated pivots. The right-
hand side only contains small subparts of the matrix. (Adapted from [8])

4.1.2 Cross Interpolation

The cross interpolation formula approximates A ≈ ACI, where ACI is defined as

ACI =

(
A11

A21

)
(A11)−1

(
A11 A12

)
. (31)

In other words, the Schur complement is the error of the cross interpolation,

A = ACI +

(
0 0

0 [A/A11]

)
. (32)

An important remark is that to construct ACI, one does not need to know anything about A22.
Indeed, when a matrix is of (low) rank χ, we only need χ independent vectors (the first matrix
in the definition of ACI) and χ rows (which tells us how the other vectors decompose in terms
of the independent ones). The cross interpolation formula has two important properties: (i) first
it is exact when evaluated on the blocks that have been used to construct it (A11, A12 and A12)
as evident in the above equation. We refer to this as the interpolation property. (ii) Second it
is exact if A11 is a χ×χ matrix and A is exactly of rank χ. To prove this second assertion, we
construct the sub-matrix of A that contains the 11 block plus a single extra row i0 and a single
extra column j0. Using the Schur complement, we have:∣∣∣∣∣det

(
A11 A1j0

Ai01 Ai0j0

)∣∣∣∣∣ =
∣∣ detA11

∣∣× ∣∣Ai0j0−Ai01A
−1
11 A1j0

∣∣. (33)

(with a slight abuse of notations that mixes indexing with block indexing). The left hand
side is zero by definition of A being of rank χ (it is a (χ+1)×(χ+1) matrix) hence Ai0j0 −
Ai01A

−1
11 A1j0 = 0, i.e., the cross interpolation is exact.
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Fig. 5: Error
∣∣Aij−[ACI]ij

∣∣ versus i and j at different stages of the Cross-
Interpolation for an M×M matrix with M= 20. In this toy example, Aij =(

i/M
i/M+1

)4 (
1+e−(j/M)2

) [
1 + (j/M) cos(j/M)e−(j/M)

i/M
(i/M)+1

]
. The red dots indicate the piv-

ots. The x and y axis have been rescaled to be in [0, 10]. (Adapted from Jeannin et al. [10])

4.1.3 Practical cross interpolation

In practice to build up ACI we need to choose the A11 block properly. Let us introduce the
notation that we will use to design the chosen rows and columns. Let I = {i1, i2, . . . , iχ} (re-
spectively J = {j1, j2, . . . , jχ}) denote a list of the rows (columns) of A (that will form the A11

block). Indexing these sets gives the corresponding index: Ia ≡ ia is its ath element. The list of
the indices of all rows (columns) is denoted I = {1, 2, . . . ,M} (J = {1, 2, . . . , N}). Follow-
ing usual programming convention (as in Python/MATLAB/Julia), we denote by A(I,J ) the
submatrix of A comprised of the rows I and columns J ; A(I,J )ab ≡ AIa,Jb . We have

A = A(I, J) (34)

ACI = A(I,J )A(I,J )−1A(I, J) (35)

Equation (35) is illustrated graphically in Fig. 4. The rows and columns of A(I,J ) are called
the pivots and A(I,J ) is the pivot matrix. The pivots are chosen one by one iteratively in such
a way as to maximize the determinant of the matrix A(I,J ) = A11 in order to guarantee that
the chosen vectors are truly independent. This is known as the maximum volume (maxvol)
principle. Another way to look at the maxvol principle is that each new pivot is chosen to be
the one where the current error of ACI is maximum (maxerror) so that adding this pivot brings
the largest amount of new information into the approximation. The proof of the equivalence
between maxvol and maxerror is in Eq. (33). A practical example of how the error decreases
for the cross extrapolation of a (toy) matrix is shown in Fig. 5.
The important thing to remember about cross interpolation is that it is given in terms of slices
of the matrix A: it is entirely defined in terms of the two lists I and J of the rows and columns
of the pivot matrices.
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4.1.4 Stable evaluation of the cross interpolation

We need a last ingredient to be able to use cross interpolation in practice. Indeed, as one adds
more pivots, the A11 matrix becomes increasingly singular so we do not want to calculate A−1

11

explicitly as it becomes numerically unstable (even for moderate values of χ). There are several
ways to stabilize the evaluation of (

A11

A21

)
(A11)−1. (36)

The first is to perform a QR factorization of the first matrix, writing(
A11

A21

)
=

(
Q11

Q21

)
R . (37)

The Q matrix being an isometry, it is well conditioned. All the (possibly very small) singular
values of A11 are in the triangular matrix R which disappears from the calculation. Indeed, we
have (

A11

A21

)
(A11)−1 =

(
1

Q21Q
−1
11

)
. (38)

The second way to stabilize this calculation (now our preferred way) is to realize that Eq. (29)
can be rewritten as (

A11 A12

A21 A22

)
=

(
A11 A12

A21 A21A
−1
11 A12

)
+

(
0 0

0 [A/A11]

)
(39)

in other words, if one ignores the Schur complement one is left with the cross interpolation,
Eq. (32). We can use Eq. (29) iteratively, performing the decomposition pivot after pivot (as
stated above, this is legit, the proof can be found in [15]) building a decomposition in the form
ACI = LDU where L is lower triangular, D diagonal and U upper triangular. This is nothing
but the celebrated LU decomposition used for, e.g., inverting matrices. The only caveat is that
it is partial (we stop it after getting the χ pivots, we do not go all the way through) and it is rank
revealing (we use the maxvol criteria to select the pivots). It is the prrLU (partial rank revealing
LU) decomposition. But again, this is just a neat way to obtain the cross interpolation in a stable
way.

4.2 TCI: Extension of CI to n-dimensional tensors

We now have everything we need to factorize matrices, we need to extend cross interpolation to
tensors. This is what TCI does.
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4.2.1 TCI: naive approach

We can decompose any tensor using cross interpolation iteratively. We first group together all
indices except σ1, apply cross interpolation on the resulting matrix and repeat the procedure
until the tensor has been entirely factorized. Graphically this (very naive) algorithm has the
following form:

=F = =

s1

s2

s3

s4

where the small blue squares stand for the inverse of the pivot matrices. This algorithm is not
practical since applying cross interpolation on an exponentially large matrix requires an expo-
nentially large amount of memory and computing time. However, it has the merit of showing
that such a decomposition exists. More interestingly, it shows the structure of the “pivots” of
a TCI representation. Indeed, the cross interpolation is defined in terms of the lists I and J .
Now we have one of such list on each side of the pivot matrices (the blue squares above). Each
element of this list is now a list itself that contains the value of the corresponding indices. We
call such a list a multi-index. More explicitly, we have for our example,

s1

s2

s3

s4

J2={(s2 s3 s4), …}
I1={(s1),…}

J3={(s3 s4),…}
I2={(s1 s2),…}

J4={(s4),…}
I3={(s1 s2 s3),…}

The most tricky thing about writing a TCI code is to correctly do the book keeping of these lists
of lists.

4.2.2 TCI: formal form

Let us introduce our notations a bit more formally. A TCI representation is essentially a MPS
but we keep the pivot matrices explicit so that the TCI is entirely made of “slices” of the original
tensor. For any α such that 1 ≤ α ≤ N, we consider “row” multi-indices (σ1, σ2, . . . , σα) and
“column” multi-indices (σα, σα+1, . . . , σN). The pivot lists are defined as Iα = {i1, i2, . . . , iχ}
for the “rows” (the multi-indices have size α) and Jα = {j1, j2, . . . , jχ} for the “columns”
(the multi-indices have size N−α+1). For notational convenience, we define I0 and JN+1 as
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singleton sets each comprised of an empty multi-index. Last, we use the symbol ⊕ to denote
the concatenation of multi-indices

(σ1, σ2, . . . , σα−1)⊕ (σα)⊕ (σα+1, . . . , σN) ≡ (σ1, . . . , σN). (40)

We are now ready to define the TCI representation formally. The definitions are a bit scary
looking but they are nothing else than what we obtained above using the naive algorithm. The
blue squares are the pivot matrices Pα defined as,

[Pα]ij ≡ F[Iα]i⊕[Jα+1]j (41)

(with PN= 1 for notation convenience). Likewise the orange three leg tensors Tα are defined as,

[Tα]iσj ≡ F[Iα−1]i⊕σ⊕[Jα+1]j . (42)

We also introduce the matrix Tα(σ) defined as

Tα(σ)ij ≡ [Tα]iσj (43)

to make contact with the standard MPS form. Using these notations, we have,

F~σ ≈ [FTCI]~σ ≡
N∏
α=1

Tα(σα)P−1
α . (44)

or graphically

s1 s2 s3 s4

F
s1 s2 s3 s4

T1 T2 T3 T4
P1 P2 P3

The TCI representation is defined entirely by the selected sets of “rows” and “columns” Iα and
Jα, so that constructing an accurate representation of F~σ amounts to optimizing the selection of
Iα and Jα for 1≤α≤N . Only O(Ndχ2)� dN entries of F~σ are used in the approximation.

4.2.3 Practical TCI algorithm

We start with an initial point (σ1, . . . , σn) which we split inN−1 different ways (σ1, . . . , σN) =

(σ1, . . . , σα)⊕ (σα+1, . . . , σN) to obtain one element for each of the sets Iα and Jα. This yields
the initial χ = 1 TCI, which is exact if the tensor F~σ factorizes as a product of tensors of one
variable.
To improve on this TCI, we are going to sweep over pairs of tensors (Tα, Tα+1) as is done
in two-site DMRG. The sweeping is performed until convergence. For each pair, we use the
following procedure: First, we introduce yet another tensor, Πα as

[Πα]iσσ′j ≡ F[Iα−1]i⊕σ⊕σ′⊕[Jα+2]j . (45)

Second, we replace
[
Tα(σα)P−1

α Tα+1(σα+1)
]
ij

inside the TCI by [Πα]iσασα+1j because the for-
mer is a cross interpolation of the latter, hence we might as well use the more precise form.
Next, we continue the cross interpolation of Πα (seen as a matrix [Πα]i⊗σ,σ′⊗j) by adding a new
pivot, i.e., one new entry to the list Iα and Jα+1. Graphically, we have
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s1

s2

s3

s4

J2
I1

J3
I2

J4
I3

I1

J4

P2

I1

J4

s2

s3

s2

s3

J3
I2’
’
’

s1

s2

s3

s4

J2
I1

J4
I3

J3
I2’
’
’

and that is it; this is a fully functional TCI algorithm (although there are versions that are
more suitable for certain purposes). During the sweeping, we monitor the so-called pivot error
between the Πα tensor and its cross interpolation. We stop the iteration when this error is below
a certain threshold during an entire sweep

εΠ = max
iσσ′j

∣∣∣[Πα]iσσ′j −
[
Tα(σ)P−1

α Tα+1(σ′)
]
ij

∣∣∣ . (46)

Now, there is a subtle point that we have swept under the rug: the fact that the error εΠ is
actually the error of the TCI approximation for the corresponding pivots,

εΠ = max
iσσ′j

∣∣F[Iα−1]i⊕σ⊕σ′⊕[Jα+2]j − [FTCI][Iα−1]i⊕σ⊕σ′⊕[Jα+2]j

∣∣ . (47)

Therefore improving the cross interpolation of Πα does indeed improve the TCI approximation
itself (at least for these pivots). To prove this point, we need to remember that the cross interpo-
lation is exact on the pivots. We also need to realize that there is a form of “nesting condition”
that connects the different pivot lists: a pivot iα ∈ Iα takes the form iα = iα−1 ⊕ σα with
iα−1 ∈ Iα−1 (and a similar condition for the Jα). Using these two ingredients, one easily sees
that there is a telescopic condition for the restriction of the TCI on these pivots.

Let us see how this works concretely. We start by restricting σ1 to values that belong to I1. For
these values, T1 and P1 cancel due to the interpolation property. Schematically, it reads

s1 in I1

s2

s3

s4

J2
I1

J3
I2

J4
I3

s1 in I1

s2

s3

s4

J3
I2

J4
I3

=

We continue by requesting that σ1 ⊕ σ2 ∈ I2 which we can do because of the nested condition.
The interpolation property implies that
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s1 in I1

s2

s3

s4

J3
I2

J4
I3

s3

s4

J4
I3

(s1, s2) in I2

(s1, s2) in I2

=

and we can continue like that down the TCI representation. Since the same thing can be done
with the Jα, we can also go up from the bottom of the TCI. See [8] or [15] for a more formal
proof of the statement.

4.2.4 Application to integrals

There are many things that one may do with a TCI representation. As stated, it is an entry
point to be able to use the many algorithms that have been developed for many-body physics.
For the purpose of these notes, we are interested in multi-dimensional integration. It is an
alternative to the Monte Carlo approach. When it works (the convergence with χ will depend
on the integrand), it compares very favorably to Monte Carlo in two aspects: (i) the convergence
is much faster than what is allowed by the law of large numbers; (ii) it is immune to the sign
problem that plagues Monte Carlo whenever the integrand has an oscillatory behavior.
In its plainest version, multi-dimensional integration is quite straightforward. Let us consider
a function f(u1, . . . , un) (our integrand). We discretize it using a plain quadrature rule with
d points per dimension a1, . . . , ad and the corresponding weight w1, . . . , wd. For instance, we
could use the Gauss-Kronrod-21 rule (with d = 21) or even the trapezoidal rule. We write∫

du1 · · · dunf(u1, . . . , un) ≈
∑
σ1···σn

F~σ wσ1 · · ·wσN (48)

with
F~σ ≡ f(aσ1 , . . . , aσn). (49)

The problem, of course, is that the sum runs over dn different configurations which is imprac-
tical. This is known as the curse of dimensionality. If, however, we can factorize F~σ using
TCI, then calculating this sum reduces to n matrix-vector multiplication. It becomes essentially
trivial ∑

σ1···σn

F~σ wσ1 · · ·wσn ≈
n∏

α=1

∑
σ

Tα(σ)P−1
α . (50)

This is essentially what we do to calculate our coefficients Qn. There is a small difficulty that
we will not discuss in details though: we do not perform TCI f(u1, . . . , un) (whose rank is very
high) but rather f(u1, u2−u1, u3−u2, . . . , un−un−1) (whose rank is much smaller). The reason
is that the later function automatically enforces time-ordering – or, more precisely, works in a
single sector of the ordering (see the corresponding discussion in [8]).
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Fig. 6: Coefficients of the expansion. Absolute value of the coefficients Qn as a function of time
for the charge (εd = 0). Red (blue) portion of curve corresponds to positive (negative) values
of Qn. At large time Qn(t) reaches its known exact value (calculated with Bethe ansatz) with
high precision. (Adapted from [10])

5 Summing up the series (problem C) and results

We are now in position to actually calculate these coefficients Qn(t). An example of the typical
raw data coming out of such a calculation is shown in Fig. 6 up to order eighteen. Please
note the span of the x and y axis: times span four orders of magnitude while the coefficients
themselves span almost ninety orders of magnitude. The final result (at infinite time) is correct
in this instance with close to eight digits precision. These results are orders of magnitude more
precise and faster than what was obtained with previous techniques. We have a last problem to
solve (problem C) before we can turn to do a little physics.

5.1 Cross extrapolation

Due to the convergence properties of the series of Q(U, t) we can only calculate it accurately
in two regimes: small times (but up to large U ) and small U (but any t). We would like to
extrapolate our results up to the interesting regime where both t and U are large. Let us first
discretize U and t to get a matrix Qij = Q(Ui, tj). Only a few first rows and columns of this
matrix are known.
The cross-extrapolation algorithm [9] is a deceptively simple idea: one merely applies the cross-
interpolation formula to the matrix Qij taking advantage of the fact that the formula does not
use the entire matrix. The only difference with what was done in the context of TCI is that one
restricts the choices of the pivots to the known sector of the matrix (the A11 block). This is
illustrated in Fig. 7 for a toy example. This is the same matrix as in Fig. 5, the only difference is
that we supposed that the data inside the white square was inaccessible, hence we had to restrict
the choice of the pivots to inside the red square. The convergence is not as fast or as stable as in
a regular cross interpolation, this is to be expected, but in many instance the method works well
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Fig. 7: Relative error of the cross-extrapolation versus i and j for a toy matrix and different
number of pivots χ = 1 − 6. The pivots can only be placed inside the red square in order to
extrapolate the results inside the white square. (Adapted from [9])

and allows one to extrapolate the data further than the initial calculation provides. The error is
controlled by varying the rank χ of the extrapolation and the size of the red square region. As in
all extrapolation, there is an underlying assumption that must be checked: the fact that Q(U, t)

is approximately low rank or in other words that for an error level ε, there exist a set of χ one
dimensional functions gk and hk such that

∣∣Q(U, t)−
χ∑
k=1

gk(U)hk(t)
∣∣ < ε. (51)

The approach is very general and could in principle be used in many different situations. For
instance in Fig. 8, we use it to extrapolate an image whose upper right corner is missing.

Fig. 8: Example of cross extrapolation for an image (left) whose upper right corner is missing
(reddish zone). In this instance, it does not work so well. (Adapted from [9])
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Fig. 9: Final result of the calculation after cross extrapolation. Upper panels: color plots of the
current versus bias voltage Vb and gate voltage εd for the SIAM. The diamond like shape shown
is known as the “Coulomb diamond” Middle panels: same data but the differential conductance
is shown. the horizontal red line around Vb = 0 is known as the “Kondo ridge” and its width is
the Kondo energy. Bottom panels: a few horizontal cuts of the same data. (Adapted from [10])

5.2 Main results in the stationary limit

We are now done with the technique itself, it is time to see what it can do in practice and discuss
a little the physics of the SIAM. We cannot do justice to the SIAM here. The model is very well
understood at equilibrium. It is one of the very few correlated models that is both non-trivial
(among other things it features the Kondo effect, hence an emerging energy scale) and very well
understood (through Bethe ansatz, the numerical renormalization group, and more). Calculating
its properties out-of-equilibrium though is harder and results in this direction are more recent.
On the other hand almost all experiments measure current-voltage characteristics, hence take
place out-of-equilibrium (see the introduction of [10] for references). So for a long time we
were in a semi-comfortable situation where we understood the underlying physics but could
not actually calculate the observables that were measured. The present technique contributed
to bridge this gap. Fig. 9 shows a snapshot of the results of the calculation featuring both the
“Coulomb diamonds” (upper panels) and the “Kondo ridge” (middle panels), two features that
have been observed over and over experimentally. Actually, calculating the Coulomb diamond
does not require such a sophisticated technique, it can be perfectly well understood at the semi-
classical level. Yet, it is nice to obtain the entire colormap observed experimentally with a single
technique and in a controlled way.

Let us finish by pushing the technique to its (current) limits which is to calculate I(Vb) in the
middle of the Kondo ridge at U = 12. We are going to span three orders of magnitude in bias
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Fig. 10: Current I as a function of Vb at U = 12. The dashed lines indicate the position of the
energy scales discussed in the text. The grey lines correspond to perfect transmission I = Vb
and a plateau at I = TK(U). N = 23 coefficients were used. The Kondo temperature was
extracted from Bethe Ansatz. (Adapted from [10])

voltage and cross four different energy scales:

• The largest one is the charging energy U. For Vb > U the current must saturate.

• The scale
√
ΓU is associated to the fluctuations of the charge. For energies smaller than

this scale, the charge can be considered as “frozen” and the problem reduces to its spin
sector (i.e. essentially to the so-called Kondo model).

• The width Γ of the non-interacting resonance.

• The Kondo temperature TK . This scale is what makes the whole problem interesting. TK
decreases exponentially with U. For Vb < TK one expects perfect transmission I = Vb
(in units where e2/h = 1).

The results are shown in Fig. 10. We find the expected regimes at small and large bias voltages.
For TK < Vb < Γ , we observe a sort of plateau, that still needs to be confirmed given that the
error bars are fairly high in this regime.

5.3 What is to take away?

I would like to end with a few comments as to where this is going. We have seen a technique that
consists of several subtechniques (non-interacting Green functions, Wick determinants, tensor
cross interpolation, series reconstruction) which put together allow to solve a quite challenging
problem. None of these techniques are very difficult once someone has taken the trouble to
write a proper open source code that properly isolates the corresponding functionality. This is
perhaps my first comment: open source code and proper API are key to being able to assemble
complex solutions. We need to be able to program at a level of abstraction that is close to the one
we use to think about the problem. My second comment refers to TCI. Finding an underlying
structure of the problem to be able to solve it has always be central to how physicists work.
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What I find amazing with TCI is that this algorithm is able to discover this structure for us. This
is generally true of learning algorithms including with deep neural networks and it is a major
paradigm shift in the way we think about algorithms. My last comment is about the overall idea
of teaching the computer to calculate Feynman diagrams. At the time of this writing it is not
clear how far we will be able to go in this direction but I am quite awed by the number of radical
speedups and paradigm shifts that we have seen since our first paper on this subject ten years
ago. More generally, it seems that the field of computational many-body physics as a whole is
moving very quickly these days and I would not be surprised if some of our central problems
(say calculating the properties of the 2D Hubbard model) would soon switch from “about to be
solved” to “solved actually”.
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1 Introduction

Quantum impurity models play an important role in nanoscience as representations of quantum
dots, and in condensed matter physics as auxiliary systems, whose self-consistent solution pro-
vides the dynamical mean field theory (DMFT) [1] description of lattice models. A quantum
impurity model describes a system with a finite-dimensional Hilbert space (“dot”), which is
coupled to one or several infinite but noninteracting systems (“baths”). The equilibrium prop-
erties of quantum impurity models are by now reasonably well understood theoretically, and in
many cases the properties of interest can be computed numerically to high accuracy.

The nonequilibrium properties of quantum impurity models are much less understood, but they
are relevant in connection with transport studies on quantum dots [2] and the DMFT descrip-
tion of pump-probe experiments on solids [3]. Different protocols can be considered to drive a
quantum impurity model out of equilibrium. If a system is coupled to more than one reservoir, a
chemical potential or temperature difference between the reservoirs can generate a nonequilib-
rium steady state in which current flows from one reservoir to another across the dot. One can
also consider the relaxation to a steady state from an atypical initial condition (“quench”). In the
DMFT context, the nonequilibrium reservoirs are selfconsistently computed and represent the
lattice environment during the transient evolution of a perturbed system [4], or in a nonequilib-
rium steady-state situation [5]. While the basic formalism for dealing with these problems was
established by Schwinger [6] and Keldysh [7] in the early 1960s, the calculation of unbiased
results for generic nonequilibrium situations remains a challenge.

Several numerical techniques have been applied to time-dependent problems in interacting
quantum dots. Numerical renormalization group methods [8] provide accurate results for the re-
laxation dynamics in dots with equilibrium baths. Path integral sampling techniques introduced
in the quantum chemistry context [9] have been extended to the quantum dot problem [10]
and recent powerful implementations make use of a tensor-train representation of the influence
functional of the bath [11, 12]. The time-dependent non-crossing approximation [13] and its
higher-order generalizations [14] allows an efficient treatment of the strong-correlation regime,
but the correct description of Kondo resonances or weakly correlated states remains a chal-
lenge. The time-dependent density matrix renormalization group has also been used to study
the transport properties of quantum dots coupled to one-dimensional reservoirs [15, 16].

In this chapter, we discuss quantum Monte Carlo (QMC) methods based on the unbiased sam-
pling of diagrammatic expansions [17]. For equilibrium properties, these so-called continuous-
time QMC methods enabled numerically efficient studies of a wide range of impurity problems,
and their adaptation to the real-time contour yields potentially useful solvers for quantum dot
studies and nonequilibrium DMFT. We provide a systematic analysis of the real-time dia-
grammatic approach, including a discussion of the strengths and weaknesses of these methods,
and the regimes in which accurate results can be obtained. We also briefly discuss alternative
schemes which avoid the sampling of disconnected diagrams, as well as recent developments
which replace the Monte Carlo sampling of diagrams by an efficient explicit calculation of the
integrals over diagram weights. The QMC part is taken from Refs. [18] and [19].
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2 General formalism and model

2.1 Weak- and strong-coupling approach

A quantum impurity model is described by a Hamiltonian of the form

HQI = Hdot +Hbath +Hmix. (1)

Here Hdot describes a system with a finite-dimensional Hilbert space, which we refer to as the
“impurity”, or “dot”, Hbath describes one or more infinite reservoirs characterized by a contin-
uum of levels, and Hmix the coupling between the impurity and the reservoirs. We assume that
at time t = 0 the state of the system is described by the density matrix ρ0.
The theoretical task is to evaluate the expectation value 〈O(t)〉 of an operator O at time t, i.e.
to compute

〈O(t)〉 = Tr
[
ρ0 e

i
∫ t
0 dt
′HQI(t′)O e−i

∫ t
0 dt
′′HQI(t′′)

]
(2)

(the generalization to operators with multiple time dependences is straightforward and will not
be written explicitly). A nonequilibrium situation can arise through a time dependence of the
parameters in HQI (“irradiation”), through the correlators of the operators in Hbath (“nonequi-
librium reservoirs”) or through an initial density matrix ρ0 which is different from the long-time
limit (“quench”).
One can view the expectation value in Eq. (2) as an evolution on the Schwinger-Keldysh con-
tour illustrated in Fig. 1 from time t = 0 (when the system is described by the density matrix
ρ0) to time t (at which the operator is measured), and then back to time 0 [6]. Our general
strategy for evaluating Eq. (2) is to write HQI as a sum of two terms: one, H0 for which the
time evolution can be treated exactly and another, HI , which is treated by a perturbative expan-
sion. The expansion in HI generates a series of diagrams, which are sampled stochastically,
using an importance sampling which accepts or rejects proposed diagrams on the basis of their
contributions to 〈Õ〉 (in the discussed implementations we use Õ = 1).
Two types of expansion are considered: One is a “weak coupling” method, in which Hdot is par-
titioned into a quadratic partH0

dot and an interacting partHU , the combinationH0
dot+Hmix+Hbath

is treated exactly, ρ0 is taken to be the corresponding density matrix, and the expansion is con-
structed in terms of HU . The other is a “strong coupling” (more properly, “hybridization”)
expansion in which Hdot and Hbath are treated exactly, ρ0 is the density matrix corresponding

5

t0

ρ
0

t t

tt

K2K1 K3

K4K5

t s s

ss

1 2 s3

4

Fig. 1: Illustration of the Schwinger-Keldysh contour and example of a Monte Carlo configu-
ration corresponding to perturbation order n = 5 and n+ = 3, n− = 2. (From Ref. [18])
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to the direct product of a lead density matrix and a density matrix describing the dot decou-
pled from the leads, and Hmix is treated as a perturbation. The hybridization expansion for
nonequilibrium problems was originally introduced by Mühlbacher and Rabani [20] in the con-
text of noninteracting electrons coupled to phonons, and has been applied to interacting dots in
Ref. [21]. An essentially identical formalism has also been discussed in Ref. [22]. The real-time
version of the weak-coupling approach was introduced in Ref. [18].
Methods based on stochastically sampled diagrammatic expansions [23–26] have had consid-
erable success in treating equilibrium quantum impurity problems at temperature T > 0 and
they have become the main workhorse for DMFT [17]. In equilibrium calculations, the expan-
sion can be formulated on the imaginary time axis 0 ≤ τ < 1/T (only one contour is needed)
and the expansion parameter is −HI(τ) = eτH0(−HI) e

−τH0 . The fermionic sign problem
can be avoided in many relevant situations, so that average perturbation orders of O(100) can
be easily treated. Three related sources of difficulty arise in nonequilibrium setups. First, the
expansion must be done for real times, so the time evolution introduces complex phases and
the diagrams come with factors of i to powers relating to the perturbation order. Second, two
contour branches rather than one are required (Fig. 1), doubling the perturbation order required
to reach a given time. Third, in nonequilibrium situations it may be essential to build up the
correct entanglement between the impurity and the bath before observables can be measured.
All of these factors limit the range over which accurate results can be obtained, but the crucial
constraint is the dynamical sign problem resulting from the oscillatory convergence.

2.2 Model

In the following discussions, we consider a dot consisting of a single spin-degenerate level with
a Hubbard interaction U, coupled by hybridization V to two reservoirs (“leads”) labeled by
α = L,R, which can have different chemical potentials µα.
The different terms of the Hamiltonian are

Hbath =
∑
α=L,R

∑
p,σ

(
εαp,σ−µα

)
aα†p,σa

α
p,σ, (3)

Hmix =
∑
α=L,R

∑
p,σ

(
V α
p a

α†
p,σdσ + h.c.

)
, (4)

H0
dot =

(
εd+U/2

)∑
σ

nd,σ, (5)

HU = U
(
nd,↑nd,↓ − (nd,↑+nd,↓)/2

)
. (6)

Here, dσ (aαp,σ) annihilates the spin-σ electron on the dot (spin-σ and lead-α bath electron with
index p), nd,σ = d†σdσ is the spin-density on the dot, and εd (εαp,σ) denotes the dot (bath level)
energy. For convenience, we also define

Hdot = H0
dot +HU . (7)

The initial density matrix is such that the correlators of lead operators are〈
aα†p,σa

β
p′,σ′

〉
= δα,βδp,p′δσ,σ′fTα(εαp,σ−µα), (8)
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where fT (x) = 1/(ex/T+1) is the Fermi distribution function for temperature T. The statement
that Hbath describes infinite reservoirs implies that Eq. (8) holds at all times.
The model has three important energy scales: εd which controls the steady state dot occupancy,
the interaction scale U, and the level broadening

Γα(ω) = π
∑
p

∣∣V α
p

∣∣2 δ(ω−εαp ) (9)

associated with lead α. The total level broadening is

Γ = ΓL + ΓR (10)

and the dimensionless measure of interaction strength is U/Γ. Very roughly, strong coupling
physics appears for U & πΓ while the opposite limit is reasonably well described by perturba-
tion theory in U.

3 Weak-coupling algorithm

3.1 Auxiliary-field formalism

In the weak coupling expansion we treat H0 ≡ H0
dot + Hmix + Hbath exactly and HU as a

perturbation. H0 is a noninteracting problem for which the density matrix and all correlators
of the dot-lead system can be determined exactly. We take the initial density matrix to be the
steady-state density matrix corresponding to H0,

ρ0 =
e−βH0

Tr e−βH0
, (11)

and we turn on the interaction at time t = 0+. Here we assume that the temperatures of the two
leads are identical; the generalization to unequal temperatures is straightforward.
We formulate the perturbation theory in U as a real-time adaptation of the continuous-time
auxiliary field method of Ref. [26], but the real-time version of the weak-coupling approach by
Rubtsov et al. [23] works analogously. Considering Õ = 1, the starting point for the real-time
auxiliary field method is the following expression for the identity

1 = Tr ρ0 e
it(H0+HU−K/t) e−it(H0+HU−K/t), (12)

with K a constant which is in principle arbitrary and may be chosen to optimize the simulation.
Using an interaction representation in which the time evolution of the operators is given by
O(s) = eisH0 O e−isH0 we can rewrite Eq. (12) as

1 = Tr ρ0

(
T̃ ei

∫ t
0 ds(HU (s)−K/t)

)
eitH0 e−itH0

(
T e−i

∫ t
0 ds(HU (s)−K/t)

)
, (13)
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with T the time ordering and T̃ the anti-time ordering operator, and expand the time-ordered
exponentials into a power series. This leads to the expression

1= Tr ρ0

∑
m

(−iK/t)m
∫ t

0

dt̃1· · ·
∫ t

t̃m−1

dt̃me
it̃1H0(1−tHU/K) · · · ei(t̃m−t̃m−1)H0(1−tHU/K)ei(t−t̃m)H0

×
∑
n

(iK/t)n
∫ t

0

dt1· · ·
∫ t

tn−1

dtne
−i(t−tn)H0(1−tHU/K) · · · e−i(t2−t1)H0(1−tHU/K)e−it1H0 .

(14)

Using the explicit form for HU (Eq. (6)) and the auxiliary field decomposition of Ref. [27] we
can rewrite the interaction term as

1− (tU/K)
(
nd,↑nd,↓−(nd,↑ + nd,↓)/2

)
= 1/2

∑
s=−1,1

eγs(nd,↑−nd,↓), (15)

cosh(γ) = 1 + (tU)/(2K). (16)

Note that the constant K has been introduced to enable this decomposition. The trace is now a
product of exponentials of one-body operators,

1=
∑
m

∑
n

(−i)min(K/2t)m+n
∑

s̃1,...,s̃n

∑
s1,...,sm

∫ t

0

dt̃1· · ·
∫ t

t̃m−1

dt̃m

∫ t

0

dt1· · ·
∫ t

tn−1

dtn
∏
σ

1

Tr e−βH0,σ
Tr e−βH0,σ×

eit̃1H0,σeγs̃1σnd,σ · · ·ei(t̃m−t̃m−1)H0,σeγs̃mσnd,σe−i(t̃m−tn)H0,σeγsnσnd,σ · · ·e−i(t2−t1)H0,σeγs1σnd,σe−it1H0,σ

and can be expressed [26] in terms of determinants of two (n+m)×(n+m) matrices

N−1
σ = eSσ − iG0,σ

(
eSσ−I

)
(17)

as

1 =
∑
m

∑
n

(−i)min(K/2t)m+n
∑

s̃1,...,s̃n

∑
s1,...,sm

∫ t

0

dt̃1 · · ·
∫ t

t̃m−1

dt̃m

∫ t

0

dt1 · · ·
∫ t

tn−1

dtn
∏
σ

detN−1
σ .

(18)
Here, eSσ = diag(eγs̃1σ, . . . , eγs̃mσ, eγsnσ, . . . , eγs1σ) and G0,σ is given by

G0,σ(t′K , t
′′
K) =

{
G<

0,σ(t′, t′′), t′K < t′′K
G>

0,σ(t′, t′′), t′K ≥ t′′K
. (19)

In the above expression, G<
0 (t, t′) = i〈d†(t′)d(t)〉0, G>

0 (t, t′) = −i〈d(t)d†(t′)〉0, tK is the
“Keldysh time” coordinate along the unfolded Keldysh contour (Fig. 1) and t the physical time
corresponding to tK . In quantum dot systems, these Green functions can usually be calculated
analytically [28], while in nonequilibrium DMFT simulations, they are the output of the self-
consistency procedure [4]. In our quantum dot applications, we will use the infinite bandwidth
limit in which the level broadening is independent of ω, so that

G
</>
0 (t′, t′′) = ±i

∑
α=L,R

Γα

∫
dω

2π
e−iω(t′−t′′) 1∓ tanh

(
ω−µα

2T

)
(ω − εd − U/2)2 + Γ 2

, (20)

with the upper sign pertaining to G<
0 and the lower sign to G>

0 .
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3.2 Detailed balance and fast updates

The algorithm samples auxiliary Ising spin configurations {(tK,1, s1), (tK,2, s2), . . . (tK,n, sn)}
time ordered along the Keldysh contour 0 → t → 0 (see Fig. 1) by random insertions and
removals of spins. The complex “weight” of a spin configuration is given by

w({(tK,1, s1), (tK,2, s2), . . . (tK,n, sn)}) = (−in−)(in+)(Kdt/2t)n−+n+

∏
σ

detN−1
σ , (21)

where n+ denotes the number of spins on the forward contour and n− the number of spins on
the backward contour (n = n++n−).
The detailed balance condition for insertion/removal of a spin is similar to the imaginary time
formulation of Ref. [26]. Assuming that we pick a random time on the unfolded contour of
length 2t and a random direction for this new spin, pprop(n−1 → n) = (1/2)(dt/(2t)), and
propose to remove this spin with probability pprop(n→ n−1) = 1/n we get

p(n−1→ n)

p(n→ n−1)
= ±i2K

n

∏
σ

det(N−1
n )σ

det(N−1
n−1)σ

, (22)

with the factor +i corresponding to a spin which is inserted on the forward contour and −i to a
spin which is inserted on the backward contour.
For the fast updates, let us consider the most complicated case, which is the insertion of a spin.
This update adds one row and one column to the (n−1)×(n−1) matrix N , resulting in the n×n
matrixN ′ (we assume here that this new row/column is the last one, n, and drop the spin index).
The determinant ratio is

r =
det(N ′−1)

det(N−1)
=
(
eS − iG0(eS−I)

)
n,n
−

n−1∑
i=1

Ri

(
eS − iG0(eS−I)

)
i,n
, (23)

with Ri =
∑n−1

j=1

(
eS − iG0(eS−I)

)
n,j
Nj,i. The calculation of this quantity requires O(n2)

operations. The new matrix elements are given by

N ′i,j = Ni,j +
1

r
LiRj, (24)

N ′i,n = −1

r
Li, (25)

N ′n,j = −1

r
Rj, (26)

N ′n,n =
1

r
, (27)

with i = 1, . . . , n−1 and Li =
∑n−1

j=1 Ni,j

(
eS − iG0(eS−I)

)
j,n

.
From Eq. (27) it follows that computing the determinant ratio for removing a spin is O(1). The
elements of the reduced matrix are obtained as

Ni,j = N ′i,j −
N ′i,nN

′
n,j

N ′n,n
. (28)
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3.3 Measurement of the Green function, density and double occupancy

To measure the Green function Gσ(t′K , t
′′
K) we have to insert an operator dσ at time t′K and

an operator d†σ at time t′′K . The weights of these configurations w({(tK,1, s1), . . . (tK,n, sn)};
dσ(t′K)d†σ(t′′K)) are related to those defined in Eq. (21) by

w({(tK,1, s1), . . . (tK,n, sn)}; d(t′)d†(t′′))

w({(tK,1, s1), . . . (tK,n, sn)})
=

1

detN−1
σ

det

(
N−1
σ (i, j) iG0,σ(tK,i, t

′′
K)

−iG0,σ(t′K , tK,j)(e
γσsj − 1) iG0,σ(t′K , t

′′
K)

)
. (29)

Hence, the Green function can be obtained as the Monte Carlo average of the quantity [26]

G̃σ(t′K , t
′′
K) = G0,σ(t′K , t

′′
K) + i

n∑
i,j=1

G0,σ(t′K , tK,i)
(
(eSσ−1)Nσ

)
i,j
G0,σ(tK,j, t

′′
K), (30)

which yields the measurement formulas

Gσ(t′K , t
′′
K) =

〈
G̃σ(t′K , t

′′
K)
〉
, (31)

nσ(tK) = 1− i
〈
G̃σ(tK , tK)

〉
, (32)

n↑n↓(tK) =
〈
(1− iG̃↑(tK , tK))(1−iG̃↓(tK , tK))

〉
. (33)

3.4 Current measurement

The current from the dot to the left lead is

IL =
∑
σ

ILσ = −2 Im
∑
σ

∑
p∈L

V L
p,σ

〈
aL†p,σdσ

〉
. (34)

Thus, in terms of the composite lead operator ã†L,σ ≡
∑

p∈L V
L
p,σa

L†
p,σ, we find

ILσ(t) =−2 Im Tr ρ0

(
T̃ ei

∫ t
0 ds(HI(s)−K/t)

)
eitH0 ã†L,σ dσ e

−itH0

(
T e−i

∫ t
0 ds(HI(s)−K/t)

)
=−2 Im

∑
m

∑
n

(−i)min(K/2t)m+n
∑

s̃1,...,s̃n

∑
s1,...,sm

∫ t

0

dt̃1· · ·
∫ t

t̃m−1

dt̃m

∫ t

0

dt1· · ·
∫ t

tn−1

dtn×

detN−1
σ̄

Tr e−βH0,σ
Tr
[
e−βH0eit̃1H0,σeγs̃1σnd,σ · · ·

· · · eγs̃mσnd,σei(t−t̃m)H0,σ ã†L,σ dσ e
−i(t−tn)H0,σeγσsnσnd,σ · · · eγs1σnd,σe−it1H0,σ

]
, (35)

with σ̄ the spin which is opposite to σ (this spin component has no operator ã and thus simply
gives the usual factor detN−1

σ̄ ). The measurement of the current is thus very similar to the
measurement of the Green functions, but one factor in the Wick decomposition is now

A(tK , t
′
K) =

{
A<(t, t′) ≡

〈
ãL†σ (t′)dσ(t)

〉
0
, tK ≤ t′K

A>(t, t′) ≡ −
〈
dσ(t)ãL†σ (t′)

〉
0
, tK > t′K

. (36)
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In the infinite bandwidth limit we have [18]

A<(t, t′)

A>(t, t′)

}
=− 2i

∫
dω

2π
e−iω(t−t′)ΓLΓR

(
f(ω−µL)− f(ω−µR)

)
(ω−εd−U/2)2 + Γ 2

+ 2ΓL

∫
dω

2π
e−iω(t−t′) (ω−εd−U/2)

(ω−εd−U/2)2 + Γ 2
×

{
f(ω−µL)(
f(ω−µL)− 1

) . (37)

The trace factor in Eq. (35) for an n-th order diagram corresponding to the n×n matrix N−1
σ is

the determinant of the (n+1)×(n+1) matrix

M−1
σ =

(
N−1
σ (i, j) A(tK,i, t)

−iG0,σ(t, tK,j)(e
γσsj − 1) A(t, t)

)
. (38)

The current can thus be expressed as follows:

IL=−2 Im
∑
σ

∑
c

wIσc =−2 Im
∑
σ

∑
c |wc|(wIσc /|wc|)∑

c |wc|φc
=−2 Im

∑
σ

〈wIσc
|wc|

〉
|wc|

1

〈φc〉|wc|
, (39)

with φc the phase of the weight wc (Eq. (21)) and

wIσc
wc

=
detN−1

σ̄ detM−1
σ

detN−1
σ̄ detN−1

σ

= A(t, t) +
∑
n,m

iG0,σ(t, tK,n)
(
(eSσ−1)Nσ

)
n,m

A(tK,m, t). (40)

Combining Eqs. (39) and (40), the current measurement formula becomes

IL=−2 Im
∑
σ

(
A(t, t) +

〈∑
n,m

iG0,σ(t, tK,n)
(
(eSσ−1)Nσ

)
n,m

A(tK,m, t)φc

〉
|wc|

1

〈φc〉|wc|

)
. (41)

The first term in this expression is the steady-state current for the non-interacting system

I0 = −2 Im
(
2A(t, t)

)
= 8

∫
dω

2π

ΓLΓR
(
f(ω−µL)− f(ω−µR)

)
(ω−εdU/2)2 + Γ 2

. (42)

3.5 Improved sampling and estimators

In the particle-hole symmetric case, the parameters K of the algorithm can be chosen such that
only even perturbation orders appear in the expansion. In fact, for

K = −tU
4

(43)

the spin degree of freedom effectively disappears (eγsσ = −1) and the algorithm becomes
the real-time version of Rubtsov’s weak-coupling method [23] for the particle-hole symmetric
interaction term HU −K/t = U(nd,↑−1

2
)(nd,↓−1

2
) [29]. The odd perturbation orders are con-

tinuously suppressed as K approaches −tU/4. In order to sample only even order diagrams, it
is however necessary to implement modified updates, which insert or remove two spins at the
same time.
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We next discuss some tricks to improve the efficiency of the current measurement [19]. First,
we rewrite the expectation value of Eq. (40) as

A(t, t)+

∫
ds1

∫
ds2G0,σ(t, s1)

〈
i
∑
n,m

δC(s1, tK,n)
(
(eSσ−I)Nσ

)
n,m

δC(s2, tK,m)

〉
A(s2, t), (44)

where the variables s1 and s2 run over the entire contour and the contour delta function is
defined by

∫
ds δC(tK , s)f(s) = f(tK). It is therefore sufficient to accumulate the quantity

Xσ(s1, s2) =

〈
i
∑
n,m

δC(s1, tK,n)
(
(eSσ−1)Nσ

)
n,m

δC(s2, tK,m)

〉
. (45)

Furthermore, it follows from Eq. (21) that the weight of a Monte Carlo configuration changes
sign if the last spin (corresponding to the largest time argument) is shifted from the forward
contour to the backward contour or vice versa. Since the absolute value of the weight does
not change, these two configurations will be generated with equal probability. As a result, all
the terms in Eq. (44) which do not involve the last operator on the contour will cancel. It is
therefore more efficient and accurate to accumulate

Xσ(s1, s2) =

〈
i
∑
l not last

(
x(s1, last; s2, l) + x(s1, l; s2, last)

)〉
, (46)

with x(s1, n; s2,m) ≡ δC(s1, tK,n)
(
(eΓσ−1)Nσ

)
n,m

δC(s2, tK,m).
Also, by comparing the contributions to the current of the original configuration and the one
with the last operator shifted from the upper to the lower contour (or vice versa), one finds that
they almost (but not completely) cancel. The error bars on the current can thus be substantially
reduced by appropriate symmetrizations of X(s1, s2).

4 Hybridization expansion algorithm

4.1 Formalism

A complementary diagrammatic Monte Carlo algorithm to the one described in Sec. 3 can be
obtained by performing an expansion in powers of the dot-lead hybridizations V. This sim-
ulation approach has been introduced for equilibrium systems (imaginary-time formalism) in
Refs. [24, 25] and was discussed for a nonequilibrium quantum dot with phonons (but with-
out electron-electron interactions) in Refs. [20, 22]. It has been applied to interacting dots in
Refs. [18,21]. We will present here the derivation for the impurity model defined in Eqs. (3)-(6),
but the method can easily be extended to general classes of impurity models by using the matrix
formulation of Ref. [25].
In the hybridization expansion approach one adopts an interaction representation with respect
to the dot-lead mixing, so the time evolution of the operators is given by the local part of the
Hamiltonian, Hloc = Hdot +Hbath. Considering Õ = 1, the starting point of the derivation is the
identity

1 = Tr ρ0

(
T̃ ei

∫ t
0 dsHmix(s)

)
eitHloc e−itHloc

(
T e−i

∫ t
0 dsHmix(s)

)
. (47)
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The initial state of the system is specified by the density matrix ρ0 = ρdot ⊗ ρbath, with ρbath a
function of inverse temperature β and the chemical potentials µL,R. In the calculations presented
here we assume that the dot is initially empty, ρimp = |0〉〈0|.
Expanding the time-ordered exponentials into a power series yields

1= Tr ρ0

∑
m

im
∫ t

0

dt̃1· · ·
∫ t

t̃m−1

dt̃mHmix(t̃1) · · ·Hmix(t̃m)
∑
n

(−i)n
∫ t

0

dt1· · ·
∫ t

tn−1

dtnHmix(tn) · · ·Hmix(t1).

(48)

Because Hmix =
∑

σ

(
Hdσ

mix + Hd†σ
mix

)
with Hdσ

mix =
∑

α=L,R

∑
p V

α
p a

α†
p,σdσ, Hd†σ

mix =
(
Hdσ

mix

)† and
the time evolution conserves the spin, we need for each σ separately an equal number of creation
and annihilation operators on the Keldysh contour 0→ t→ 0:

1=
∑

mσ+nσ=m′σ+n′σ

∏
σ

imσ+m′σ(−i)nσ+n′σ

∫ t

0

dt̃σ1 · · ·
∫ t

t̃σmσ−1

dt̃σmσ

∫ t

0

dt̃′σ1 · · ·
∫ t

t̃′σ
m′σ−1

dt̃′σm′σ

∫ t

0

dtσ1 · · ·
∫ t

tσnσ−1

dtσnσ

∫ t

0

dt′σ1 · · ·
∫ t

t′σ
n′σ−1

dt′σn′σ

Trρ0T̃ T
∏
σ

Hdσ
mix(t̃

σ
1 )Hd†σ

mix(t̃
′σ
1 )Hdσ

mix(t̃
σ
2 )Hd†σ

mix(t̃
′σ
2 )··eiHlocte−iHloct··Hdσ

mix(t
σ
2 )Hd†σ

mix(t
′σ
2 )Hdσ

mix(t
σ
1 )Hd†σ

mix(t
′σ
1 ),

(49)

where T̃ is the anti-time ordering operator for the t̃s and T the time ordering operator for the
ts. At this stage we can separate the bath operators aαp,σ from the dot operators dσ and write

Tr = Trd

[
ρdotT̃ T

∏
σ

dσ(t̃σ1 )d†σ(t̃′σ1 )dσ(t̃σ2 )d†σ(t̃′σ2 ) · · · eiHdotte−iHdott· · · dσ(tσ2 )d†σ(t′σ2 )dσ(tσ1 )d†σ(t′σ1 )

]
×Trbath

[
ρbathT̃ T

∏
σ

∑
p̃1α̃1;...;p̃mσ α̃mσ

∑
p̃′1α̃
′
1;...;p̃′

m′σ
α̃′
m′σ

∑
p1α1;...;pnσαnσ

∑
p′1α
′
1;...;p′

n′σ
α′
n′σ

V α̃1
p̃1
V
α̃′1∗
p̃′1
· · ·V α1

p1
V
α′1∗
p′1

× a†σ(t̃σ1 )aσ(t̃′σ1 )a†σ(t̃σ2 )aσ(t̃′σ2 ) · · · eiHbathte−iHbatht· · · a†σ(tσ2 )aσ(t′σ2 )a†σ(tσ1 )aσ(t′σ1 )

]
,

(50)

with αi ∈ {L,R}. Since the leads are non-interacting we can evaluate the factor Trbath[· · · ]
exactly. Due to Wick’s theorem one obtains a product of two determinants

∏
σ detM−1

σ , with
the size of M−1

σ given by the number of operators dσ on the Keldysh contour (mσ+nσ). The
matrix elements are given by [20, 25]

M−1
σ (i, j) = i∆(tσK,i, t

′σ
K,j), (51)

where tσK,i denotes the position of the ith annihilation operator and t′σK,j the position of the jth
creation operator for spin σ on the unfolded Keldysh contour. The hybridization function ∆ is
given by

∆(tK , t
′
K) =

{
∆<(t′−t) ≡ ∆<

L(t′−t) +∆<
R(t′−t) tK ≥ t′K ,

∆>(t′−t) ≡ ∆>
L(t′−t) +∆>

R(t′−t) tK < t′K
, (52)
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Fig. 2: Left panel: Segment configuration corresponding to perturbation order 4 for spin up
(upper contour) and 2 for spin down (lower contour). Dot creation operators are shown as full
circles and annihilation operators as open circles. The segments represent the time intervals
in which an electron of the corresponding spin resides on the dot. Right panel: Segment con-
figuration corresponding to the expansion of the current (Eq. (61)) in powers of the dot-lead
hybridization. There is a fixed operator dσ (red open circle) at time t and the hybridization
functions connecting to this operator have only a left (L) component. (From Ref. [18])

with

∆<
α (t) = −2i

∫ ∞
−∞

dω

2π
e−iωtΓα(ω) f(ω−µα), (53)

∆>
α (t) = 2i

∫ ∞
−∞

dω

2π
e−iωtΓα(ω)

(
1− f(ω−µα)

)
. (54)

If the bath density of states is flat and centered at zero with a Fermi-function like cutoff at
ω = ±ωc,

Γα
flat(ω) =

Γα(
1 + eν(ω−ωc)

)(
1 + e−ν(ω+ωc)

) , (55)

one obtains in the limit T � ωc the expression [18]

∆
</>
flat (t) ' Γ

(
cos(V

2
t)

β sinh(π
β
t)
− e±iωct

ν sinh(π
ν
t)

)
. (56)

To evaluate the trace over the impurity states in Eq. (50), Trd[· · · ], it is useful to employ the
segment representation introduced for impurity models with density-density interactions in
Ref. [24]. The sequence of dot creation and annihilation operators uniquely determines the
occupation of the dot at each time, and we can represent the time evolution using collections
of segments for spin up and down electrons as shown in Fig. 2. Each segment depicts a time
interval for which an electron with corresponding spin resides on the dot. The trace over the
impurity states can then simply be expressed as

Trd
[
· · ·
]

= ρimp(c) exp
[
−iεd

∑
σ

(
lσforward − lσbackward

)
− iU

(
loverlap
forward − l

overlap
backward

)]
. (57)

Here, ρimp(c) is the element of the impurity density matrix which is compatible with the operator
sequence c = {tσK,1, . . . , tσK,mσ+nσ

; t′σK,1, . . . , t
′σ
K,m′σ+n′σ

} (assumed here to be 1 for configurations
which start and end with an empty dot and zero otherwise), lσ the length of the segments for
spin σ and loverlap the length of the overlap between spin up and down segments.
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Hence, the Monte Carlo simulation samples collections c of segments on the doubled Keldysh
contour (one for each spin) according to their weight

w(c) =
∏
σ

imσ+m′σ(−i)nσ+n′σ detM−1
σ dtmσ+m′σ+nσ+n′σ Trd

[
· · ·
]

(58)

As in the equilibrium simulations [24], these segment configurations can be sampled using local
updates: i) insertion/removal of a segment, ii) insertion/removal of an anti-segment (empty
space between segments) and iii) shifts of segment end-points. In order to use fast update
formulas similar to those discussed in Sec. 3 one should store and manipulate the matrices Mσ,
that is, the inverse of the matrices defined in Eq. (51).

4.2 Measurement of the Green function, density and double occupancy

The Green functions can be obtained from the matrix M in a procedure analogous to the one
proposed for imaginary-time simulations in Ref. [24]. Particularly simple is the calculation of
the density and double occupancy. From the segment representation it immediately follows
that nσ(t) is the probability to have a segment of spin σ present at time t, while n↑n↓(t) is
the probability to find overlapping segments at time t (taking into account the phases φc of the
Monte Carlo configurations):

nσ(t) =

〈
φc δ(segment of type σ at t)

〉
|wc|

〈φc〉|wc|
, (59)

n↑n↓(t) =

〈
φc δ(segments of type ↑ and ↓ at t)

〉
|wc|

〈φc〉|wc|
. (60)

4.3 Current measurement

The current ILσ = −2 Im
∑

p∈L V
L
p,σ〈aL†p,σdσ〉 = −2 Im

〈
ã†L,σd

〉
can be measured as explained

in Ref. [20]. We expand the quantity

ILσ(t) = −2 Im Tr ρ0

(
T̃ ei

∫ t
0 dsHmix(s)

)
eitHloc ã†L,σ dσ e

−itHloc

(
T e−i

∫ t
0 dsHmix(s)

)
(61)

in powers of Hmix, which leads to the same collection of diagrams as discussed above, except
that there is now an operator dσ fixed at time t and that the hybridization functions∆ connecting
to this operator have only an L-component

M−1
σ (i, j) = i∆L(tσK,i, t

′σ
K,j) + i∆R(tσK,i, t

′σ
K,j)
(
1−δt,tσK,i

)
. (62)

Having identified the Monte Carlo configurations c (illustrated in the right panel of Fig. 2) and
their weights wc we can implement a random walk based on |wc| and measure the current as

ILσ =
∑
c

wc = 〈φc〉|wc|
∑
c

|wc|. (63)

In contrast to the density measurement (which was based on an expansion of the identity so
that

∑
c |wc| = 1/〈φc〉|wc| ) we cannot directly measure the normalization factor

∑
c |wc|. One
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Fig. 3: Distribution of perturbation orders and average sign obtained using the hybridization
expansion algorithm for a non-interacting dot with soft cutoff, T = 0, V = 0, εd/Γ = −0.5 and
a single fermion species. Left panel: distribution of perturbation orders for different lengths of
the contour (tΓ = 1.25, 1.50, . . . , 3 from left to right) and cutoff ωc/Γ = 40. The average
perturbation order grows ∼ t. Right panel: average sign as a function of time for the indicated
values of the cutoff. (From Ref. [18])

possibility to get rid of this unknown factor is to consider the ratio I/I(1) between the current
and the lowest order contribution I(1) which can be calculated analytically. Since

I
(1)
Lσ =

〈
φc δ(c 1st order)

〉
|wc|

∑
c

|wc| (64)

we can measure the current as

ILσ = I
(1)
Lσ

〈
φc 〉|wc|

〈φcδ(c 1st order)
〉
|wc|

. (65)

5 Perturbation order and average sign

If we switch on the interaction (weak-coupling approach) or hybridization (strong-coupling
approach) at time t = 0+, the average perturbation order increases approximately linearly with
the time interval to be simulated. This results in a dynamical sign problem: the factors of (±i)
associated with each order of the expansion and the complex determinants mean that the average
sign of the diagrams contributing to any quantity decays exponentially as the perturbation order
is increased. Figure 3 presents results obtained using the hybridization expansion algorithm on
a model of spinless fermions. The same qualitative behavior is found in interacting models and
in the weak coupling algorithm. The left panel shows the distribution of perturbation orders for
simulations over different time intervals. The mean perturbation order can be estimated from
the positions of the maxima in these curves. The right pannel shows the average sign, which
decays exponentially with perturbation order or length of the time interval to be simulated.
In practice, accurate measurements of physical quantities can be obtained for 〈sign〉 & 0.001,
and whether a steady state can be reached depends on the method, the parameters, and the
observable. Non-zero temperature and voltage bias tend to reduce the sign problem, but not
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Fig. 4: Distribution of perturbation orders for different values of the interaction U, for T = 0,
V = 0, εd+U/2 = 0. The left panel shows the distribution of perturbation orders for the
weak-coupling algorithm (tΓ = 1, infinite bandwidth), where the average perturbation order
grows ∼ U. Right panel: distribution of perturbation orders for the hybridization expansion
algorithm (tΓ = 1.5, ωc/Γ = 10). Here there is almost no dependence on the interaction
strength. (From Ref. [18])

enough to enable simulations on significantly longer contours. The important effect of a non-
vanishing voltage bias is to accelerate the relaxation into the steady state, at least in the weak-
coupling approach.
The left panel of Fig. 4 shows that in the weak-coupling approach, the average perturbation
order (at fixed t) depends on the interaction strength. As in the imaginary-time version of this
algorithm [26], the perturbation order grows roughly linearly with increasing U.
In the hybridization expansion algorithm (right panel of Fig. 4), the average perturbation order
is essentially independent of interaction strength. This is in contrast to the imaginary-time ver-
sion of this algorithm [24], where the perturbation order decreases with increasing interaction
strength. From Eq. (58) it follows that the interaction term merely adds a phase to the Monte
Carlo weight and therefore does not affect |w(c)|. While the algorithm can treat strong inter-
actions, it is limited to finite bandwidth, since the average perturbation order diverges as the
bandwidth goes to infinity (see cutoff dependence in the right hand panel of Fig. 3).

6 Results: Interaction quench calculations

For practical real-time calculations, the weak-coupling QMC approach turned out to be more
useful than the hybridization-expansion QMC method. In particular, this method allowed to
obtain accurate current-voltage data for quantum dots (except in the low-voltage regime), and it
enabled pioneering nonequilibrium DMFT studies [30–33]. We will illustrate it in this section
with interaction quench data for quantum dots, taken from Ref. [19]. Since we consider non-
interacting initial states in these simulations, only the real-time branches of the contour need
to be considered, and we can use the formalism presented in Sec. 3. Temperature enters only
as a parameter in the lead correlators, so that arbitrary temperatures, including T = 0, can be
treated.
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Fig. 5: Left panel: Time evolution of the current for V/Γ = 4 and different interaction strengths
(bath temperature T = 0). In the initial state, the current is given by the steady state current
through the non-interacting dot. At time t = 0+, the interaction is turned on. After a time of a
few inverse Γ , the current saturates at the value corresponding to the steady state current in the
interacting dot. Right panel: Analogous data for different voltage biases and fixed interaction
strength U/Γ = 6. (From Ref. [19])

6.1 Convergence to the long-time limit: large bias voltage

At time t = 0, the system is noninteracting but subject to an applied voltage bias V, so a current
I0(V ) corresponding to the noninteracting model is flowing through the dot. At t = 0+ the
interaction is turned on and the system relaxes into the steady-state configuration appropriate
to the interacting model. The left panel of Fig. 5 shows the time dependence of the current
calculated for the large bias voltage V/Γ = 4 and several interaction strengths. The current
initially decreases sharply, overshoots and eventually relaxes back up to the new steady-state
value. The interaction-dependence of the steady-state current is a consequence of the Coulomb
blockade physics, apparent even at the large voltages studied here.

For intermediate and large voltage bias (V/Γ & 2) and not too large interaction (U/Γ . 8)
the time required for convergence to the steady state is tΓ ≈ 2, essentially independent of
interaction strength. Given the scaling of the perturbation order (and hence the sign problem)
with U and t, interactions up to U/Γ . 10 are accessible with moderate computational effort.

In the right panel of Fig. 5 we plot the time evolution of the current for fixed U/Γ = 6 and
several voltage biases. For voltages V/Γ & 2, even though the transient behavior is clearly
voltage-dependent, the current settles into the new steady state after a time tΓ ≈ 2. However,
as the voltage is decreased below V/Γ ≈ 2 the transient time increases. At V = Γ the long time
limit is attained only for tΓ & 3 and as V is further decreased the approach to the asymptotic
behavior becomes even slower.
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Fig. 6: Interaction quench in the small-voltage regime (T = 0): Ratio of interacting to non-
interacting current for U/Γ = 4 and U/Γ = 6 and indicated voltage biases. For V/Γ . 0.5
the time needed to reach the steady state grows much beyond the largest time accessible in the
Monte Carlo simulation. (From Ref. [19])

6.2 Convergence to the long-time limit: small bias voltage

To better analyze the approach to the steady state at small voltages we present in Fig. 6 the
time dependence of the current for several smaller voltages and two interaction strengths. For
better comparison, we plot here the ratio I/I0 of the interacting current I to the noninteracting
current I0. One sees that as V is decreased or U is increased the evolution of the current
from the post-quench minimum to the long-time steady state value takes an increasingly long
time. Since the longest accessible time is tΓ ≈ 6 for U/Γ = 4 and tΓ ≈ 4 for U/Γ = 6,
the accurate measurement of I becomes impossible in the small-voltage regime. However the
short-time transient behavior is accessible at all voltages. While the ratio (I/I0)(t) is clearly
voltage dependent at higher biases, the data seem to converge as V is reduced to a non-trivial
curve with a pronounced minimum near an only weakly U -dependent time tΓ ≈ 1.
It is plausible that the increasingly slow convergence as V → 0 is a signature of the Kondo
effect, which is characterized by an energy scale which becomes exponentially small as U in-
creases. After the interaction quench, the Kondo resonance has to be built up as time progresses,
and in the limit V → 0, T → 0 this requires an increasingly large number of interaction vertices
and hence an increasingly long simulation time. One expects that the time needed to evolve into
the steady state is proportional to the inverse of the associated energy scale.
The slow relaxation becomes an issue in the linear response regime, where the noninteracting
and interacting currents are very similar. For V/Γ & 0.5, where the interacting current is
substantially smaller than I0, a useful estimate of I seems possible, even though in the voltage
window up to V/Γ ≈ 2 a small drift in the current may remain up to the longest accessible
times. This drift makes it difficult to define reliable error bars on I. For V/Γ . 0.25, an
accurate estimate is not possible from the interaction quench procedure, but the current is very
close to the linear response value.
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for V → 0 extracted from Ref. [34] and plotted for TK/Γ = 0.24. (From Ref. [19])

6.3 Temperature dependence

It is also of interest to examine the temperature dependence of the current. The interplay be-
tween voltage and temperature as the Kondo regime is approached presents an interesting prob-
lem. One expects that as the temperature is increased, the Kondo effect gets washed out and the
simulations would therefore more readily converge even at small bias voltages. The tempera-
ture dependence of the current calculated from the interaction quench for U/Γ = 6 and several
values of the voltage bias is plotted in Fig. 7. In the linear response regime (V/Γ = 0.125,
0.25) the ratio of the interacting current I(T ) to the noninteracting current I0(T=0) exhibits a
strong temperature dependence, even at T/V � 1. The temperature dependence arises because
lowering the temperature strengthens the Kondo resonance and leads to an increase in the inter-
acting current. The temperature dependence for small voltage bias (V/Γ = 0.125) approaches
the analytical result for the temperature dependent zero-bias conductance in Ref. [34] and thus
allows us to estimate (from the temperature at which I(V→0) = I0/2) the Kondo temperature
as TK/Γ ≈ 0.24, in good agreement with the estimate from the formula [35]

TK ≈ U
( Γ

2U

)1/2

e−πU/8Γ+πΓ/2U , (66)

which is valid in the strong correlation regime and for U/Γ = 6 yields TK/Γ = 0.21.

As V is increased the temperature dependence is weakened. At intermediate values of V, in
the Coulomb blockade regime (V/Γ = 2), the current has little temperature dependence at low
T. At large voltage bias (V/Γ = 4), correlation effects are significantly weakened due to the
voltage, as is evident from the increase in I/I0. The current in this regime remains insensitive
to temperature at low T.
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6.4 Current-voltage characteristics

We now apply the weak-coupling QMC approach to compute the current-voltage characteristics
of the Anderson impurity model at half-filling.

Figure 8 shows the T = 0 result obtained using interaction quenches (ωc/Γ = νΓ = 10, essen-
tially the wide-band limit). The black curve shows the monotonic increase of the non-interacting
current with increasing applied bias voltage. The red, blue and pink lines show the interacting
current for U/Γ = 4, 6, and 8 predicted by fourth order perturbation theory [36]. Consistent
with analytical arguments [37, 38], the interacting current initially rises with the same slope
as the non-interacting current, and reaches the non-interacting value also in the large-voltage
limit. At intermediate values of V, interaction effects suppress the current (Coulomb block-
ade). In fourth order perturbation theory, a hump appears in the I-V curve around V/Γ = 2

for U/Γ = 6 and 8. At even larger U (clearly outside the range of applicability) fourth order
perturbation theory will presumably lead to a negative differential conductance at intermedi-
ate V. The Monte Carlo data for U/Γ = 4, 6, 8, and 10 are shown by the red stars, blue circles,
pink diamonds, and orange triangles, respectively. Since these are U -quench results for T = 0,
only V/Γ & 0.5 data are shown. In the large voltage regime (V/Γ & 4), the numerical results
agree with the prediction from fourth order perturbation theory. Apparently, the fast decay of
the Green functions for large voltage bias simplifies the diagram structure such that fourth order
in Σ is sufficient at V/Γ & 4. At intermediate voltages, 1 . V/Γ . 3, differences between
the Monte Carlo data and fourth order perturbation theory appear. The essentially exact numer-
ical data show no prominent hump feature near V/Γ = 2, and hence no negative differential
conductance in the intermediate to strong correlation regime. The data in Fig. 8 however indi-
cate that fourth order perturbation theory yields correct results over the entire voltage range for
U/Γ < 4. For larger interactions, and in particular around V/Γ ≈ 2 more complicated self
energy diagrams become important.
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Fig. 9: Left panels: Color map of the real part of the integrand of Q2 as a function of the two
times u1 and u2 (impurity model with µL = µR = 0, T = 0 and t = 10). The four panels
correspond to the four possible values of the two Keldysh indices a1 and a2. Right panel:
Integrand after summation over the Keldysh indices. (From Ref. [39])

7 Sampling of connected diagrams

The Monte Carlo algorithms described in Sec. 3 and 4 sample both connected and disconnected
weak- or strong-coupling diagrams. This is the main reason why the perturbation order grows
approximately proportional to the maximum simulation time t and the average sign drops expo-
nentially with t. Since the formulation of these algorithms, alternative QMC approaches have
been developed [39,40], which eliminate the disconnected diagrams. In this section, we briefly
discuss the main aspects of these algorithms.

7.1 Weak-coupling approach

Instead of sampling the “partition function” Õ = 1 (Eq. (12)) and accumulating appropriate
estimators for different observables, one can directly implement a weak-coupling diagrammatic
expansion for some given observable Q [39],

Q(U) =
∞∑
n=0

QnU
n, Qn =

∑
Cn

wQ(Cn). (67)

In this short-hand notation, Cn denotes a configuration of order n and
∑

Cn
contains the in-

tegrations of the vertex positions over the Keldysh contour. The weight wQ(Cn) includes the
±i factors from the expansion and a determinant of a matrix whose elements are bath Green
functions, analogous to that discussed in Sec. 3.
Instead of parametrizing time on the Keldysh contour by the Keldysh time tK , one can introduce
the pair (t, a), where t is the physical time and the Keldysh index a=0, 1 determines the forward
or backward branch of the contour. The important observation in Ref. [39] was that the explicit
summation over Keldysh indices eliminates the contribution of the disconnected diagrams from
Qn and allows to absorb significant cancellations between individual diagrams. This leads to
a decay of the integrand away from the time t for which the observable is computed, as is
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Fig. 10: Panel (a): Example of a hybridization expansion diagram with a backbone formed
by atomic propagators (thin solid lines) and “self-energy” insertions with one, two and three
connected hybridization lines (directions left unspecified). Panel (b): NCA pseudo-particle
Green function (thick arrow) defined in terms of the atomic propagator (thin arrow) and the
NCA self-energy (circle) via the pseudo-particle Dyson equation.

illustrated in Fig. 9 for the n=2 contribution to the local charge of an impurity model at t = 10.
The four panels on the left show the real parts of the integrands of Q2 as a function of the two
real-time variables u1 and u2 for the indicated combinations of the Keldysh indices a1 and a2.
The right panel plots the integrand after summation over Keldysh indices. The result is now
real and the function is indeed peaked near the measurement time t=10, which suggests that
with this approach, large t become more easily accessible. (In quantum dot problems, where
the long-time limit is determined entirely by the bath, even t→∞ can be accessed.)
Implementing a Monte Carlo sampling similar to the one described in Sec. 3 one can measure
the ratios Qn/Q0 and hence (using an exact evaluation of Q0) the different terms in the expan-
sion (67). It should be noted though that the summation over the Keldysh indices requires the
evaluation of 2n determinants at order n, so as long as the required orders increase with the
measurement time t, the computational effort grows as in a simulation with an exponentially
scaling sign problem. At long times, the elimination of the disconnected diagrams should how-
ever lead to a slower increase in the relevant orders with t and thus a computational advantage
over the method presented in Sec. 3. A downside of the approach is that each observable has to
be sampled separately, while the “partition function” sampling allows to measure any observ-
able in one go, including the two-time Green functions which are essential for nonequilibrium
DMFT.

7.2 Strong-coupling approach

In the strong-coupling formalism, diagrams with disconnected insertions of hybridization lines
(Fig. 10(a)) can be eliminated by defining pseudo-particle propagators for the different atomic
states, which resum certain subclasses of diagrams. For example, in the noncrossing approxima-
tion (NCA) [41], one sums up all hybridization-expansion diagrams with no crossing hybridiza-
tion lines by defining a pseudo-particle self-energy as the product of a single hybridization line
and a pseudo-particle Green function, and solving a pseudo-particle Dyson equation, in which
the bare pseudo-particle propagator is given by the atomic Green function (Fig. 10(b)). At
the second oder (one-crossing approximation) [42], one considers pseudo-particle self-energy
diagrams with two connected hybridization lines, at third order those with three connected hy-
bridization lines, etc.
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The implementation of this scheme on the Keldysh contour has been discussed in detail in
Ref. [14]. The computational effort for the evaluation of the pseudo-particle self-energy how-
ever grows rapidly with increasing order, since each additional hybridization line implies two
internal time integrals, each hybridization line has two possible directions (forward or back-
ward) and in a spinful model two spin flavors. Also the number of distinct diagram topologies
rapidly increases. Practical calculations have thus been mainly limited to NCA and OCA. A sig-
nificant step forward occurred with the development of the inchworm approach [40], which uses
a Monte Carlo sampling approach to evaluate the internal time integrals. With this method, self-
energy diagrams up to fourth or even higher orders can be evaluated.

Thanks to the elimination of disconnected diagrams, longer maximum times t than in the stan-
dard hybridization expansion of Sec. 4 can be accessed. This is relevant for example in sit-
uations where a slow initial relaxation hampers the measurement of a steady state property.
Figure 11 shows the evolution of the probabilities for the four different impurity states after the
sudden switch-on of the coupling to the bath at time t = 0+, for a system which is initially in
the state |↑〉. In contrast to the conventional bare hybridization expansion (faint colors), which
only allows to calculate the dynamics up to tΓ ≈ 1, the inchworm simulation can track the
relaxation almost to the steady state, which has equal probabilities for the states |↑〉 and |↓〉.
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Fig. 12: Current-voltage characteristic I(Vb) of the Anderson impurity model. Panel (a) shows
the full voltage range and panels (b,c) the intermediate and low-Vb behavior. The stars show
the results obtained by TCI, while the circles are benchmark data calculated with QMC [45].
(From Ref. [46])

8 Beyond Monte Carlo

8.1 Tensor cross interpolation

A recent innovation, which may eliminate the need for Monte Carlo sampling in situations
which can be handled with perturbation orders . 30, is the tensor cross interpolation (TCI)
of multivariable functions [43, 44]. In our case, the multivariable functions of interest are the
diagram weights, which depend on a certain number of Keldysh time variables. On a discretized
time grid, an n-dimensional function f(tK,1, tK,2, . . . , tK,n) becomes an n-way tensor, which
can be factorized by TCI into a tensor train (or matrix-product state),

f(tK,1, tK,2, . . . , tK,n) ≈ T1(tK,1) · T2(tK,2) · . . . · Tn(tK,n). (68)

where the Ti are matrices whose dimension depends on the properties of the function f and
the desired accuracy of the interpolation. The important point is that this factorization reduces
an n-dimensional integral to products of one-dimensional integrals, which can be efficiently
computed if the matrix dimensions are sufficiently low [44].
Recent studies have applied the TCI approach to both the weak-coupling and strong-coupling
diagrammatic schemes discussed in Sec. 7 and obtained promising results.

8.2 Weak-coupling expansion with TCI

The general idea of evaluating Feynman diagrams with the help of TCI has been introduced
in Ref. [44], which also demonstrated some applications to real-time impurity problems within
the general framework described in Sec. 7.1. Highly accurate results with perturbation orders
up to ≈ 25 have recently been published in Ref. [46]. As an illustration, Fig. 12 shows the
current-voltage characteristics of the Anderson impurity model, and demonstrates the approach
to the linear-response behavior in the numerically challenging low-V regime, even for strong
interactions.
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8.3 Strong-coupling expansion with TCI

The evaluation of the self-consistently resummed hybridization expansion diagrams (Sec. 7.2)
with the help of TCI is a promising strategy, since this expansion converges rapidly with the
diagram order in the strongly-correlated regime [14]. Two related but at the technical level dis-
tinct implementations for nonequilibrium steady-state problems have recently been presented in
Refs. [47] and [48]. One of them uses a standard TCI decomposition of the hybridization part of
the pseudo-particle self-energy integrand [47], and the other a so-called quantics-TCI decom-
position [49] of the full pseudo-particle self-energy integrand. In the quantics approach [48],
the time variables are expressed in a binary representation, and separate tensors are associated
with each bit. Pushing these methods to sufficiently high orders and assessing their efficiency is
the subject of ongoing research, but the strong-coupling TCI approach is likely to replace QMC
approaches for strongly correlated nonequilibrium impurity problems.

9 Conclusions

The basic idea of the QMC approach for nonequilibrium systems is to evaluate a diagram-
matic expansion on the two-leg Keldysh or three-leg Kadanoff-Baym contour using Monte
Carlo sampling. We detailed the original weak-coupling and strong-coupling formulations of
this approach, which are direct generalizations of the widely used continuous-time QMC meth-
ods [17] from the Matsubara axis to two-leg or three-leg contours. We discussed these methods
for quantum dot problems, where the bath is given and the main goal is the calculation of some
steady-state property (typically the current through the dot). The same machinery can however
also be used within nonequilibrium DMFT, where the bath Green functions or hybridization
functions are self-consistently computed in the DMFT loop [4]. In this context, the main chal-
lenge becomes the calculation of the impurity Green function G(t, t′).
Especially the weak-coupling approach has allowed to obtain useful results, both for the current-
voltage characteristics of quantum dots [19], and for quenched or electric field driven Hubbard
models [4]. In the DMFT context, this method has enabled pioneering studies on dynamical
phase transitions [30] and dynamical band flipping [31], which even after more than a decade
remain exceptional examples of numerically exact nonequilibrium DMFT results. However,
in contrast to equilibrium, where the continuous-time QMC approach is powerful enough for
a wide range of typical applications, the real-time incarnation of this method is limited by a
dynamical sign problem. Since the average perturbation order grows approximately linearly
with the maximum time t, the time evolution is complex, and each operator comes with a
prefactor±i, the average sign in the Monte Carlo sampling drops exponentially with increasing
t. This limits the simulations to short times.
A promising strategy to tame the sign problem is to suppress disconnected diagrams, which
contribute significantly to the sign cancellations, but not to the measured observables. In the
weak-coupling approach, this can be achieved by summing all diagrams with the same real-time
positions of operators, but different Keldysh indices [39]. While this summation also comes at
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an exponential cost, the available results suggest that the suppression of phase cancellations
more than compensates this cost. In the strong-coupling approach, one can switch to a pseudo-
particle formalism, and work with propagators which resum all the disconnected hybridization-
expansion diagrams with self-energy insertions up to a given order. The inchworm algorithm
[40] stochastically evaluates the pseudo-particle self-energies within this formalism.
The most recent development is the explicit evaluation of the integrals over diagram weights
via TCI [44]. This approach avoids Monte Carlo sampling and looks promising in situations
where the required perturbation order is . 30. The basic idea is to factorize the diagram weights
into a tensor-train form. Since this factorization reduces the evaluation of a high-dimensional
integral to the numerically much more simple evaluation of products of one-dimensional inte-
grals, it allows to treat high-dimensional functions which would be too expensive to integrate
with standard quadrature rules. Different flavors of TCI based impurity solvers are currently
being developed and tested and they are likely to outperform the real-time QMC solvers in most
applications.



10.26 Philipp Werner

References

[1] A. Georges, G. Kotliar, W. Krauth, and M.J. Rozenberg, Rev. Mod. Phys. 68, 13 (1996)

[2] D. Goldhaber-Gordon, H. Shtrikman, D. Mahalu, D. Abusch-Magder, U. Meirav and
M.A. Kastner, Nature 391, 156 (1998)

[3] C. Giannetti, M. Capone, D. Fausti, M. Fabrizio, F. Parmigiani, and D. Mihailovic,
Adv. Phys. 65, 58 (2016)

[4] H. Aoki, N. Tsuji, M. Eckstein, M. Kollar, T. Oka, and P. Werner,
Rev. Mod. Phys. 86, 779 (2014)

[5] J. Li and M. Eckstein, Phys. Rev. B 103, 045133 (2021)

[6] L. Kadanoff and G. Baym, Quantum Statistical Mechanics (Benjamin, New York, 1962)

[7] L.V. Keldysh, Zh. Eksp. Teor. Fix. 47, 1515 (1964) [Sov. Phys. JETP 20, 1018 (1965)]

[8] F.B. Anders and A. Schiller, Phys. Rev. B 74, 245113 (2006)

[9] N. Makri, J. Chem. Phys. 111, 6164 (1999)

[10] S. Weiss, J. Eckel, M. Thorwart, and R. Egger, Phys. Rev. B 77, 195316 (2008)

[11] J. Thoenniss, M. Sonner, A. Lerose, and D.A. Abanin, Phys. Rev. B 107, L201115 (2023)

[12] M. Nayak, J. Thoenniss, M. Sonner, D.A. Abanin, P. Werner, arXiv:2503.02848 (2025)

[13] A. Goker, B.A. Friedman, and P. Nordlander, J. Phys.: Condens. Matter 19, 376206 (2007)

[14] M. Eckstein and P. Werner, Phys. Rev. B 82, 115115 (2010)

[15] K.A. Al-Hassanieh, A.E. Feiguin, J.A. Riera, C.A. Busser and E. Dagotto,
Phys. Rev. B 73, 195304 (2006)

[16] S. Kirino, T. Fujii, J. Zhao and K. Ueda, J. Phys. Soc. Jpn. 77, 084704 (2008)

[17] E. Gull, A.J. Millis, A.I. Lichtenstein, A.N. Rubtsov, M. Troyer, and P. Werner,
Rev. Mod. Phys. 83, 349 (2011)

[18] P. Werner, T. Oka, and A.J. Millis, Phys. Rev. B 79, 035320 (2009)

[19] P. Werner, T. Oka, M. Eckstein and A.J. Millis, Phys. Rev. B 81, 035108 (2010)
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11.2 Erik Koch

The analytic continuation of Monte Carlo data may appear as an exercise in achieving the un-
achievable. To understand why, let us consider the example of a fermionic finite-temperature
Matsubara Green function G(τ). For imaginary times τ ∈ [0, β] it is related to the spectral
function ρ(ω) by the integral equation

G(τ) = − 1

2π

∫ ∞
−∞

e−ωτ

1 + e−βω
ρ(ω) dω .

While calculating G(τ) from ρ(ω) is a straightforward integral, the inverse problem is hard.
This is not because we have to solve a Fredholm equation of the first kind, the difficulty rather
arises from the remarkable insensitivity of the imaginary-time data on changes in the spectral
function. To illustrate this, we write the spectral function as a sum of delta-peaks wi δ(ω−εi),
for which the imaginary-time Green function becomes a linear combination of exponentials

G(τ) = − 1

2π

∑
i

wi
(
1−nFD(εi)

)
e−εiτ = − 1

2π

∑
i

wi nFD(εi) e+εi(β−τ),

where we have introduced the Fermi-Dirac distribution nFD(ε) = 1/
(
e+βε+1

)
. While a peak at

zero energy simply contributes a constant toG(τ), the contribution of peaks at large frequencies,
|ε| � 0, is only noticeable close to τ = 0 or β, while inside the interval (0, β) it becomes
exponentially small. To reconstruct the spectral function reliably over the entire ω-range, we
thus need to know G(τ) with high accuracy very close to the boundaries of the interval (0, β).
Numerical simulations can give, however, only a finite number of data points,G(τj). Obviously,
this does not provide enough information to reconstruct a continuous spectral function: we
expect that there are many different spectral functions ρ(ω) that reproduce a given set of data
points {G(τj)}. Such a problem without a well-defined solution is called ill posed [1]. If we
insist on obtaining a unique result, we need to add constraints, e.g., by including additional
information about what kind of solution we consider reasonable. In addition, Monte Carlo data
are noisy. When reconstructing the spectral function, we thus need to take the accuracy of the
data into account and quantify how reliable the result is, given the noise in the input. Both types
of information, the estimate of the reliability of the data and our expectations about a reasonable
solution of the inverse problem, can be handled using Bayesian reasoning [2].
In the following we will introduce the analytic properties that allow the continuation of Green
and correlation functions. We then describe how to quantify the statistical errors in the numer-
ical data and to set up the inverse problem. In the main part we use this to give an overview of
methods to solve the inverse problem. The most straightforward approach simply performs a
least-squares fit to the data points. We explain why this approach fails spectacularly. We then
discuss the idea of regularization by introducing assumptions about a reasonable solution. This
makes the problem well posed, but dependent on prior information. The effect of the prior in-
formation included in the regularizer can be quantified using Bayesian techniques. We discuss
how they are used to argue for the different flavors of the Maximum Entropy method. Finally
we introduce the average spectrum method which tries to avoid introducing prior information
by calculating ρ(ω) as a functional integral over the space of all possible spectral functions.
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1 Setting the stage

1.1 Analytic continuation

A system at finite temperature with time-independent Hamiltonian H is described as an ensem-
ble of eigenstates, H|n〉 = En|n〉, weighted by their Boltzmann factor. The expectation value
of an operator A is thus given by

〈A〉 =

∑
n e
−βEn〈n|A|n〉∑
n e
−βEn

=
1

Z
Tr
(
e−βHA

)
. (1)

For a canonical ensemble the trace is over the N -electron Hilbert space. For a grand-canonical
ensemble we get the same expression when measuring energies relative to the chemical poten-
tial, i.e., choosing µ = 0, and taking the trace over the entire Fock space.
Time correlation functions can be calculated using the Heisenberg picture〈
A(t0+t)B(t0)

〉
=

1

Z
Tr e−βH eiH(t0+t)Ae−iH(t0+t) eiHt0Be−iHt0 =

〈
A(t)B

〉
=
〈
AB(−t)

〉
,

(2)
where the independence on t0 follows from the cyclic property of the trace TrABC = TrCAB.
Monte Carlo techniques are ideal to evaluate the high-dimensional sums needed to calculate
such traces [3]. But since the time-evolution leads to complex coefficients, Monte Carlo sam-
pling will have to fight with a serious phase-problem. This can be avoided using a Wick rotation,
i.e., working in imaginary time. For this we need to analytically continue (2). This is straight-
forward: simply replace t in the analytic expression by the complex variable ζ = t−iτ and
determine for what values of ζ the result is well defined. This is most easily done using the
spectral representation, i.e., evaluating the trace in the basis of eigenfunctions〈

A(ζ)B
〉

=
1

Z
Tr e(iζ−β)HA e−iζHB =

1

Z

∑
n,m

e(it+τ−β)En e−(it+τ)Em〈n|A|m〉〈m|B|n〉. (3)

For systems with a finite number of states the sum is always analytic, while for systems whose
spectrum is not bounded from above, we need β ≥ τ ≥ 0 to maintain absolute convergence.
Thus (2) can be analytically continued to a stripe below the real axis

{
ζ ∈ C

∣∣−β ≤ Im ζ ≤ 0
}

.
We can then use quantum Monte Carlo to sample the function CAB(τ) :=

〈
A(−iτ)B

〉
for

τ ∈ [0, β]. The analytic continuation back to the real axis is a bit less obvious, since QMC
only gives us the function values, i.e., the left hand side of (3) for t = 0, but not the explicit
functional form on the right hand side, for which we would have to know all eigenenergies
and matrix elements. We can, however, define a spectral function that neatly contains all the
required information by taking the Fourier transform∫ ∞

−∞
dt eiωt

〈
A(t)B

〉
=

2π

Z

∑
n,m

e−βEn〈n|A|m〉〈m|B|n〉 δ
(
ω − (Em−En)

)
=: ρAB(ω) (4)

in terms of which we can write (3) for any ζ ∈ [−β, 0] as〈
A(t−iτ)B

〉
=

1

2π

∫ ∞
−∞

dω e−(it+τ)ωρAB(ω) . (5)
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For the special case t = 0 this gives us an integral equation directly relating ρAB(ω) to CAB(τ)

CAB(τ) =
〈
A(−iτ)B

〉
=

1

2π

∫ ∞
−∞

dω e−ωτρAB(ω) , (6)

which is, however, not suited for practical calculations since the integral kernel, exp(−ωτ),
diverges for ω → −∞. We can get around this problem by modifying the kernel, dividing it by
a function that makes it finite, and correspondingly multiplying the spectral function to leave
the integral unchanged

C(τ) =
1

2π

∫ ∞
−∞

dω
e−ωτ

µ(ω)
µ(ω)ρAB(ω)︸ ︷︷ ︸

=:ρ̃(ω)

. (7)

A suitable kernel modification would be µ(ω) = 1 ± e−βω, which makes the kernel finite for
ω → −∞ as long as τ ≤ β, while keeping it finite for ω → +∞. To analytically continue
CAB(τ) =

〈
A(−iτ)B

〉
to the real axis we then solve the integral equation (with finite kernel)

CAB(τ) =
1

2π

∫ ∞
−∞

dω
e−ωτ

1± e−βω
ρ̃±AB(ω) (8)

for ρ̃±AB(ω) and use ρAB(ω) = ρ̃±AB(ω)/(1±e−βω) in (5) to calculate the analytical continuation
on the real axis. For the plus sign 1/(1±e−βω) is related to the Fermi-Dirac function nFD(−ω) =

1−nFD(ω), while for minus to the Bose-Einstein function −nBE(−ω) = nBE(ω)−1.
In fact, ρ̃±AB(ω) is a spectral function in its own right: Reordering the spectral representation
(4), we can write it as

ρ̃±AB(ω) = ρAB(ω)± ρAB(ω) e−βω

= ρAB(ω)± 2π

Z

∑
n,m

e−βEn〈n|A|m〉〈m|B|n〉 δ
(
ω − (Em−En)

)
e−β(Em−En)

= ρAB(ω)± ρBA(−ω) . (9)

Comparing with (3) and (4) we see that ρ̃±AB(ω) is the spectral function of

iG±AB(t) :=
〈
A(t)B

〉
±
〈
B(−t)A

〉
=
〈
A(t)B

〉
±
〈
BA(t)

〉
=
〈
[A(t), B]±

〉
, (10)

which, for t > 0, is the retarded correlation function GR±
AB(t) = Θ(t)G±AB(t), with Θ the step

function, Θ(t>0) = 1 and Θ(t<0) = 0. As discussed above, the first term can be analytically
continued to

{
ζ ∈ C

∣∣−β ≤ Im ζ ≤ 0
}

, while the second term can be continued to the stripe of
width β above the real axis. It is thus natural to define the Matsubara function

−GM±
AB (τ) :=

〈
T ±τ A(−iτ)B(0)

〉
(11)

with the imaginary-time ordering T ±τ A(−iτ)B(0) = Θ(τ)A(−iτ)B(0)∓Θ(−τ)B(0)A(−iτ)

taking care of selecting the appropriate analytic term for the given τ . This introduces a discon-
tinuity at τ = 0

−GM±
AB (0+) +GM±

AB (0−) =
〈
A(0)B

〉
±
〈
BA(0)

〉
=
〈
[A, B]±

〉
. (12)
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From the cyclic property of the trace in (3), it follows that the Matsubara functions for positive
and negative τ are related (anti)symmetrically, i.e. for τ ∈ (0, β)

GM±
AB (β−τ) = −

〈
A(−i(β−τ))B

〉
= −

〈
B(−iτ)A

〉
= −

〈
BA( iτ)

〉
= ∓GM±

AB (−τ). (13)

For τ ∈ (0, β] we obviously have (remember the sign introduced in (11))GM±
AB (τ) = −CAB(τ),

so that from (8) we obtain

GM±
AB (τ) = − 1

2π

∫ ∞
−∞

dω
e−ωτ

1± e−βω
ρ̃±AB(ω) for τ ∈ (0, β]. (14)

It is convenient to choose the sign in the kernel modification to obtain a simple relation for the
sum rule, which directly follows from the spectral representation, using

∑
n |n〉〈n| = 1

1

2π

∫ ∞
−∞

dω ρ̃±AB(ω) =
〈
[A, B]±

〉
. (15)

For observables and bosonic operators we thus choose the commutator, while for fermionic
Green functions it is more convenient to choose the anticommutator.
For the special case B = A† we find

ρ̃±
AA†

(ω) =
2π

Z

∑
n,m

(
e−βEn ± e−βEm

) ∣∣〈n|A|m〉∣∣2 δ(ω − (Em−En)
)
, (16)

which is obviously non-negative for the fermionic case, for the bosonic sign choice it is non-
negative for ω = (Em−En) > 0, non-positive for ω < 0, and vanishes at least linearly at ω = 0.
We can thus define a non-negative function ρ̃−AB(ω)/ω which is regular at ω = 0

lim
ω→0

ρ̃−AB(ω)

ω
=

2πβ

Z

∑
n,m

e−βEn
∣∣〈n|A|m〉∣∣2 δ(En−Em) (17)

so that we can rewrite (14) with non-negative functions as

GM+
AA†

(τ) = − 1

2π

∫ ∞
−∞

dω
e−ωτ

1 + e−βω
ρ̃+
AA†

(ω) (18)

GM−
AA†

(τ) = − 1

2π

∫ ∞
−∞

dω
ω e−ωτ

1− e−βω
ρ̃−
AA†

(ω)

ω
, (19)

which, when A is an annihilator, applies to the diagonal elements of Green functions.
When A is an observable (A† = A), we see from (9) that ρ̃−AA(ω) = −ρ̃−AA(−ω), so that we can
restrict the integral to ω > 0

GM−
AA (τ) = − 1

2π

∫ ∞
0

dω
ω
(
e−ωτ + e−ω(β−τ)

)
1− e−βω

ρ̃−AA(ω)

ω
when A hermitian. (20)

We could actually cancel the factor ω in the integrand since ρ̃−AA(ω ≥ 0) is non-negative by
itself, but when calculating susceptibilities it is common to keep it, since it shows the behavior
for ω → 0, (17), more clearly.
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1.2 Analytic properties of the integral equations

We can gain some insight into the integral equations (18) and (19) by realizing that they are
intimately related to the Euler and Bernoulli polynomials [4]. Introducing the reduced variables
x = βω and y = τ/β ∈ [0, 1] and the functions f(x) = ρ̃±(x/β)/β (scaled to conserve the
sum rule) and g(y) = GM±(βy) we obtain, for the fermionic case

g(y) = − 1

2π

∫ ∞
−∞

dx
e−xy

1 + e−x
f(x) , (21)

from which we see that, for fixed kernel, the spectral function is spread out over an ever wider
range as we go to lower temperatures. The scaled kernel of this equation is essentially the
generating function of the Euler polynomials En(s) on s ∈ [0, 1], which are defined by

2est

et + 1
=
∞∑
n=0

En(s)
tn

n!
. (22)

With s = τ/β and t = −βω we find from (18)

GM+(τ) = − 1

4π

∞∑
n=0

En(τ/β)
(−β)n

n!

∫ ∞
−∞

dω ωn ρ̃+(ω) (23)

that the fermionic Matsubara function is a linear combination of Euler polynomials, where the
expansion coefficients of En(τ/β) is proportional to the n-th moment of the spectral function.
Since the Euler polynomials are not orthogonal, to determine the moments of ρ̃ from GM+(τ),
we first have to find the dual functions En(s) with

∫ 1

0
dsEn(s)Em(s) = δn,m. Integrating them

with the generating function (22) we obtain∫ 1

0

dsEn(s) est =
tn

n!

et + 1

2
, (24)

which is solved by

En(s) =
(−1)n

2 n!

(
δ(n)(s−1) + δ(n)(s)

)
, (25)

where δ(n)(s−a) is the n-th derivative of the delta function at s = a (to make the evaluation for
a = 0 and 1 unique, we consider the limit from inside the interval of integration). Integration
by parts then produces (−1)n times the n-th derivative of the rest of the integrand at a. Using
this in (23) and rewriting the Matsubara function at β as that at 0−, eq. (13), we find that the
discontinuity in the n-th derivative of the Matsubara function is proportional to the n-th moment
of the spectral function

dnGM+(β)

d τn
+
dnGM+(0)

d τn
=
dnGM+(0+)

d τn
− d

nGM+(0−)

d τn
= −(−1)n

2π

∫ ∞
−∞

dω ωn ρ̃+(ω) . (26)

The higher moments contain the information about the spectral function at large frequencies.
Extracting the derivatives from Monte Carlo data for G(τ) is difficult. Instead, they can be
sampled directly: For τ > 0 we have, (11),

−GM+(τ) =
〈
A(−iτ)B

〉
=

1

Z
Tr e−βHeτHAe−τHB . (27)
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Fig. 1: Dependence of the scaled Legendre kernel (2l+1) i
(1)
l (x/2)/cosh(x/2) on the order l.

For l = 0, Gl contains information about the spectral function close to the Fermi level, while
for increasing l it probes ever larger frequencies. As the Legendre polynomials themselves, the
kernel is even/odd for even/odd l.

Taking the derivative with respect to τ brings down the Hamiltonian to the left and the right of
A, producing 〈[H, A(−iτ)]B〉. Repeated derivatives produce repeated commutators defined by
[H; A]n :=

[
H, [H; A]n−1

]
and [H; A]0 := A as in the Baker-Campbell-Hausdorff formula.

The moments can then be determined directly by sampling the expectation values〈[
[H; A]n, B

]〉
= −(−1)n

2π

∫ ∞
−∞

dω ωn ρ̃+(ω) = (−1)n
〈[
A, [H; B]n

]〉
. (28)

Working with the Euler polynomials can become cumbersome due to their lack of orthogonality.
This inconvenience can be overcome by expressing them in terms of orthogonal polynomials,
e.g., shifted Legendre polynomials Pl(2y−1). When the Matsubara function is expanded as [5]

GM+(τ) =
∞∑
l=0

√
2l+1

β
Gl Pl(2τ/β − 1) with Gl=

√
2l+1

∫ β

0

dτ Pl(2τ/β − 1)GM+(τ)

the expansion coefficients are related to the spectral function via (18) by

Gl = (−1)l+1
√

2l+1
β

4π

∫ ∞
−∞

dω
i
(1)
l (βω/2)

cosh(βω/2)
ρ̃(ω) , (29)

where i
(1)
l (x) are the modified spherical Bessel functions of first kind. As shown in Fig. 1, for

increasing l the integral kernel probes spectral features at higher and higher frequencies. From
the derivatives of the recursion relation (2l+1)Pl(x) = P ′l+1(x) − P ′l−1(x) and (26) we find
that the n-th moment of the spectral function is given by a sum over all even or odd Legendre
coefficients, starting at l = n

(−1)n+1 2

n!

∞∑
k=0

√
4k + 2n+ 1

β2k+n+1

(
2(k+n)

)
!(

2(k−n)
)
!
G2k+n =

1

2π

∫ ∞
−∞

dω ωn ρ̃+(ω) . (30)

For bosonic Matsubara functions we can obtain similar results using the Bernoulli polynomials
Bn(s) whose generating function is directly related to the bosonic kernel.
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1.3 Preparing the data

Certainly the most important aspect of preparing Monte Carlo data for analytic continuation
is the decision what data to sample. As we have seen, the information about spectral features
further away from the chemical potential is concentrated in the Matsubara function close to
τ = 0 and β. Reconstructing the spectral function from data given on a uniform τ -grid, we
can therefore only expect to get reasonable results close to the chemical potential. Using, on
the other hand, the derivatives of the Matsubara function at τ = 0 and β gives us the moments
of the spectral function, which, as we know, e.g., form the Lanczos method [6], accurately
characterize the spectral function over the entire frequency range using just a few tens of the
lowest moments.
The second concern is to properly characterize the statistical errors in the Monte Carlo data.
Considering the integral equation

g(y) =

∫
K(y, x) f(x) dx , (31)

the actual numerical data is not given as the function g(y) but as vectors of M discrete data
points g = (g1, . . . , gM)† representing g(y). The mean over K independent samples is then

ḡ =
1

K

K∑
k=1

gk (32)

with its statistical uncertainty being characterized by the M×M covariance matrix

C =
1

K(K−1)

K∑
k=1

(
gk − ḡ

)(
gk − ḡ

)†
. (33)

By the central limit theorem the probability density of measuring ḡ given the covariance matrix
C and the exact result gexact is then

p(ḡ| gexact,C) =
1

(2π)M/2 detC
e−(ḡ−gexact)†C−1(ḡ−gexact)/2. (34)

This probability will play a central role in the reconstruction of the spectral function represent-
ing gexact. It is, therefore, crucial to have an accurate estimate of C. Rewriting it as

C =
1

K(K−1)

∑
k

(gk − ḡ)(gk − ḡ)† =
1

K(K−1)

∑
k

gk g
†
k −

1

K−1
ḡ ḡ†

and realizing that g g† is the (scaled) projector onto g, we see that the covariance matrix is a
linear combination of K projectors to one-dimensional subspaces. We therefore need K > M

independent samples gk in (33) to have a chance of obtaining a non-singular covariance ma-
trix. Thus, reducing the discretization error requires taking more samples. The easiest way for
obtaining independent samples are independent Monte Carlo runs, e.g., on a parallel computer.
If we do not have enough CPUs available, we need to construct independent samples from a
sequential run. This can be done, e.g., using the blocking technique described in appendix, A.1.
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For the numerical solution of the integral equation (31) we also have to discretize f(x) into a
vector f = (f1, . . . , fN)†, e.g., by representing it as a piecewise constant function of value fn
on interval n. The integral equation then becomes a simple linear equation g = Kf , where the
kernel matrix is obtained, e.g., from the Riemann sum [7]

g(ym) =
∑
n

K(ym, xn)wn f(xn) , (35)

with wn the width of interval n or, when the functions are expanded in an orthonormal set of
functions |ψm〉 like in the Legendre expansion of the Green function, it is given by

gm =
∑
n

∫
dy

∫
dxψm(y)K(y, x)ϕn(x) fn =

∑
n

〈ψm|K|ϕn〉 fn . (36)

Assuming f is the exact model, i.e., it gives the exact data,Kf = gexact, it follows from (34)

p(ḡ|f ,C) ∝ e−(ḡ−Kf)†C−1(ḡ−Kf)/2 =: e−χ
2(f)/2. (37)

Factorizing the inverse covariance matrix, C−1 = T †T , e.g., by Cholesky decomposition, we
can absorb the explicit dependence on C by introducing g̃ := T ḡ and K̃ := TK(

ḡ−Kf
)†
C−1

(
ḡ−Kf

)
=
(
g̃−T̃ f

)†(
g̃−T̃ f

)
=
∥∥g̃−T̃ f∥∥2

. (38)

The covariance of the transformed data g̃ is then the unit matrix, i.e. the transformation produces
uncorrelated data points g̃n that all have the same (unit) errorbar.

2 Optimization methods

After discretization of model f and data g and transformation to g̃, analytic continuation is
reduced to solving the linear system

g̃ = K̃f . (39)

Nothing could be easier than that! When the number of data points M we are given equals the
number of points N at which we want to know the model, the solution is unique, f = K̃−1g̃,
as long as the kernel is not singular. When M > N the model is overdetermined so that in
general there will be no solution. Normally, however, we want to know the model at many more
positions than we are given data points, M < N so that the solution is underdetermined. A
natural choice is then the f that gives the best fit to the data.

2.1 Least squares and singular values

When we ask for a best-fit, we first have to define what we mean by that. Least-squares methods
define “best” in terms of the Euclidean norm: minimize χ2(f) := ‖g̃ − T̃ f‖2. We can justify
this choice using Bayesian reasoning: As we have noted in (37), the probability of measuring
g̃ when the true model is f is given by p(g̃|f) = (2π)−M/2 exp(−χ2(f)/2). We can invert
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this relation using Bayes’ theorem [2], p(B|A) p(A) = p(A,B) = p(A|B) p(B), stating that
the probability of outcome A and B can be written as the probability of B given A times the
probability of A, or, equivalently, as the probability of A given B times that of B. For the
relation between model and data this implies

p(f | g̃) =
p(g̃|f) p(f)

p(g̃)
. (40)

The most probable model f given g̃ thus maximizes p(g̃|f) p(f). In the absence of any further
information about possible models it is reasonable to assume that p(f) is the same for all f , i.e.,
to use an “uninformative prior”. A model that maximizes p(f | g̃) is then one that maximizes
exp

(
−χ2(f)/2

)
. It is called a “maximum likelihood estimator” and gives the best fit in the

least-squares sense. Since the rank of the kernel matrix, rankK ≤ min(N,M), for M < N

the least-squares solution will not be unique: We can add any vector that is mapped by K into
zero, without changing the fit. The least-squares problem is thus ill-posed. The usual way of
making the solution unique is to ask in addition that fLS has vanishing overlap with any vector
that is mapped to zero, i.e., fLS is orthogonal to the null space of K̃.
A convenient tool for the theoretical analysis of least-squares problems is the singular value
decomposition (SVD) of the matrix K̃ = UDV †, where U is a unitary M×M matrix whose
column vectors |um〉 define an orthonormal basis in data space and V likewise is a unitary
N×N matrix with columns |vn〉 spanning the space of models, while D is a diagonal M×N
matrix with diagonal elements d1 ≥ d2 ≥ . . . ≥ dmin(N,M) ≥ 0. For the underdetermined case,
M < N, the singular value decomposition can be pictured as

K̃ =
U D

V † .

For the least-squares solution it is convenient to define the reduced singular value decomposi-
tion, where the null space of K̃ is dropped in V , pictorially,

K̃ = U D̂ V̂ † .

The singular value decomposition provides a spectral representation of the kernel

K̃ =

min(M,N)∑
i=1

|ui〉 di 〈vi| (41)

which allows us to write the residue vector for M < N as

|g̃〉 − K̃|f〉 = |g̃〉 −
∑
i

|ui〉 di 〈vi|f〉 =
∑
i

|ui〉
(
〈ui|g̃〉 − di〈vi|f〉

)
(42)

so that the least-squares solution (for which the residue vanishes when dM > 0) is

|fLS〉 =
∑
i

〈ui|g̃〉
di

|vi〉 or, equivalently, fLS = V̂ D̂−1U †g̃ . (43)
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Fig. 2: Least-squares solution for the analytical continuation of a fermionic imaginary-time
Green function. The exact data (bottom left) is constructed from a simple model spectral func-
tion consisting of three Lorenz peaks (top left). We add noise of amplitude 10−8 to the data
(bottom right). The least-squares solution given the noisy data is shown in the top right panel.
It varies over ten orders of magnitude showing no resemblance at all to the original model.

As simple and elegantly the least-squares solution can be constructed, as useless it is for the
analytic continuation problem. This is illustrated in Fig. 2, showing that fLS, despite giving a
perfect fit to the data and, in particular, fulfilling the sum rule for

∑
n fn, is completely domi-

nated by numerical noise. What is the reason for this catastrophic failure? Making the noise in
the data explicit, g̃ = g̃exact +∆g̃ we see that

|fLS〉 = |fexact〉+
∑ 〈ui|∆g̃〉

di
|vi〉 . (44)

When the kernel has close to vanishing singular values, the noise component is divided by a
number close to numerical accuracy. This is, in fact, what we are seeing in Fig. 2: dividing
noise of order 10−8 by the numerical epsilon of double precision numbers (of order 10−16),
we would expect the least-squares solution to vary over about eight orders of magnitude. We
can verify this picture more quantitatively by looking at the singular values of the kernel matrix,
shown in Fig. 3. The exponential decay of the singular values seen in this example actually is the
hallmark of an ill-conditioned problem. It is a consequence of the orthogonality of the modes
|vi〉: With increasing i they develop more and more nodes. Integrating over these oscillating
modes with the positive fermionic Green function kernel means that the integral will decrease
with the number of nodes. Once the singular value reaches machine precision, the singular
modes become numerically degenerate. These modes contribute negligibly to the fit of the data,
but cause the catastrophic numerical instability of the least-squares result.
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Fig. 3: Singular values of the kernel matrix used in Fig. 2 on a logarithmic scale. The singular
values decay exponentially until leveling off at a value determined by the numerical accuracy of
the calculation. The insets show some of the singular modes |vi〉. With increasing mode index i,
i.e., decreasing singular value, they have an increasing number of nodes. Once the singular
value reaches the numerical accuracy, the singular modes become numerically degenerate so
that the SVD routine returns arbitrary linear combinations as exemplified here for |v80〉.

2.2 Non-negative least-squares

When motivating the least-squares approach using Bayesian reasoning, (40), one assumption
was that we have no knowledge whatsoever about the possible models. When we are interested,
e.g., in a diagonal spectral function, this is not quite true: We actually do know that f cannot
be negative, cf. (18). To incorporate this information, the prior probability p(f) should, in
fact, vanish when f has a component fn < 0. In other words, we really should maximize
the likelihood over non-negative models only: maxf≥0 exp(−χ2(f)). This approach is called
non-negative least squares fitting (NNLS). A practical algorithm is discussed in A.2. It will, in
general, not give a perfect fit, χ2(fNNLS) > 0, but what is not fitted is the part of the data that is
incompatible with a non-negative model, i.e., pure noise.
As shown in Fig. 4, using non-negative least squares gives a dramatic improvement over the
least-squares solution. Just incorporating the information about the non-negativity of the model
reduces the oscillations in the result by nine orders of magnitude, bringing it into a reasonable
range. This is because the amplitude of oscillating modes is now strongly limited by non-
negativity. In fact, the constraints give the modes with small singular value or in the null space
an important role: All modes except the first have nodes, so they can often not be included in the
solution with their optimal value (43) without violating the constraint. Since the contribution of
the modes with tiny singular value to the fit is tiny, they are free to arrange such that the modes
with larger di can move closer to their optimum. Thus in NNLS the behavior of all modes is
coupled, making the fit much more robust. Moreover, the non-negativity constraint makes the
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Fig. 4: Non-negative least-squares solution of the same problem as in Fig. 2. Using our knowl-
edge about the non-negativity of the spectral function gives a dramatic improvement, bringing
the solution form a scale of the order of ±1010 to a positive function with peaks of the order of
102 so that the original model shown on the left can actually also be seen in the plot on the right
(dashed line). While the NNLS solution does show some resemblance to the original function it
is far to spiky, even in the present case of exceedingly small noise (∼ 10−8) in the data.

problem well posed, i.e., giving a unique solution. Still, the spiky NNLS solutions indicate that
we are still overfitting the noise in the data and this problem becomes stronger when considering
data with noise levels larger than the ∼ 10−8 used for the example.
While the least-squares approaches do take information about the covariance of the data into
account, via the modification of the kernel from K to K̃, so that the data points that are given
with higher accuracy have more weight, the results are completely independent of the absolute
scale ofC: Multiplying it by a scalar σ2 simply rescales all singular values of K̃ by 1/σ, which
is compensated by the same rescaling of g̃, leaving the solution unchanged. Thus the least-
squares type solutions completely neglect the information about the overall noise in the data.
This problem can be addressed when we include our intuition that the “true” solution should
show some degree of smoothness. We then have to introduce a measure of smoothness, which
puts an absolute scale in the fitting problem. This is the idea behind regularization approaches.

2.3 Linear regularization

To understand the failure of the least-squares methods better, we expand the noisy data and the
fit in their respective singular modes |um〉 and |vn〉. For the example of Fig. 2 this is shown in
Fig. 5. It reveals that, initially, the expansion parameters of g decrease somewhat faster with
the mode index i than the singular values. Consequently the expansion of the least-squares
solution also decrease with i. But once the 〈ui|g〉 reach the level of the noise in the data,
here σ = 10−8, at i ≈ 30, the expansion coefficients of the data remain constant while the
singular values decrease further, leading to exponentially increasing contributions of the highly
oscillating modes with large i that render the least-squares solution useless. The situation is
quite similar for the non-negative least squares solution. The main difference being that the
contributions of the modes with small or vanishing singular value are bounded |〈vn|fNNLS〉| . 1

by the non-negativity combined with the sum-rule for the model.



11.14 Erik Koch

Fig. 5: Picard plot for the example of Fig. 2. Since the model is symmetric, the expansion coef-
ficients for the odd modes should vanish. For noisy data, instead of vanishing, the coefficients
of odd modes are at the noise level. The even coefficients initially decay somewhat faster than
the singular values so that the corresponding coefficients of the least-squares solution decrease
with i. Once the 〈ui|g〉 have decreased to the noise level, here 10−8, they remain at that level
while the singular values decrease further. This leads to exponentially increasing contributions
of the corresponding modes to the least-squares solution.

By maximizing the likelihood e−χ
2(f)/2, with or without non-negativity constraint, we appar-

ently overfit the noise that becomes most visible in the modes for which the singular value
is below their contribution to the (noisy) data. The assumption behind this is that the exact
solution cannot be dominated by the highly oscillating modes with vanishing singular value,
i.e., that 〈ui|gexact〉/di, for large i decreases with the mode index. This is called the Picard
condition. When it is not fulfilled, the reconstruction of the exact model is hopeless, since the
relevant information is contained in vanishingly small coefficients 〈ui|gexact〉 that will be com-
pletely masked by the noise, cf. (44). When the exact model is not highly oscillating, the Picard
condition holds and we have a chance of reconstructing the model from noisy data.
When the Picard condition is fulfilled we can get rid of a large part of the noise by suppressing
the contribution of modes with singular value below the noise level in the data. This amounts
to a least-squares fit with a truncated singular value decomposition, where the singular values
beyond a limiting index are set to zero, di>itrunc := 0.
A somewhat more refined method is to continuously switch off the small singular modes. This is
called Tikhonov regularization. Introducing a regularization parameter α, the Tikhonov solution
is given by

fT(α) =
M∑
i=1

di
d2
i + α2

〈ui|g̃〉 |vi〉, (45)

which in the limit α→ 0 becomes the least-squares solution (43), while for α→∞ the solution
vanishes. For finite regularization parameter, modes with large singular value di � α are
hardly affected, while the contribution of small singular values to fT(α) vanishes. To employ
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Fig. 6: Non-negative Tikhonov regularization for the example of Fig. 2, but with noise level
increased from 10−8 to 10−4. The insets show the solutions fT(α) at selected values of α. The
dotted line shows the exact model for comparison. For small α the method overfits the noise,
leading to strongly oscillating solutions, while the quality of the fit changes little. For large α
the method underfits the data, leading to a rapid increase in χ2(fT(α) and a loss of structure
in the reconstructed models. The solid line indicates the expected noise in the data, χ2 = M,
relevant for the discrepancy principle.

Tikhonov regularization for non-negative models we need to formulate it as an optimization
problem. Expanding in singular modes and completing the square, it can be written as

‖K̃f−g̃‖2+α2‖f‖2 =
M∑
i=1

(
〈ui|g̃〉 − di〈vi|f〉

)2
+ α2

N∑
n=1

〈vi|f〉2 (46)

=
M∑
i=1

α2〈ui|g̃〉
d2
i+α

2
+

(
di〈ui|g̃〉√
d2
i+α

2
+
√
d2
i+α

2〈vi|f〉

)2+ α2

N∑
i=M+1

〈vi|f〉2

which attains its minimum
∑

i α
2〈ui|g̃〉/(d2

i+α
2) for the unique solution (45). In Bayesian

terms, (40), Tikhonov regularization chooses p(f) ∝ e−α
2‖f‖2/2 as prior probability.

Alternatively, we can express Tikhonov regularization as a least-squares problem with an ex-
panded kernel and data as

min
f

(
‖K̃f − g̃‖2 + α2‖f‖2

)
= min

f

∥∥∥∥∥
(
K̃

α1N

)
f −

(
g̃

0N

)∥∥∥∥∥
2

. (47)

Performing the minimization over all models gives Tikhonov regularization, restricting the op-
timization to f ≥ 0 defines the non-negative Tikhonov regularization method [8].
The crucial question is how to choose the regularization parameter α. Fig. 6 shows the results of
non-negative Tikhonov regularization for the example of Fig. 2 increasing, however, the noise
level from 10−8 to 10−4 to make the problem not too easy. For small α the solutions show
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strong oscillations, while the mean-square misfit, χ2, increases only little with α. For larger α
the solution becomes featureless except for the peak at the Fermi level, which is already present
in the leading singular mode, cf. Fig. 3, while χ2(fT(α)) rapidly gets worse. The role of the
regularization parameter α is thus to strike a balance between (over)fitting the noisy data and
keeping the solution smooth. While it is clear that with increasingly accurate data the chosen
α should get smaller, there is no unique procedure for determining its value. So there is a wide
variety of different recipes for picking α, see [9] for a first overview. An intuitive approach is
the discrepancy principle. It assumes that a compromise between overfitting of the noise in the
data and smoothness of the model should be reached when α is chosen such that the deviation
from the optimum fit χ2(fT(α)) = ‖g̃− K̃fT(α)‖2 equals the noise expected in M data points
g̃m (scaled according to (38)) with unit covariance: χ2 = M. The discrepancy principle thus
corresponds to minimizing the regularizer ‖f‖2 over the set of models with χ2(f) = M.
We might wonder why the simple Tikhonov regularizer ‖f‖ actually has the effect of smooth-
ing the solution. After all, ‖f‖2 =

∑
n |fn|2 is local, i.e., does not depend on the change in

neighboring values. So if we permuted the coordinate values {1, . . . , N} in an arbitrary way,
the value of ‖f‖2 would remain unchanged. We might therefore be tempted to replace ‖f‖2

by a regularizer 〈f |M |f〉 that relates the value on neighboring sites, e.g., M being a finite-
difference kernel for the first or higher derivatives. This would, however, be counterproductive:
The main reason why the ‖f‖2 regularizer leads to smooth models is, of course, that it reduces
the effect of modes with small singular value, eq. (45). As we have seen in Fig. 3 these modes
are highly oscillatory, while the modes that are least affected are the ones with few nodes that
are relatively smooth. Still, even the leading mode is not entirely featureless. While a finite-
differences regularizer would reduce the contribution of such a mode, that is usually strongly
supported by the data, Tikhonov will leave it largely unaffected. In that sense, Tikhonov regu-
larization respects the variations in the important modes. To emulate this with a finite-difference
regularizer would require to laboriously tailor anM suitable for every specific kernel K̃.
There is, however, a clear drawback of the simple Tikhonov regularizer: The result vanishes
when α→∞. For models that fulfill a sum-rule, we have to impose it explicitly, e.g., using
a constraint

∑
fn−1. For α→∞ Tikhonov regularization then gives a flat solution, fn= 1/N.

This is the default model of the Tikhonov regularizer with sum-rule constraint. Its form does
not change when the grid is transformed, so the default model of the simple Tikhonov regu-
larizer does not transform under coordinate changes as it should: f(x) dx=f(z) dz. We can
make Tikhonov regularization independent of the discretization grid by choosing the regular-
izer

∫
dx
∣∣f(x)−ρ(x)

∣∣2/ρ(x) which makes the default model ρ(x) explicit and also fulfills the
sum-rule. The resulting regularization is still a least-squares problem of the type (47)

min
f

∥∥∥∥∥
(

K̃

α diag(1/
√
ρn)

)
f −

(
g̃

α(
√
ρn)

)∥∥∥∥∥
2

(48)

which can be solved analytically [8] or numerically under the constraint f ≥ 0 (NNLS).
We are, of course, not limited to bilinear regularizers. Using the entropy as a regularizer is the
basis of the maximum entropy approach.
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2.4 Maximum entropy

Maximum entropy methods differ from Tikhonov-type regularization in the assumptions they
make about the solutions. While Tikhonov is based on the Picard condition giving preference
to the modes with large singular value, maximum entropy favors models that contain as little
information as possible relative to our expectations (default model). This is measured by the
information entropy, see A.3 for details. Using the generalized entropy (111)

H(f ;ρ) = −
∑
n

(
fn ln

fn
ρn
− fn + ρn

)
(49)

as regularizer that should be maximized, we have to solve the non-linear optimization problem

min
f

(
χ2(f)/2− αH(f ;ρ)

)
, (50)

where we use α instead of α2 as in (46) to conform with the conventions used, e.g., in [10].
A convenient property of the non-linear entropy regularizer is that it automatically ensures the
positivity of the solution since the gradient

− ∂H(f ;ρ)

∂fn
= ln

fn
ρn

(51)

diverges for fn → 0 while the gradient of the fit function

∂ 1
2
χ2(f)

∂fn
=

∂

∂fn

1

2

∑
m

(
g̃m−

∑
n′

K̃mn′fn′
)2

= −
∑
m

K̃†nm

(
g̃m−

∑
n′

K̃mn′fn′
)

(52)

is always finite, so that any solution of the variational equations fn has the same sign as ρn.
Since it is easy to also calculate the Hessians

∂2 1
2
χ2(f)

∂fn′∂fn
=
∑
m

K̃†nmK̃mn′ and − ∂2H(f ;ρ)

∂fn′∂fn
=

1

fn
δnn′ (53)

it is straightforward to solve the non-linear minimization problem using, e.g., the Levenberg-
Marquardt method. The only slight complication being that finite steps in the iteration might
change the sign of some component fn.
In the absence of data, minimizing (50), i.e, setting (51) to zero, we find f = ρ. Thus ρ is
the default model which, as discussed for Tikhonov regularization above or for (110), it can be
related to the choice of the grid. Even when we have decided on a default model, we still have
to determine the value of the regularization parameter. Choosing it according to the discrepancy
principle is called historic MaxEnt [10]. Remember that, as for Tikhonov regularization, this
assumes that we have scaled the data with its covariance matrix according to (38).
Other flavors of the maximum entropy method try to determine the regularization parameter
using Bayesian methods. For this we write the entropy regularizer as a prior probability

p(f |ρ, α) ∝ e+αH(f ;ρ) (54)
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so that the minimization (50) becomes equal to maximizing the posterior probability, cf. (40),

p(f |g̃,ρ, α) =
p(g̃ |f ,ρ, α) p(f |ρ, α)

p(g̃)
∝ e−χ

2(f)/2+αH(f ;ρ) , (55)

where we have used that the QMC data g̃ is actually independent of our choice of regulariza-
tion parameter and default model. The Bayesian approach to determining the regularization
parameter uses the posterior probability of α

p(α |g̃,ρ) =

∫ ∏
n

dfn√
fn

p(f , α |g̃,ρ) =

∫ ∏
n

2d
√
fn

p(f |g̃,ρ, α) p(g̃,ρ, α)

p(g̃,ρ)
(56)

obtained from marginalizing out f, i.e., integrating over the space of models f. The peculiar
choice of the integration measure, 2d

√
fn, is discussed in [10]. It naturally appears in the

expression for the entropy when using Stirling’s approximation to one order higher than in the
derivation given in A.3, which rather suggests that the factor 1/

√
fn should be considered part

of the entropic prior and not the integration measure.
For historic MaxEnt it was not necessary to know the normalized probabilities (54) and (55).
When, however, we want to compare the probabilities of different regularization parameters, we
need to determine the normalization of the distributions that depend on α by, again, integrating
over f

Zχ2(g̃) =

∞∫
−∞

∏
n

dfn e−χ
2(f) = (2π)M/2 (57)

ZH(ρ, α) :=

∫ ∏
n

dfn
e+αH(f ,ρ)∏
n′

√
fn′

(58)

Since the likelihood is a Gaussian, the integral is straightforward, cf. (34). The normalization
of the entropic prior is more difficult. In MaxEnt such functional integrals are approximated by
Gaussian integrals obtained from expanding the exponent to second order about its maximum.
As already discussed above, the entropy term is maximized when the model equals the default
model. The second-order expansion (53) is thus given by the diagonal matrix −δnn′/ρn, i.e.,
the entropy expanded about the default model becomes just the Tikhonov regularizer of (48):

f(x) ln
f(x)

ρ(x)
−(f(x)−ρ(x)) =

(
ρ(x)+δf(x)

)
ln

(
1+

δf(x)

ρ(x)

)
−δf(x) =

(
δf(x)

)2

2ρ(x)
+O3 (59)

Also expanding 1/
√
fn ≈

(
1−(fn−ρn)/2ρn

)
/
√
ρn, the normalization of the entropy prior thus

is approximated by that of the Tikhonov prior without non-negativity constraint [10]

ZH(ρ, α) ≈
∏
n

∞∫
−∞

dfn
e−

α(fn−ρn)2

2ρn

√
ρn

(
1− fn−ρn

2ρn

)
=

(
2π

α

)N/2
. (60)

To calculate p(α |g̃,ρ), (56), we still have to choose a prior probability p(g̃,ρ, α). From the
discrepancy principle it seems reasonable that it should be independent of the data normalized
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to have a unit covariance matrix. If we also assume that α is independent of the default model,
we only have to choose p(α). Assuming that the prior is scale invariant

p(α) dα
!

= p(sα) d(sα) (61)

one obtains the Jeffreys prior p(α) ∝ 1/α [2], which might not be the most appropriate choice,
since the scale of the regularization parameter is fixed by the noise in the data, which we know.
Using all this for calculating the posterior probability of the regularization parameter, there are
two different flavors of how α enters the analytical continuation: Classic MaxEnt chooses the
α that maximizes p(α |g̃,ρ) to determine fclassic = f(αmax). Bryan’s method no longer insists
on picking a specific value of α. The approach rather determines the model as the average over
all regularization parameters, weighted with their posterior probability

fBryan =

∫ ∞
0

dα f(α) p(α |g̃, ρ) . (62)

It might seem that the MaxEnt approaches could be improved by actually performing the in-
tegrals over model space exactly rather than using simple Gaussian approximations that even
violate the non-negativity of the models, which is one of the precious priors that we are sure of.
But doing these integrals is hard. A second drawback of MaxEnt, or rather of all regularization
approaches, is the need to deal with a regularization parameter, introducing the need for making
assumptions about its behavior, its prior probability and the like, for which there is no appar-
ent solution. If only we could efficiently integrate over model space there might be a way of
eliminating all these complications arising from the need to regularize. Instead of looking for a
solution that maximizes some posterior probability, we could ask for the average over all pos-
sible models, weighted with their likelihood. This approach which apparently is free of explicit
regularization parameters is the average spectrum method.

3 Average spectrum method

The average spectrum methods is an appealing alternative to the optimization approaches. It
was probably first proposed by White [11] and reinvented several times after. The basic idea
is of striking elegance: The spectral function is obtained as the average over all physically
admissible functions, weighted by how well they fit the data

fASM(x) :=(2π)−M/2

∫
f(x)≥0

Df f(x) e−χ
2[f ]/2. (63)

Due to the ill-conditioning of the inverse problem there are very many functions that differ
drastically but essentially fit the data equally well. Taking the average, we can thus expect that
the spectral features not supported by the data will be smoothed out, providing a regularization
without the need for explicit parameters. Unfortunately, the practical application of this con-
ceptually appealing approach has been hampered by the difficulty of numerically implementing
the functional integration.
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It is worth emphasizing that the non-negativity constraint is essential. An unconstrained inte-
gration over the Gaussian in (63) actually produces a least-squares solution. Since the width
of the likelihood increases with the inverse of the singular value this would, of course, be nu-
merically very inefficient, and since the width diverges for the modes in the null space of the
kernel, their contribution will never converge to a definite value, reflecting that the problem is
underdetermined.

3.1 Blocked modes sampling

When we discretize the model function f(x) into a piece-wise constant function as discussed in
Sec. 1.3, the functional integral becomes

fASM ∝
N∏
n=1

∫ ∞
0

dfn f e−χ
2(f)/2, (64)

where the N -dimensional integral can be evaluated by Monte Carlo techniques. The most
straightforward approach is to perform a random walk in the space of non-negative vectors f,
updating a single component, fn → f ′n, at a time. Detailed balance is fulfilled when we sample
the new component f ′n for the conditional distribution ∝ e−χ

2(f ;f ′n)/2 with

χ2(f ; f ′n) :=
∥∥ g̃−K̃f+K̃nfn︸ ︷︷ ︸

=:g̃n

−K̃nf
′
n

∥∥2
= K̃†nK̃n

(
f ′n − K̃†n g̃n/K̃†nK̃n

)2

, (65)

where K̃n is the n-th column of K̃. We thus have to sample f ′n from a univariate Gaussian of
width σ = 1/‖K̃n‖ centered at µ = K̃†n g̃n/‖K̃n‖2 and truncated to the non-negative values
f ′n ∈ [0,∞). This can be done very efficiently, e.g., as described in A.4.
Still, sampling components can be very slow because the width of the Gaussian (65) is, in
general, set by the inverse of the largest singular value, i.e., the random walk performs only
exceedingly small steps. This is even more evident when sampling spectral functions, where
we cannot change just a single fn without violating the sum-rule (15). A way around is to
introduce global moves along the principal axes of χ2, i.e., along the singular modes.
Transforming to the new bases h := U †g̃ in data and e := V †f in model space diagonalizes

χ2(f) =
∥∥U †g̃ −DV †f∥∥2

=
M∑
i=1

(
hi−diei

)2 (66)

so that in the new basis the integral (64) factorizes into Gaussian integrals

eASM
i ∝

∫
f≥0

dei ei e
−(hi−diei)2/2. (67)

Without non-negativity constraint the integrals would be independent and result in a least-
squares solution. With the constraint they are coupled via their range of integration. Updating
modes ei → e′i is restricted by the condition f ′ = f + (e′i−ei)Vi ≥ 0, where Vi is the i-th
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column vector of V . This is equivalent to e′i ≥ ei−fn/Vni for Vni > 0 and correspondingly for
Vni < 0 so that e′i is constrained to

max

{
fn
Vni

∣∣∣∣Vni < 0

}
≤ ei−e′i ≤ min

{
fn
Vni

∣∣∣∣Vni > 0

}
. (68)

Sampling modes is usually much more efficient than sampling components: For modes with
large singular value the Gaussian is narrow so that the random walk quickly jumps close to
the optimal value hi/di and then takes small steps around there. For modes with small or
zero singular value the distribution is very broad so that the random walk can take large steps,
allowing for an efficient sampling. Still, sampling may become inefficient when non-negativity
restricts a mode to a very narrow interval. This will happen when f has regions where it
becomes very small, e.g., in the tail of the spectral function. Then the scale for the step size is
not given by the singular value but rather by the width of the interval (68). This problem can be
overcome by using a real space renormalization group technique, introducing blocks of varying
size in which modes are sampled. This way the method can interpolate efficiently between
sampling components, i.e., blocks of size 1, and sampling modes, i.e., blocks of size N. Details
of the blocked modes sampling method and its performance are given in [12].
Using blocked modes sampling for exploring the average spectrum method, we find that the
results depend on the choice of the discretization in (64). In fact, the choice of coordinates
for the discretization grid plays the role of a default model, while the number of grid points
N acts as a regularization parameter and in the limit N → ∞ the average spectrum method
corresponds to a regularization with the entropy of the default model relative to the model [12],
i.e., with the Shannon entropy with the role of model and default model exchanged. So, contrary
to our expectations, averaging non-negative spectra (63) is not free of regularization parameters.
This is not a problem of the particular method, but a general feature when integrating over a
constrained functional space. Interestingly it also affects the MaxEnt method were it to perform
the normalization and marginalization integrals exactly, see, e.g., Sec. 6.2 of [2].

3.2 Rényi entropies from averaging spectra

To explore the relation between the averaging spectra (63) and regularization with an entropy
more systematically, we represent the spectral function as a sum of delta functions

f(x) =
K∑
k=1

ak δ(x−xk) , (69)

and sample the positions xk and amplitudes ak≥0. The result is then discretized by binning the
δ-functions on a grid with N intervals In

fn =
∑
xk∈In

ak ≈
∫
In

f(x) dx . (70)

The discretized average spectrum from sampling (69) is then given by

fASM ∝
∑
f

f e−χ
2(f)/2 p(f) , (71)
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where p(f) is the probability of obtaining the discretized f from sampling the positions and
amplitudes in (69). To calculate this probability we split it as

p(f) =
∑
n

∣∣∣∑
nn=K

p(n) p(f |n) (72)

where p(n) is the probability of having nn δ-peaks in interval In

nn =
∣∣{xk| xk∈In}∣∣ with

∑
n

nn = K (73)

while p(f |n) is the probability that adding the amplitudes of the nn δ-peaks in In gives fn.

Sampling positions: Let us start by calculating p(n) when the positions xk are sampled from
a default model ρ(x) with

∫
ρ(x) dx = 1, i.e.,

p(xk∈In) =

∫
In

ρ(x) dx =: ρn . (74)

The probability that n1 of the K sampled positions fall in the interval I1 is then

p(n1) =

(
K

n1

)
ρn1

1 (1−ρ1)K−n1

and the probability that n2 of the remaining K−n1 positions are in I2 is

p(n2|n1) =

(
K−n1

n2

)
ρn2

2 (1−ρ1−ρ2)K−n1−n2/(1−ρ1)K−n1 .

In general we obtain, defining Kn := K−
∑n

i=1 ni and Rn :=
∑n

i=1 ρn,

p(nn|n1, . . . , nn−1) =

(
Kn−1

nn

)
ρnnn (1−Rn)Kn/(1−Rn−1)Kn−1 . (75)

You should convince yourself that p(KN−1|n1, . . . , nN−1) = 1 as required by
∑

n nn = K. The
probability for sampling n is then given by

p(n) = p(n1) p(n2|n1) · · · p(nN |n1, . . . , nN−1) =
N∏
n=1

(
Kn−1

nn

)
ρnnn = K!

N∏
n=1

ρnnn
nn!

(76)

In the limitK →∞ of sampling many δ-peaks we can expand using the Stirling approximation
log n! ≈ n log n− n

log p(f) ≈
(

logK −K
)

+
N∑
n=1

(
nn log ρn − nn log nn + nn

)
=

N∑
n=1

nn log
ρn

nn/K
. (77)

This is essentially the derivation of the Shannon entropy discussed in A.3.
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Sampling positions with fixed amplitudes: If in the sampling we keep the amplitudes fixed
at ak = 1/K to fulfill the sum rule

∑
ak =

∑
fn = 1, the conditional probability p(f |n)

vanishes, unless fn = nn/K for all n, so that (77) becomes

log p(f)

K
= −

∑
fn log

fn
ρn

= S(f |ρ) . (78)

Thus, when sampling the positions xk from a default model ρ(x), keeping the amplitudes ak
fixed, the discretized average spectrum (71) becomes∑

f

f e−χ
2(f/2)+K S(f |ρ) , (79)

i.e., the result is regularized by the entropy of the model relative to the default model. Using the
discrepancy principle, the regularization parameter K is replaced by some α. Thus, sampling
with fixed amplitudes gives results similar to MaxEnt.

Sampling amplitudes: A reasonable way of sampling the amplitudes is from an exponential
distribution

p(a) = λ e−λa (80)

with λ = K so that the sum rule
∑
ak = K is fulfilled on average. Considering a single bin,

we can then determine the probability of sampling a sum f of amplitudes of n δ-functions by
induction

p(f |1) = p(f)

p(f |2) =

∫ f

0

da p(a) p(f−a|1) = λ2

∫ f

0

da e−λf = λ2 f e−λf

...

p(f |n) =

∫ f

0

da p(a) p(f−a|n−1) = λn
fn−1

(n−1)!
e−λf (81)

Thus, p(f |n) is a Gamma distribution with shape parameter n and scale parameter λ. The
induction above still works when we replace n by γn (and λ by γλ to maintain the mean) for
any γ > 0, i.e., when we sample the amplitudes from

pγ(a) = (γλ)γ
aγ−1

Γ (γ)
e−γλa . (82)

As shown in Fig. 7, for γ > 1 this increases the probability close to the mean amplitude, while
for γ < 1 it increases the probability close to 0.
From (81) it is straightforward to obtain

p(f |n) =
N∏
n=1

p(fn|nn) = λK
( N∏
n=1

fnn−1
n

Γ (nn)

)
e−λ

∑
fn . (83)



11.24 Erik Koch

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.5  1  1.5  2

p γ
(a

)

a

γ=1/5
γ=1/2
γ=1
γ=2
γ=5

Fig. 7: Gamma distribution with unit mean for different values of the shape parameter γ. For
γ > 1 the probability increases about the mean value, for γ < 1 it increases close to 0.

Restricting to models f that fulfill the sum-rule
∑
fn = 1, we have to integrate p(f |n) over

the space of allowed models to get the normalization of the restricted distribution∫ 1

0

df1
fn1−1

1

Γ (n1)

∫ F1

0

df2
fn2−1

2

Γ (n2)
· · ·
∫ FN−2

0

dfN−1

f
nN−1−1
N−1

Γ (nN−1)

F nN−1
N−1

Γ (nN)
=

1

Γ (K)
, (84)

where Fn := 1−
∑n

i=1 fi =
∑N

i=n+1 fi and the integrations are successively performed using
Euler’s Beta integral

∫ 1

0
tα−1(1−t)β−1 = Γ (α)Γ (β)/Γ (α+β).

Including the sum-rule this results in the Dirichlet distribution

p(f |n)
∣∣∣∑

fn=1
= Γ (K)

N∏
n=1

fnn−1
n

Γ (nn)
, (85)

where, again, we could multiply all nn by some γ > 0. Note the similarity of (85) and (76). For
large K we obtain

log p(f |n)
∣∣∑

fn=1
≈

N∑
n=1

nn log
fn

nn/K
. (86)

Sampling amplitudes with fixed positions: If we sample only the amplitudes according to
(85), keeping the positions xk distributed as the default model ρ(x) fixed, i.e., nn = Kρn, we
obtain

log p(f)

K
= −

∑
n

ρn log
ρn
fn

= S(ρ|f) , (87)

i.e., this way of sampling corresponds to a regularization with the entropy of the default model
relative to the model. This is unusual entropy was found for the blocked modes sampling [12].
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Sampling positions and amplitudes: When we sample both positions and amplitudes, we
get using (77) and (86)

p(f) =
∑
n

∣∣∣∑
nn=K

p(n) p(f |n)
∣∣∑

fn=1

≈
∑

exp
(∑

n

nn 2 log

√
ρnfn

nn/K

)
= exp

(
K 2 log

∑
n

√
ρnfn

)∑
exp

(
− 2K

∑
n

nn/K log
nn/K√

ρnfn/
√∑

i ρifi

)
The sum over n is thus over exponentials of the Shannon entropy of n/K relative to a default
model given by the square root expression. It is dominated by the term where n/K equals the
default model (vanishing relative entropy), while all other terms vanish for large K. Sampling
both, positions and amplitudes, thus implies a regularization by

log
p(f)

K
= 2 log

∑
n

√
ρnfn . (88)

For the general case of sampling the amplitudes from pγ(a), (82), we obtain instead [17]

log
p(f)

K
= (γ+1) log

∑
n

fn

(
fn
ρn

)−1/(1+γ)

. (89)

These are Rényi entropies, with (88) being the special case γ = 1, while the Shannon entropy
(78) is recovered for γ → ∞ (remember that pγ(a) is more concentrated about the mean the
larger γ), while (87) is not contained in the expression (89).
Changing the parametrization to η = γ/(1+γ) we obtain the standard form of the Rényi entropy
[18] (IX, §8, eq. (37b), which actually gives the information gain). Dividing by η, i.e., just
scaling the original Rényi entropy by a factor, we obtain

Sη(f |ρ) =
1

η(1−η)

∑
n

f ηn
ρη−1
n

, (90)

which makes the symmetry between model and default model explicit

S1−η(f |ρ) = Sη(ρ|f) . (91)

The symmetric entropy (88) is S1/2(f |ρ), while Shannon entropy S(f |ρ) = limη→1 Sη(f |ρ)

and its symmetric partner S(ρ|f) = limη→0 Sη(f |ρ) are obtained using l’Hôspital’s rule.
Instead of eliminating the explicit regularization parameters, the functional integration over
non-negative functions introduces a whole family of entropy functions Sη(f |ρ) to use as reg-
ularizers. To get an impression of how results for different choices of η change, we calculate
the result of maximizing the Rényi entropy, when the only information about the (normalized)
model is its mean and variance (calculated in the coordinates of the default model)∫

x f(x) dx = µ and
∫

(x−µ)2f(x) dx = σ2 . (92)
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Fig. 8: Models obtained from maximizing Rényi entropy for a model with mean µ = 0 and
variance σ = 1. For the Shannon entropy η = 1 the result is a Gaussian.

for which we obtain [17]

f(x) =
Γ
(

1
1−η

)√
1−η
3η−1

√
πσΓ

(
1+η

2(1−η)

) (1 +
1−η
3η−1

(x−µ)2

σ2

) 1
η−1

. (93)

For η→1 this becomes the familiar Gaussian, while, as shown in Fig. 8, for decreasing η the
tails of the peak get fatter, but its full-width-half-maximum (FWHM) decreases (vanishing at
η=1/3)

FWHM = 2σ

√
3η−1

1−η
(
21−η−1

)
. (94)

Hence if we, a priori, expect sharp peaks in the model, it is a good idea to use an entropy
regularizer with η < 1, rather than the Shannon entropy.

4 Conclusions

As for so many problems, there is no magic solution to the problem of analytic continuation.
Any method can only reconstruct what is in the data and must substitute missing information,
ideally by exact prior knowledge or, otherwise, by mere assumptions about the solution. The
most important aspect of analytic continuation is thus encountered already before the solution of
the inverse problem is even started: Depending on what features of the model we are interested
in, we have to decide where to measure the data. If we want, e.g., to reconstruct the spectral
function far from the Fermi level, it does not help to just have highly accurate values for the
Green function when they are not close enough to τ = 0 or β to give information about the
discontinuity in its derivatives.
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Moreover, it is deceiving to just look at the single result returned by a regularization approach.
There is not “the” solution, rather every method produces an expected solution with its uncer-
tainty quantified by a non-intuitive N×N covariance matrix. This is, however, rarely analyzed
because it is hard to calculate and difficult to interpret. Still, there are approaches to estimate
the error in observables derived by integrating over the spectrum. They are nicely discussed
in [10] and should be used wherever possible.
We have presented the approaches to the analytic continuation problem in the order of increas-
ing sophistication and accuracy — and numerical cost. The analysis of QMC data should ideally
follow this progression until the desired information about the spectral function has been reli-
ably obtained. A Picard plot will give a first impression of how much information is actually
contained in the data and how difficult the reconstruction likely will be. It also gives an impor-
tant consistency check of the error estimate.
Despite the uncontrolled approximations in the practical flavors of MaxEnt, the approach has
developed into the standard approach for analytical continuation. The average spectrum method,
has extended that methodology. Instead of the expected parameter-free functional integration
using only the noise as a regularizer, it actually works, depending on the way the models are
sampled, with the whole family of Rényi entropies, rather than just the Shannon entropy. As
the non-Shannon entropies tend to result in narrower peaks with fatter tails, they add welcome
flexibility when we, a priori, expect sharp features in the spectral function.
The most important lesson is that results of analytic continuation must not be over-interpreted.
When the results depend on the details of the method, they rather reflect the choices made by
the approach than the data. Thus before interpreting details of the spectral function, we have to
make sure that they are robust under (reasonable) variations in the regularization parameters.
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A Technical appendices

A.1 Blocking method for correlated data

Let us assume we have an ergodic Markov chain Monte Carlo method, e.g., using Metropolis
sampling, that generates a set of K data points m1, . . . ,mK drawn from a probability distribu-
tion p(m) dm and we are interested in the mean value µ =

∫
dmp(m)m. The obvious estimate

for µ is the average m̄ =
∑K

k=1 mk/K. It will, of course, vary between Monte Carlo runs but,
by the central limit theorem, for large K, the averages m̄ of independent runs will tend to be
distributed as a Gaussian centered at µ with variance

σ2(m̄) = 〈m̄2〉 − 〈m̄〉2 =
1

K2

K∑
k,l=0

(
〈mkml〉 − 〈mk〉〈ml〉

)
, (95)

where 〈 · 〉 is the average over all possible Monte Carlo runs producing K data points. How can
we estimate σ2(m̄) from the simulation data of a single run? Splitting the double sum

σ2(m̄) =
1

K

1

K

K∑
k=1

(
〈m2

k〉 − µ2
)

︸ ︷︷ ︸
=〈m2〉−µ2=:s0

+
1

K2

∑
k 6=l

(
〈mkml〉 − µ2

)
(96)

we see that for uncorrelated data, 〈mkml〉 = 〈mk〉〈ml〉 for k 6= l, the variance is given by
s0/K. But in general, samples obtained from Markov chain Monte Carlo will be positively
correlated, so that σ2(m̄) ≥ s0/K. We can eliminate this correlation using an elegant renor-
malization group technique [13]. For this we consider the transformation of the original data
set m1, . . . ,mK of K samples (assuming K is even) into half as many data points, obtained by
averaging

m̂k̂ :=
m2k̂−1 +m2k̂

2
. (97)

Obviously, the average of the new data points
∑K/2

k̂=1
m̂k̂/(K/2) is still m̄ and thus must have

the same distribution as the averages of the original data. Consequently, σ2(m̄) must remain in-
variant under the blocking transformation (97). Looking at the uncorrelated part of the variance
for the blocked data m̂k̂ and remembering that the ensemble average 〈m2

k〉 is independent of k,
we see that

ŝ0 =
1

K/2

K/2∑
k̂=1

(〈
m2

2k̂−1
+2m2k̂−1m2k̂+m

2
2k̂

〉
4

− µ2

)
=
s0

2
+

1

2K/2

K/2∑
k̂=1

(〈
m2k̂−1m2k̂

〉
−µ2

)
(98)

contains part of the correlations not contained in s0. Therefore ŝ0/(K/2) ≥ s0/K. Under
repeated blocking transformations the uncorrelated part of the variance will thus increase. When
it reaches a plateau, i.e., a fixed-point under the blocking transformation, it becomes equal to
σ2(m̄) and the blocked data has become uncorrelated.
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Fig. 9: Estimate of the standard deviation of the average of correlated data obtained with the
blocking method. Initially the variance is severely underestimated but the estimate increases
with each blocking step until a plateau is reached, at which point the blocked data has become
uncorrelated. By that time the distribution of the m̂k̂ has become Gaussian of width ĉ0, as shown
in the insets. Eventually the number of blocked samples, K̂ = K/2n, becomes so small that the
estimates become unreliable.

We can try to estimate the ensemble average s0 from the data from one specific simulation run
as
∑K

k=1(m2
k − m̄2)/K. Taking the ensemble average and comparing to s0

1

K

K∑
k=1

(
〈m2

k〉 − 〈m̄2〉
)

=
1

K

K∑
k=1

((
〈m2

k〉−〈m̄〉2
)
−
(
〈m̄2〉−〈m̄〉2

))
= s0

(
1− 1

K

)
we find that the unbiased estimator actually is

s0 ≈ c0 :=
1

K−1

K∑
k=1

(
m2
k − m̄2

)
⇒ σ2(m̄) ≈ 1

K(K−1)

K∑
k=1

(
m2
k − m̄2

)
. (99)

In an actual implementation of the blocking method, we repeatedly block the data and calculate
the corresponding estimator of the uncorrelated variance ŝ0/K̂. An example is shown in Fig. 9.
As expected, ĉ0/K̂ increases with each blocking step until it reaches a plateau. There the
blocked data m̂k̂ are uncorrelated and, by the central limit theorem, approach Gaussian variables
of variance σ2(m̂) = K̂σ2(m̄). For such variables the variance of the variance σ2(m̄) is given
by 〈(ĉ0/K̂)2〉 − 〈ĉ0/K̂〉2 = 2σ4(m̄)/(K̂−1), which provides us with the errorbars. Since the
number of blocked data points is halved in each step, eventually the blocked sample becomes
very small and ĉ0/K̂ starts to fluctuate, also indicated by rapidly increasing errorbars. We
can then identify the plateau by checking when ŝ0/K̂ does not change between blocking steps
within its error bar.
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A.2 Non-negative least-squares algorithm (NNLS)

The model f fitting a given data vector g best in the least-squares sense minimizes the norm of
the residual vector χ2(f) = ‖Kf − g‖2. At the minimum fLS the gradient w vanishes

wn(fLS) :=
1

2

∂ χ2(f)

∂fn

∣∣∣∣
LS

= Re
(
K†(KfLS−g)

)
n

= 0 ∀n . (100)

Since χ2 is a non-negative quadratic form in f stationary points must be minima

χ2(fLS+δ) = χ2(fLS) + 2δTw(fLS) + ‖Kδ‖2 ≥ χ2(fLS) . (101)

The least-squares fit can be found from the singular value decomposition (SVD)K† = V DU †

fLS = V D−1U †g , (102)

where the diagonal matrix D has dimension K = rank(K) while the matrix U is M×K and
V is N×K-dimensional. In terms of the SVD the gradient (100) is given by

w(f) = ReV D(DV Tf −U †g) . (103)

This way of calculating the gradient is numerically more stable than calculating it directly in
terms ofK. It also immediately shows that the gradient vanishes for fLS.
Finding the best fit, min‖Kf − g‖2, under the constraint f ≥ 0 (non-negative least-squares,
NNLS) is more complicated. When all components of the unconstrained solution are non-
negative, (fLS)n ≥ 0, it is obviously also the solution of the constrained problem. When there
are components (fLS)n < 0 we might expect that the constrained fit assumes its minimum on
the boundary, (fNNLS)n = 0, where the gradient is positive wn > 0. These are the Karush-
Kuhn-Tucker conditions [14]:

fn > 0 and wn = 0 or fn = 0 and wn ≥ 0 . (104)

We distinguish the two cases by defining the two sets P = {n| fn > 0} and Z = {n| fn = 0}
which partition the set of indices, P ∪ Z = {1, . . . , N}.
When fKT fulfills the Karush-Kuhn-Tucker conditions, it minimizes χ2(f) on f ≥ 0. To see
this we consider a vector fKT + δ with δz ≥ 0 so that fKT + δ ≥ 0. Then

χ2(fKT+δ) = χ2(fKT) + 2δTw(fKT) + ‖Kδ‖2 ≥ χ2(fKT) (105)

since δTw =
∑

n δnwn =
∑

n∈P δnwn+
∑

n∈Z δnwn ≥ 0, where the first sum vanishes because
of the gradient, while in the second sum both factors in each term are non-negative. Conversely,
when fNNLS solves the non-negative least-squares problem it must fulfill the Karush-Kuhn-
Tucker condition, otherwise an infinitesimal change (respecting non-negativity) of a component
violating it could lower χ2. Thus, to solve the NNLS problem we just have to find a vector that
fulfills the Karush-Kuhn-Tucker conditions. For this we can simply go through all possible
partitionings of the indices {1, . . . , N} = P ∪ Z . For a given partitioning we determine the
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least-squares solution on the indices in P , i.e., we minimize ‖KPPf − g‖2, where PP is the
projector to the space spanned by the components in P . This makes sure that the gradients for
these components vanish, wp = 0, while fz = 0. If also fp ≥ 0 for all p ∈ P and wz ≥ 0 for
all z ∈ Z , we have found the NNLS solution, otherwise we try the next partitioning. The only
problem is that there are 2N partitionings of the N indices (each index can be either in P or Z).

A practical algorithm [14] considers possible partitionings in a much more efficient way. We
start from some partition for which fP > 0 and wP = 0, e.g., an empty positive set, P = {}
and f{} = 0. Given a set P and the corresponding fP for which the Karush-Kuhn-Tucker
condition is not yet fulfilled, we add the component i with the most negative gradient. Least-
squares fitting on the expanded set P ′=P ∪ {i} will produce an improved fit χ2(fP ′)<χ

2(fP):
because of the negative gradient, the new component will not stay at zero but rather take a
positive value. In case fP ′ ≥ 0, we calculate the new gradient. If it is non-negative, we have
found the Karush-Kuhn-Tucker solution, otherwise we repeat the procedure. Each iteration will
produce a non-negative solution with improved fit, so that we will converge to the minimum of
χ2(f) under the constraint f ≥ 0.

In general, however, the least squares solution fP ′ will have negative components. In this case,
we can find a mixing with the previous fit fα = (1−α)fP+αfP ′ with α ∈ (0, 1), that brings the
most negative component of fP ′ to zero. Since χ2(fα) ≤ (1−α)χ2(fP ′) + αχ2(fP) < χ2(fP)

the fit will still be improved. We remove the components where fα vanishes from P ′ and
perform a least-squares fit on the new set, repeating the procedure until we get a non-negative
least squares solution. This must happen after a finite number of iterations, since in each step at
least one element is removed from the positive set while the resulting fα ≥ 0 keeps improving
the fit χ2(fα) < χ2(fP). Thus we can continue the outer loop with fα, calculating the new
gradient and adding the component where it is most negative to the positive set.

Since each step produces a f ≥ 0 with improved fit, the algorithm does not visit any partitioning
twice and will thus always converge. At worst it may take 2N steps, but in practice the down-hill
search produces a solution after trying less than hundred partitionings. Numerically, the most
delicate part is the calculation of the gradient, which should be stabilized using a factorization
of the kernel. Obviously, checking the Karush-Kuhn-Tucker condition for the gradient must
take the numerical accuracy into account. Moreover, the implementation may not converge,
when, after adding the component with the most negative gradient, the least-squares fit gives
that component a negative value. This can only happen as a consequence of numerical errors.
In this case we rather include the component with the second most negative gradient in P .

Note that the non-negative least squares solution fNNLS is unique, unlike the least-squares so-
lution (102), to which we can add any multiple of a vector with zero singular value without
changing the fit. While the least-squares problem is thus ill-posed when there are vectors that
do not contribute to the fit, these vectors play a crucial role in non-negative least squares fitting:
They take values such that the modes that are important for the fit can approach their optimal
value as closely as possible without violating the constraint. Thus NNLS is well posed.
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1: function NNLS(K, g)
2: f ← 0
3: Z ← {1, . . . , N} . below we use the abbreviation P = {1, . . . , N} \ Z
4: loop
5: w ←K†(Kf − g) . for robust calculation use, e.g., SVD
6: if w[Z] ≥ 0 then return f
7: end if
8: i← argmin(w[Z]) . find component with most negative gradient
9: Z ← Z \ {i}

10: loop
11: f ′ ← LS(KPf , g) . LS solution on components P
12: . fi > 0, if not: numerical error in gradient! Do not pick i again this round
13: if f ′[P ] > 0 then
14: f ← f ′

15: break
16: end if
17: α← min

{
fi

fi−f ′i

∣∣∣ i ∈ P ∧ f ′i ≥ 0
}

18: f ← (1− α)f + αf ′ . now f ≥ 0 and fi = 0 for i = argmin
19: P ← P \ {i|fi = 0}
20: end loop
21: end loop
22: end function

Fig. 10: Function that returns the non-negative least-squares solution f ≥ 0 of g = Kf .

A.3 Shannon entropy

When developing The Mathematical Theory of Communication, Claude Shannon introduced the
bit as the amount of information needed to decide between two equally probable events [15].
Receiving an unlikely (surprising) message should convey more information than receiving a
likely one, and the information contained in two independent messages should be the sum of
the information carried by each individually. These axioms lead to − log2 pi as the information
contained in receiving a message of probability pi. Summing over a set ofM possible messages
of probabilities pi and weighting the information contained in them by their probability defines
the average information or entropy of an information source

H({pi}) = −
∑

pi log2 pi . (106)

It gives a lower limit to the number of bits needed for encoding the N messages. The maximum
number of bits, log2N, is needed when we know least about which message to expect, i.e.,
when all probabilities are the same. In the opposite limit, when one of the messages is certain,
we need not encode it at all. Thus the entropy of an information source measures our ignorance
before receiving one of the possible messages.
Changing the base of the logarithm, logb(x) = log2(x)/ log2(b), for b > 1 simply multiplies
the entropy by a positive constant, i.e., changes the units in which we measure information. For
convenience, we use the natural logarithm, ln, working in natural units, 1 nat ≈ 1.44 bits.
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An alternative derivation [2] of (106) starts by considering microstates representing the proba-
bilities as pi = ni/M by placing N (distinguishable) objects into M bins. Since we can place
any of the N objects into any of the M bins, there are MN such states. The number of dif-
ferent ways of placing the objects into bins and obtaining the same set of {ni}, i.e., the same
macrostate, is also easily determined: We can pick any n1 of the N objects and put them into
the first bin. Then we can pick any n2 of the remaining N − n1 objects and put them into the
second bin. The probability of realizing a macrostate {n1, . . . , nM} is thus

1

MN

(
N

n1

)(
N−n1

n2

)(
N−n1−n2

n3

)
· · ·
(
nM
nM

)
=

1

MN

N !

n1!n2! · · ·nM !
.

Taking the logarithm and using the Stirling approximation lnn! ≈ n lnn− n we find

−N lnM +N lnN −N −
M∑
i=1

(
ni lnni − ni

)
= N

(
ln

1

M
−
∑
i

pi ln pi

)
,

which is proportional to the H({pi}) minus the entropy of a flat distribution {1/M}.
Subtracting the entropy of the flat distribution becomes crucial when taking the limit of a con-
tinuous probability distribution: encoding an infinite number of messages will, in general, take
an infinite number of bits. Subtracting − log 1/M keeps the limit M → ∞ finite. To see this,
we discretize a continuous distribution p(x) on an equidistant grid of M points, pi = p(xi)∆x

with ∆x = (xmax−xmin)/M = (
∫
dx)/M, and take the limit of the Riemann sum

−
M∑
i=1

pi ln

(
pi

1/M

)
= −

M∑
i=1

∆xp(xi) ln

(
p(xi)∆x

1/M

)
→ −

∫
dx p(x) ln

(
p(x)

1/
∫
dx

)
.

This defines the entropy of a distribution p(x)

H[p] = −
∫
dx p(x) ln

(
p(x)

1/
∫
dx

)
. (107)

We can find the p(x) that maximizes this functional from the variational principle. Remember-
ing that the functional derivatives are defined by the expansion

H[p+δp] = H[p] +

∫
dx

δH[p]

δp(x)
δp(x) +

1

2

∫
dx dx′

δ2H[p]

δp(x′)δp(x)
δp(x′) δp(x) +O3(δp)

we read off the first variation from

H[p+δp] = −
∫
dx (p+ δp)

(
ln(p+ δp)︸ ︷︷ ︸

=ln p+ln(1+ δp
p

)=ln p+ δp
p

+O2

+ ln
∫
dx
)

= H[p]−
∫
dx

(
1 + ln

p(x)

1/
∫
dx

)
︸ ︷︷ ︸

=− δH[p]
δp(x)

δp+O2,

where we have used ln(1+x) = x−x2/2+· · · ). In second order we find δ2H[p]/δp(x′) δp(x) =

−2δ(x−x′)/p(x) ≤ 0 so that the stationary points are maxima. Imposing normalization of the
0-th moment via a Lagrange parameter, the variational equation becomes

0 =
δ

δp(x)
H[p] + λ0

(
1−
∫
dx p(x)

)
= −1− ln p(x)− ln

∫
dx− λ0
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which is solved by the constant distribution, where λ0 = −1 is fixed by normalization

p(x) =
1∫
dx

e−(1+λ0) =
1∫
dx

. (108)

Inserting into (107) we find H[1/
∫
dx] = 0, as it must by construction.

Likewise, we can ask which distribution maximizes the entropy, when we know in addition its
first moment µ =

∫
dx x p(x). The variational equation then contains two Lagrange parameters

0 =
δ

δp(x)
H[p] + λ0

(
1−
∫
dx p(x)

)
+ λ1

(
µ−

∫
dx x p(x)

)
= −1− ln

p(x)

1
∫
dx
− λ0 − λ1 x

and we obtain a Boltzmann distribution

pµ(x) =
1∫
dx

e−(1+λ0+λ1x), (109)

where λ0 and λ1 are fixed by solving the system
∫
dx pµ(x) = 1 and

∫
dx x pµ(x) = µ. Likewise,

when we also know the variance of p(x), maximizing the entropy results in a Gaussian.
Given the entropy functional, it is natural to ask what happens under a change of variable.
Remembering that density functions transform as p(x) dx = p(z) dz, we find

H[p] = −
∫
dx

dz
dz p(z)

dz

dx
ln

(
p(z) dz

dx

1/
∫
dx

)
= −

∫
dz p(z) ln

(
p(z)

ρ(z)

)
,

where we introduced ρ(z) dz = dx/
∫
dx. It reflects how the intervals on x change under the

under transformation to z. When we define ρ(x) = 1/
∫
dx, we see that the form of the entropy

functional is invariant under coordinate transformations

H[p | ρ] = −
∫
dx p(x) ln

p(x)

ρ(x)
. (110)

This is the relative entropy or Kullback-Leibler divergence. From lnx ≤ x−1 it follows that
H[p] ≤ 0. By construction, the maximum is attained for p(x) = ρ(x). The relative entropy
describes the average information contained in the distribution p(x) when what we expected was
the distribution ρ(x). The prior ρ(x) plays the role of a density of states: from the functional
derivative of the relative entropy δH[p]/δp(x) = −1− ln(p(x)/ρ(x)) we see that the solutions
of the variational equations for p(x) derived above become proportional to ρ(x).
For convenience we might want to allow non-normalized densities of states ρ̃(x) and corre-
spondingly drop the normalization constraint for p̃(x). If we write [16]

H̃[p̃ | ρ̃] =

∫
dx

(
p̃(x)− ρ̃(x)− p̃(x) ln

p̃(x)

ρ̃(x)

)
(111)

we obtain from the variational equation δH̃/δp̃ = 0 (without normalization constraint) the
solution p̃(x) = ρ̃(x) with H̃[ρ̃ | ρ̃] = 0 as for (110).
We note that a flat prior ρ(x) = const. is bound to the choice of variable: Given any ρ(z) we can
always transform to x(z) ∝

∫ z
ρ(z′) dz′ to obtain ρ(x) = ρ(z) dz/dx = const., where x must be

restricted to a finite interval to be normalizable.
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A.4 Sampling from a truncated normal distribution

It is straightforward to generate a random variable x with a normal probability distribution

pn(x) =
1√
2π

e−x
2/2 (112)

using, e.g., the Box-Muller method [19]. When taking a constraint into account, we need,
however, variables with a normal distribution restricted to some interval, x ∈ [a, b].
x ≥ a: When x is restricted to be larger than some value a, a straightforward approach is to
sample normally distributed values x until we find an x > a. The probability for finding such
an x is, on average, just the integral over the Gaussian

P̄n(a) =

∫ ∞
a

dx pu(x) = I(a) . (113)

This is easily written in terms of the complementary error function erfc(z) = 2/
√
π
∫∞
z
dt e−t

2 .
For a > 0

I(a ≥ 0) =
1

2
erfc(a/

√
2) , (114)

while for a < 0

I(a ≤ 0) = 1− I(−a) . (115)

The average acceptance probability (113) is shown in figure 11. For a to the left of the peak of
the normal distribution it is very likely that a proposed random variable x is larger than a and
thus is accepted. For a > 0 this probability is, however, rapidly decreasing to zero, meaning
that we would have to propose very many normally distributed variables x until we find one that
is larger than a. This is very inefficient, so for a > 0 we need a better approach. Following [20],
we generate random variables x ≥ a with an exponential probability distribution

pexp(x) = α e−α(x−a) . (116)

These are easily obtained as x = a − ln(u/α)/α from uniformly distributed random numbers
u ∈ [0, 1). To transform these exponentially distributed random numbers x ≥ a into the de-
sired normally distributed random numbers we use the rejection method [19], accepting x with
probability proportional to the ratio pn(x)/pexp(x) of the desired and the proposed probability
distribution functions. To obtain a probability, we introduce a prefactor to make sure that for no
x ≥ a the ratio exceed one. Completing the square in the exponential we find

pacc(x;A) =
1

A

e−x
2/2

e−α(x−a)
=

1

A
e−(x−α)2/2︸ ︷︷ ︸

≤1

eα
2/2−αa !

≤ 1 . (117)

For x ≥ a the choice A = eα
2/2−αa maximizes the acceptance probability, which becomes

pacc(x) = e−(x−α)2/2 . (118)
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Fig. 11: Efficiency of the methods for sampling from a normally distributed variable x restricted
to the interval [a,∞): For a < 0 the average acceptance probability for an unrestricted nor-
mally distributed random variable (P̄n(a), full line) is larger than 1/2, while for a > 0 it
rapidly approaches zero. For positive a we therefore propose exponentially distributed random
numbers (P̄exp(a ≥ 0), dotted line), for which the average acceptance probability is at least√
π/2e ≈ 0.76.

The corresponding average acceptance probability is then the integral of the product of the
probability for proposing a value x times the probability for accepting it

P̄exp(a ≥ 0) =

∫ ∞
a

dx pexp(x) pacc(x) =
√

2π α e−α
2/2+αa I(a) (119)

In this expression α is still a free parameter, which we choose to maximize the average accep-
tance. Solving the variational equation we obtain

α =
a+
√
a2+ 4

2
. (120)

We note that for a ≥ 0, P̄exp(a) has the same form as (113), differing, however, by a prefactor
γexp =

√
2π α e−α

2/2+αa which grows faster than the complementary error function decays.
Therefore, as can be seen from Fig. 11, for a > 0 this method is dramatically more efficient
than sampling from an unbounded uniform distribution. Thus for a < 0 we choose the method
with γn = 1, while for a ≥ 0 we choose γexp, obtaining an average acceptance probability
P̄γ(a) = γ(a) I(a).
x ≥ b: When we need to sample a normal variable constrained from above we can use the
same methods as above, sampling −x ≥ −b, with average acceptance probability P̄γ(−b).
a ≤ x ≤ b: When the random variable is constrained to a finite interval, an obvious approach
is to first sample an x ∈ [a,∞) and to accept it if x ≤ b. The average acceptance probability is
then P̄γ(a) for proposing an x ∈ [a,∞), times

∫ b
a
dx pn(x)/

∫∞
a
dx pn(x) for accepting it, i.e.,

P̄γ(a, b) = γ
(
I(a)− I(b)

)
. (121)
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For large intervals this will be an efficient approach, while for narrow intervals the acceptance
will go to zero. In this case it becomes more efficient to propose x uniformly distributed on
[a, b] and accept them with probability

pacc = e−(x2−m2)/2 , (122)

wherem is the coordinate at which the normal distribution assumes its maximum value on [a, b],
ensuring that pacc ≤ 1. When 0 ∈ [a, b] then m = 0, otherwise m = min(|a|, |b|). The average
acceptance probability for this approach is

P̄u(a, b) =

∫ b

a

dx
1

b−a
e−(x2−m2)/2 =

em
2/2

b−a
√

2π
(
I(a)−I(b)

)
. (123)

Again, (123) differs from (121) only by its prefactor γu, which increases as the width of the
interval b− a becomes smaller.
For a given interval [a, b] we then choose the most efficient method:

• a < 0 < b: Since a < 0 we have to choose between normal sampling with γn = 1 and
uniform sampling with γu =

√
2π/(b−a). For γn = γu both methods have the same

average acceptance probability. Solving this gives us the critical width w0 =
√

2π. For
intervals b−a < w0 we thus use uniform sampling with γu, otherwise γn. The worst case
is P̄γ=1(0, w0) = I(0)− I(w0) = erf(

√
π)/2 ≈ 0.49.

• 0 < a < b: Since a > 0 we choose between exponential sampling with γexp =√
2π α e−α

2/2+αa and γu =
√

2π ea
2/2/(b−a). Solving γexp = γu gives the critical

width w>(a) = e(α−a)2/2/α. For intervals b−a < w>(a) we use uniform sampling
with γu, otherwise γexp. The worst case is P̄γ(0, w>(0)) = γexp

(
I(0) − I(

√
e)
)

=√
π/2e erf(

√
e/2) ≈ 0.68.

• a < b < 0: We sample −x in the interval from −b to −a as described above.

Overall, we can thus sample from a truncated normal distribution with an average acceptance
larger than erf(

√
π)/2 ≈ 0.49.

The generalization to sampling from a Gaussian distribution exp(−(x−µ)2/2σ2)/
√

2πσ of
variance σ centered at µ restricted to x ∈ [a, b] is then straightforward: use x=σx̃+µ, where x̃ is
sampled, as described above, from a normal distribution (112) on the interval [(a−µ)/σ, (b−µ)/σ].
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1 Introduction

Correlated electron compounds exhibit very distinct behavior on different energy and length
scales. Collective phenomena emerge at scales far below the bare energy scales of the mi-
croscopic Hamiltonian. For example, in high-temperature superconductors one bridges three
orders of magnitude from the highest scale, the bare Coulomb interaction, via the intermediate
scale of short-range magnetic correlations, down to the lowest scale of d-wave superconductiv-
ity and other ordering phenomena (see Fig. 1). This diversity of scales is a major obstacle to a
direct numerical solution of microscopic models, since the most interesting phenomena emerge
only in large systems at low temperatures. It is also hard to tackle by conventional many-body
methods, if one tries to treat all scales at once and within the same approximation, for example
by summing a subclass of Feynman diagrams. Perturbative approaches which do not separate
different scales are plagued by infrared divergences, and are therefore often inapplicable even
at weak coupling.
It is thus natural to treat degrees of freedom with different energy or length scales step by
step. This is the main idea behind all renormalization group (RG) schemes. Using a func-
tional integral representation this strategy can be implemented by integrating out degrees of
freedom (bosonic or fermionic fields) successively, following a suitable order of scales. One
thus generates a one-parameter family of effective actions which interpolates smoothly between
the bare action of the system, as given by the microscopic Hamiltonian, and the final effective
action from which all physical properties can be extracted. The Green or vertex functions cor-
responding to the effective action at scale Λ obey a hierarchy of differential flow equations.
This hierarchy is exact and involves the flow of functions of generally continuous variables. For
these reasons this approach is frequently referred to as ”exact” or ”functional” RG [1–4].

k  T
B c

energy

[eV]

0.1

10

1

0.01

J

U

t

(Coulomb repulsion)

(kinetic energy, hopping)

(magnetic interaction)

(transition temperature for SC)

Fig. 1: Energy scales in cuprate high-temperature superconductors. Magnetic interactions and
superconductivity are generated from the kinetic energy and the Coulomb repulsion. Figure
taken from Ref. [3].
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The exact hierarchy can be solved exactly only in special cases, where the underlying model
can also be solved exactly (and more easily) by other means. However, the functional RG is a
valuable source for devising powerful new approximation schemes, which can be obtained by
truncating the hierarchy and/or by a simplified parametrization of the Green or vertex functions.
These approximations have several distinctive advantages: i) they have a renormalization group
structure built in, that is, scales are handled successively and infrared singularities are thus
treated properly; ii) they can be applied directly to microscopic models, not only to effective
field theories which capture only some asymptotic behavior; iii) they are physically transparent,
for example one can see directly how and why new correlations form upon lowering the scale;
iv) one can use different approximations at different scales. Small steps from a scale Λ to
a slightly smaller scale Λ′ are much easier to control than an integration over all degrees of
freedom in one shot.
These lectures provide a concise introduction to the functional RG in the context of interacting
Fermi systems. To illustrate the method at work, I review applications of the functional RG to
the two-dimensional Hubbard model. A more detailed presentation and many other applications
can be found in the comprehensive review articles Refs. [3] and [4]. Originally, the unavoid-
able truncations of the flow equation hierarchy limited the applications of the functional RG
to relatively weakly interacting systems. In the final part I will explain how to use the DMFT
solution of an interacting Fermi system as a non-perturbative starting point for a functional RG
flow. With the DMFT as a “booster rocket”, the functional RG can also be applied to strongly
interacting fermion systems.

2 Functional RG for Fermi systems

Already in the 1970s, various RG methods have been used to deal with infrared singularities
arising in one-dimensional Fermi systems [5]. Renormalization group approaches dealing with
interacting fermions in higher dimensions have been developed much later. Due to the extended
(not point-like) geometry of the Fermi surface singularity in dimensions d > 1, the renormal-
ization group flow cannot be reduced to a small number of running couplings, even if irrelevant
interactions are discarded. Aiming at a mathematical control of interacting Fermi systems,
Feldman and Trubowitz [6], and independently Benfatto and Gallavotti [7], have formulated
a rigorous fermionic version of Wilson’s momentum-shell RG [8] for interacting fermions in
dimensions d > 1. Important rigorous results for two-dimensional systems have indeed been
obtained [9, 10]. An essential message from these results is that no hitherto unknown instabil-
ities or non-perturbative effects occur in Fermi systems with sufficiently weak interactions, at
least in the absence of special features such as van Hove singularities at the Fermi level. The
Wilsonian RG for interacting Fermi systems was popularized among physicists by Shankar [11]
and Polchinski [12], who presented some of the main ideas in a pedagogical style. In particular,
they discussed an intuitive RG perspective of Fermi liquid theory.
The Wilsonian RG is not only useful for a rigorous understanding of interacting fermion sys-
tems. A specific variant of Wilson’s RG known as exact or functional RG turned out to provide
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a valuable framework for computational purposes. Approximations derived from exact func-
tional flow equations play an increasingly important role in the theory of interacting Fermi
systems [3, 4]. Exact flow equations describe the evolution of a generating functional for all
many-particle correlation or vertex functions as a function of a flow parameter Λ, usually an
infrared cutoff. They can be easily derived from a functional integral representation.

For computational purposes the exact flow equation for the effective action ΓΛ, first derived in
the context of bosonic field theories by Wetterich [13], turned out to be most convenient. The
effective action is the generating functional for one-particle irreducible vertex functions. The
latter are obtained by taking derivatives with respect to the source fields. The flow parameter Λ
describes a regularization of the bare action, which regularizes infrared divergencies in pertur-
bation theory. The regularization is removed at the end of the flow, say for Λ → 0. The initial
regulator (for Λ = Λ0) can be chosen such that ΓΛ0 is given by the bare action. The flow of ΓΛ

then provides a smooth interpolation between the bare action of the system and the final effec-
tive action Γ , from which any desired information can be extracted. This flow is determined by
an exact functional differential equation [3, 4]. Expanding in the fields one obtains a hierarchy
of flow equations for the one-particle irreducible vertex functions.

The expression functional RG stems from the feature that the exact flow equations describe
the flow of a functional or (equivalently) of a hierarchy of functions. An important difference
compared to Wilson’s original formulation is that a complete set of source fields is kept in the
flowing generating functionals, not only those corresponding to scales below Λ. Hence, the full
information on the properties of the system remains accessible, not only the low energy or long
wavelength behavior.

In the remainder of this section I present the exact flow equations and their expansion in the
source fields. The first subsection summarizes the standard functional integral formalism as
described, for example, in the excellent textbook by Negele and Orland [14].

2.1 Generating functionals

A system of interacting fermions can be represented by Grassmann fields ψ, ψ̄, and an action
of the form

S[ψ, ψ̄] = −(ψ̄, G−1
0 ψ) + V [ψ, ψ̄] , (1)

where V [ψ, ψ̄] is an arbitrary many-body interaction, and G0 is the propagator of the non-
interacting system. The bracket (., .) is a shorthand notation for the sum

∑
K ψ̄K (G−1

0 ψ)K ,
where (G−1

0 ψ)K =
∑

K′ G
−1
0 (K,K ′)ψK′ . The Grassmann field index K collects the quantum

numbers of a suitable single-particle basis set and the Matsubara frequency. The K-sums in-
clude integrals over continuous variables, and normalization factors such as temperature and
volume. In particular, for spin-1

2
fermions with a single-particle basis labeled by momentum k

and spin orientation σ, one has K = (k0,k, σ), where k0 is the fermionic Matsubara frequency.
If the bare part of the action is translation and spin-rotation invariant, the bare propagator has
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the diagonal and spin-independent form G0(K,K ′) = δKK′ G0(K) with

G0(K) =
1

ik0 − ξk
, (2)

where ξk = εk−µ is the single-particle energy relative to the chemical potential. A two-particle
interaction has the general form

V [ψ, ψ̄] =
1

4

∑
K1,K2,K′

1,K
′
2

V (K ′1, K
′
2;K1, K2) ψ̄K′

1
ψ̄K′

2
ψK2ψK1 . (3)

The generating functional

G[η, η̄] = − log

∫ ∏
K

dψKdψ̄K e
−S[ψ,ψ̄] e(η̄,ψ)+(ψ̄,η) , (4)

yields connected m-particle Green functions via derivatives with respect to the source fields,
that is

G(2m)(K1, · · · , Km;K ′1, · · · , K ′m) = −
〈
ψK1 · · ·ψKmψ̄K′

m
· · · ψ̄K′

1

〉
c

= (−1)m
∂m

∂η̄K1 . . . ∂η̄Km

∂m

∂ηK′
m
. . . ∂ηK′

1

G[η, η̄]

∣∣∣∣
η=η̄=0

, (5)

where 〈· · ·〉c is the connected average of the product of Grassmann variables between the brack-
ets. The one-particle Green function G(2) is the propagator of the interacting system, which is
usually denoted without the superscript as G.
Legendre transforming G[η, η̄] yields the effective action

Γ [ψ, ψ̄] = (η̄, ψ) + (ψ̄, η) + G[η, η̄] , (6)

where ψ = −∂G/∂η̄ and ψ̄ = ∂G/∂η . The effective action is the generating functional for
one-particle irreducible vertex functions

Γ (2m)(K ′1, . . . , K
′
m;K1, . . . , Km) =

∂2mΓ [ψ, ψ̄]

∂ψ̄K′
1
. . . ∂ψ̄K′

m
∂ψKm . . . ∂ψK1

∣∣∣∣∣
ψ,ψ̄=0

. (7)

The Legendre correspondence between the functionals G and Γ yields relations between the
Green functions G(2m) and the vertex functions Γ (2m). In particular,

Γ (2) = G−1 = G−1
0 −Σ , (8)

where Σ is the self-energy. The two-particle Green function is related to the two-particle vertex
by

G(4)(K1, K2;K ′1, K
′
2) =

∑
P1,P2,P ′

1,P
′
2

G(K1, P
′
1)G(K2, P

′
2)Γ (4)(P ′1, P

′
2;P1, P2)G(P1, K

′
1)G(P2, K

′
2).

(9)
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The effective action obeys the reciprocity relations

∂Γ

∂ψ
= −η̄ , ∂Γ

∂ψ̄
= η . (10)

The second functional derivatives of G and Γ with respect to the fields are also reciprocal. We
define the matrices of second derivatives at finite source fields

G(2)[η, η̄] =


− ∂2G
∂η̄K ∂ηK′

∂2G
∂η̄K ∂η̄K′

∂2G
∂ηK ∂ηK′

− ∂2G
∂ηK ∂η̄K′

 = −

(
〈ψKψ̄K′〉 〈ψKψK′〉
〈ψ̄Kψ̄K′〉 〈ψ̄KψK′〉

)
, (11)

and

Γ(2)[ψ, ψ̄] =


∂2Γ

∂ψ̄K′ ∂ψK

∂2Γ

∂ψ̄K′ ∂ψ̄K

∂2Γ

∂ψK′ ∂ψK

∂2Γ

∂ψK′ ∂ψ̄K

 . (12)

The reciprocity relation for the second derivatives reads

Γ(2)[ψ, ψ̄] =
(
G(2)[η, η̄]

)−1
. (13)

Note that anomalous (off-diagonal) components are involved as long as the source fields are
finite. Only at η = η̄ = 0 and ψ = ψ̄ = 0, and in the absence of U(1) charge symmetry
breaking one has the simple relation Γ (2) = G−1.

2.2 Exact flow equation

We now endow the bare propagator G0 with a dependence on a flow parameter Λ. Usually Λ
is a cutoff suppressing contributions from fields with a single-particle energy or a Matsubara
frequency below the scale Λ in the functional integral. For example, in a translation invariant
system this may be done by modifying G0(K) to

GΛ
0 (K) =

ΘΛ(k)

ik0 − ξk
, (14)

where ΘΛ(k) is a function that vanishes for |ξk| � Λ and tends to one for |ξk| � Λ. In this
way the infrared singularity of the propagator at k0 = 0 and ξk = 0 is cut off at the scale Λ. The
simplest choice for ΘΛ is a step function, ΘΛ(k) = Θ

(
|ξk|−Λ

)
, such that momenta in a shell

around the Fermi surface are strictly excluded (see Fig. 2).
In the first applications of the functional RG to interacting Fermi systems a momentum cutoff
was used, but later a frequency cutoff became more popular, since the latter does not interfere
with Fermi surface shifts, and particle-hole excitations with a small momentum transfer are
captured smoothly by the flow [15]. Moreover, a frequency cutoff can also be used in systems
without translation invariance, such as systems with impurities [16].
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Fig. 2: Momentum space region around the Fermi surface excluded by a sharp momentum cutoff
in a two-dimensional lattice fermion system. Figure taken from Ref. [3].

The generating functionals constructed with GΛ
0 instead of G0 depend on the flow parameter

and will be denoted by GΛ[η, η̄] and ΓΛ[ψ, ψ̄]. The original functionals G and Γ are recovered
in the limit Λ → 0. The evolution of ΓΛ[ψ, ψ̄] as a function of Λ is described by an exact
functional flow equation [3]

d

dΛ
ΓΛ[ψ, ψ̄] = −

(
ψ̄, ∂ΛQ

Λ
0ψ
)
− 1

2
tr
[(
∂ΛQΛ

0

) (
Γ(2)Λ[ψ, ψ̄]

)−1
]
, (15)

where

QΛ
0 =

(
QΛ

0 (K,K ′) 0

0 −QΛ
0 (K ′, K)

)
(16)

with QΛ
0 = (GΛ

0 )−1, and Γ(2)Λ[ψ, ψ̄] is the matrix of second derivatives of ΓΛ at finite fields,

Γ(2)Λ[ψ, ψ̄] =


∂2ΓΛ

∂ψ̄K ∂ψK′

∂2ΓΛ

∂ψ̄K ∂ψ̄K′

∂2ΓΛ

∂ψK ∂ψK′

∂2ΓΛ

∂ψK ∂ψ̄K′

 . (17)

The trace on the right hand side of the flow equations includes a sum over the Grassmann field
index K. Note that the inversion of Γ(2)Λ[ψ, ψ̄] in Eq. (15) is not merely an inversion of a 2×2

matrix, since it involves also the additional matrix structure coming from the dependence on
the Grassmann field indices K and K ′. A derivation of the functional flow equation (15) is
presented in Appendix A.
Alternative definitions of the effective action ΓΛ, differing by interaction-independent terms,
have also been used. A frequently used variant is [1, 4]

ΓΛ
R [ψ, ψ̄] = ΓΛ[ψ, ψ̄] + (ψ̄, RΛψ) , (18)

where RΛ = QΛ
0 −Q0. The additional quadratic term cancels the first term in the flow equation

(15) for ΓΛ, and one obtains the equivalent flow equation

d

dΛ
ΓΛ
R [ψ, ψ̄] = −1

2
tr

[(
∂ΛRΛ

) (
Γ

(2)Λ
R [ψ, ψ̄] + RΛ

)−1
]
, (19)
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where RΛ = diag
(
RΛ(K,K ′),−RΛ(K ′, K)

)
. The functional ΓΛ

R and its analogue for bosonic
fields is known as effective average action in the literature [1]. Both ΓΛ

R and ΓΛ tend to the
same effective action Γ in the limit Λ→ 0, where RΛ vanishes.
Choosing the initial cutoffΛ0 such thatGΛ0

0 is identically zero, all contributions to the functional
integral are suppressed. For a sharp momentum cutoff this is achieved by choosing Λ0 larger
than maxk |ξk|, while for a frequency cutoff one has to start with Λ0 = ∞ to eliminate all
modes. At the initial scale Λ0, one then has the simple initial condition ΓΛ0

R [ψ, ψ̄] = S[ψ, ψ̄],
while

ΓΛ0 [ψ, ψ̄] = −(ψ̄, QΛ0
0 ψ) + V [ψ, ψ̄] = SΛ0 [ψ, ψ̄] = S[ψ, ψ̄]− (ψ̄, RΛ0ψ) . (20)

Hence, ΓΛ
R interpolates smoothly between the (unregularized) bare action S and the final effec-

tive action Γ , while ΓΛ interpolates between the regularized bare action SΛ0 and Γ . The initial
“regularization” with QΛ0

0 = ∞ amounts to a complete suppression of all contributions to the
functional integral, not just a regularization of divergent contributions.

2.3 Expansion in the fields

Expanding the functional flow equation (15) for the effective action in powers of the fields
yields a hierarchy of flow equations for the m-particle vertex functions. To expand the inverse
of Γ(2)Λ[ψ, ψ̄], we split

Γ(2)Λ[ψ, ψ̄] = (GΛ)−1 − Σ̃Λ[ψ, ψ̄] , (21)

where

GΛ =
(

Γ(2)Λ[ψ, ψ̄]
∣∣
ψ=ψ̄=0

)−1

=

(
GΛ(K,K ′) 0

0 −GΛ(K ′, K)

)
, (22)

and Σ̃Λ[ψ, ψ̄] contains all contributions which are at least quadratic in the fields. Now the
inverse of Γ(2)Λ[ψ, ψ̄] can be expanded in a geometric series,(

Γ(2)Λ[ψ, ψ̄]
)−1

=
(
1−GΛΣ̃Λ[ψ, ψ̄]

)−1
GΛ

=
[
1 + GΛΣ̃Λ[ψ, ψ̄] + (GΛΣ̃Λ[ψ, ψ̄])2 + . . .

]
GΛ. (23)

Inserting this into the functional flow equation yields

d

dΛ
ΓΛ[ψ, ψ̄] =− tr

[
(∂ΛQ

Λ
0 )GΛ

]
−
(
ψ̄, ∂ΛQ

Λ
0ψ
)

+
1

2
tr
(
SΛ(Σ̃Λ[ψ, ψ̄] + Σ̃Λ[ψ, ψ̄]GΛΣ̃Λ[ψ, ψ̄] + . . . )

)
, (24)

with the so-called single scale propagator

SΛ = −GΛ
(
∂ΛQΛ

0

)
GΛ =

d

dΛ
GΛ
∣∣∣
ΣΛ fixed

. (25)

The latter usually has its main support at the scale Λ. For example, for a sharp momentum
cutoff acting on ξk as in Eq. (14), SΛ has a delta-peak at |ξk| = Λ and vanishes elsewhere.
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Fig. 3: Diagrammatic representation of the flow equations for the self-energy, the two-particle
vertex, and the three-particle vertex. Lines with a dash correspond to the single-scale propaga-
tor SΛ, and the other lines to the full propagator GΛ. Figure taken from Ref. [3].

Expanding ΓΛ[ψ, ψ̄] and Σ̃Λ[ψ, ψ̄] in powers of ψ and ψ̄, and comparing coefficients in Eq. (24),
one obtains the flow equations for the self-energy ΣΛ = QΛ

0−Γ (2)Λ, the two-particle vertex
Γ (4)Λ, and all other m-particle vertices. The first three equations of this hierarchy are repre-
sented diagrammatically in Fig. 3. Note that only one-particle irreducible one-loop diagrams
contribute, and internal lines are dressed by the self-energy. Contributions with several loops
are generated only indirectly upon inserting the flow of higher order vertices into lower order
flow equations. The flow equation for the self-energy has the simple form [3]

d

dΛ
ΣΛ(K ′, K) =

∑
P,P ′

SΛ(P, P ′)Γ (4)Λ(K ′, P ′;K,P ). (26)

The flow equation for the two-particle vertex reads [3]

d

dΛ
Γ (4)Λ(K ′1, K

′
2;K1, K2) = −

∑
P1,P ′

1

∑
P2,P ′

2

GΛ(P1, P
′
1)SΛ(P2, P

′
2)

×
{
Γ (4)Λ(K ′1, K

′
2;P1, P2)Γ (4)Λ(P ′1, P

′
2;K1, K2)

−
[
Γ (4)Λ(K ′1, P

′
2;K1, P1)Γ (4)Λ(P ′1, K

′
2;P2, K2) + (P1 ↔ P2, P

′
1 ↔ P ′2)

]
+
[
Γ (4)Λ(K ′2, P

′
2;K1, P1)Γ (4)Λ(P ′1, K

′
1;P2, K2) + (P1 ↔ P2, P

′
1 ↔ P ′2)

]}
−
∑
P,P ′

SΛ(P, P ′)Γ (6)Λ(K ′1, K
′
2, P

′;K1, K2, P ) . (27)

There are several contributions which are quadratic in Γ (4)Λ, corresponding to the particle-
particle, direct particle-hole, and crossed particle-hole channel, respectively.
The one-particle irreducibility is a convenient feature of flow equations derived from the ef-
fective action ΓΛ[ψ, ψ̄]. Flow equations derived from other functionals, such as the Polchinski
equations [17] and their Wick ordered variant [9], contain also one-particle reducible contribu-
tions.
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Fig. 4: Hubbard model with nearest and next-to-nearest neighbor hopping on a square lattice.

The full hierarchy of flow equations does not close at any finite order, since the flow of each
Γ (2m)Λ receives a contribution from a tadpole diagram with Γ (2m+2)Λ. Exact solutions of the
flow equation hierarchy are possible only for relatively simple models, such as the Luttinger
model [18], the reduced BCS model [19], or other mean-field models [20, 21], which can
also be solved more directly by other methods. Usually the hierarchy of flow equations has
to be truncated by neglecting effective interactions of higher order, and by using a simplified
parametrization of the functional dependence of the remaining interactions on momenta, fre-
quencies, et cetera. Truncations of the hierarchy at some finite order can be justified in case
of sufficiently weak interactions, or if higher order terms are suppressed due to small phase
space volumina [22]. Geometrical phase space restrictions are typically stronger in multi-loop
integrals. A simplified parametrization of effective interactions can be obtained by neglecting
dependences which become irrelevant in the low-energy limit.

3 Two-dimensional Hubbard model

Shortly after the discovery of high-temperature superconductivity in several cuprate compounds,
Anderson [23] pointed out that the essential physics of the electrons in the copper-oxide planes
of these materials can be described by the two-dimensional Hubbard model. The Hubbard
model describes tight-binding electrons with inter-site hopping amplitudes tij and a local repul-
sion U > 0, as specified by the Hamiltonian (see also Fig. 4)

H =
∑
i,j

∑
σ

tij c
†
iσcjσ + U

∑
j

nj↑nj↓ . (28)

Here c†iσ and ciσ are creation and annihilation operators for spin-1
2

fermions with spin orientation
σ on a lattice site i, and njσ = c†jσcjσ. The number of lattice sites will be denoted by L. A
hopping amplitude −t between nearest neighbors and an amplitude −t′ between next-nearest
neighbors on a square lattice leads to the dispersion relation

εk = −2t
(

cos kx + cos ky
)
− 4t′

(
cos kx cos ky

)
(29)

for single-particle states. This dispersion relation has saddle points at k = (0, π) and (π, 0),
which entail logarithmic van Hove singularities in the non-interacting density of states at the
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Fig. 5: Schematic shape of the gap function ∆k with dx2−y2-wave symmetry, for k tracing the
Fermi surface.

energy εvH = 4t′. For recent reviews on the two-dimensional Hubbard model, see Refs. [24]
and [25].
In agreement with the generic phase diagram of the cuprates, the Hubbard model exhibits an-
tiferromagnetic order at half-filling, and is expected to become a d-wave superconductor away
from half-filling in two dimensions already for quite some time [26]. The exchange of anti-
ferromagnetic spin fluctuations has been proposed as a plausible mechanism leading to d-wave
pairing [27–29]. In this picture the BCS effective interaction Vkk′ is roughly proportional to
the spin correlation function χs(q) at q = k−k′. Close to half-filling, χs(q) has a pronounced
maximum at or near the antiferromagnetic wave vector (π, π). As a consequence, the BCS gap
equation

∆k = −
∫

d2k′

(2π)2
Vkk′

∆k′

2Ek′
(30)

with Ek =
(
ξ2
k + |∆k|2

)1/2 has a solution with dx2−y2-wave symmetry, such that the gap ∆k

has maximal modulus but opposite sign near the points (π, 0) and (0, π) in the Brillouin zone,
respectively [26], as illustrated in Fig. 5. This qualitative argument has been corroborated by a
self-consistent perturbative solution of the two-dimensional Hubbard model within the so-called
fluctuation-exchange approximation [30, 31].
The spin-fluctuation mechanism for pairing might be spoiled by other contributions to the BCS
interactions, and also by spin density wave instabilities. It turned out to be very hard to de-
tect superconductivity in the Hubbard model by exact numerical computation [25], as a conse-
quence of finite size and/or temperature limitations. Fortunately, the tendency toward antiferro-
magnetism and d-wave pairing is already captured by the two-dimensional Hubbard model at
weak coupling. Conventional perturbation theory breaks down for densities close to half-filling,
since competing infrared divergences appear as a consequence of Fermi surface nesting and van
Hove singularities. A controlled and unbiased treatment of these divergences is achieved by a
renormalization group analysis, which takes into account the particle-particle and particle-hole
channels on equal footing.
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Early RG studies of the two-dimensional Hubbard model started with simple scaling approaches,
very shortly after the discovery of high-Tc superconductivity [32–34]. These studies focussed
on dominant scattering processes between the van Hove points in k-space, for which a small
number of running couplings could be defined and computed on one-loop level. Spin-density
and superconducting instabilities were identified from divergences of the corresponding corre-
lation functions.
A complete treatment of all scattering processes in the Brillouin zone is more complicated since
the effective interactions cannot be parametrized accurately by a small number of variables,
even if irrelevant momentum and energy dependences are neglected. The tangential momentum
dependence of effective interactions along the Fermi surface is strong and important in the low-
energy limit. Hence, one has to deal with the renormalization of functions. This problem is
treated most naturally by the functional RG.

3.1 Stability analysis at weak coupling

To detect instabilities in the weak-coupling limit, one can truncate the infinite hierarchy of
flow equations at second order in the effective two-particle interaction and discard all vertices
of higher order, and also self-energy corrections. The flow of the two-particle vertex is then
fully determined by the first contribution in the second line of Fig. 3. In the absence of self-
energy corrections, the internal lines are given by the bare propagatorGΛ

0 and its scale derivative
SΛ0 = d

dΛ
GΛ

0 .
Due to translation invariance on the lattice, GΛ

0 is diagonal in momentum representation, that is,
GΛ

0 (K,K ′) = δKK′ GΛ
0 (K), where K = (k, σ) with k = (k0,k). Hence, the truncated (without

Γ (6)Λ) flow equation (27) for the two-particle vertex can be written as

d

dΛ
ΓΛ(K ′1, K

′
2;K1, K2) =− 1

βL

∑
P,P ′

d

dΛ

[
GΛ

0 (P )GΛ
0 (P ′)

]
×
[ 1

2
ΓΛ(K ′1, K

′
2;P, P ′)ΓΛ(P, P ′;K1, K2)

−ΓΛ(K ′1, P
′;K1, P )ΓΛ(P,K ′2;P ′, K2)

+ΓΛ(K ′2, P
′;K1, P )ΓΛ(P,K ′1;P ′, K2)

]
. (31)

Here and in the following we denote the two-particle vertex as ΓΛ, and we now write tempera-
ture (β = 1/T ) and volume factors explicitly. The three terms on the right hand side correspond
to the particle-particle (PP), the direct particle-hole (PH) and the crossed particle-hole (PH’)
channel, respectively, see Fig. 6.
Due to spin rotation invariance, the spin structure of the two-particle vertex is relatively simple.
One can express the vertex by a single function V Λ depending only on momenta and Matsubara
frequencies [22]

ΓΛ(K ′1, K
′
2;K1, K2) = V Λ(k′1, k

′
2; k1, k2) δσ1σ1′ δσ2σ2′ − V

Λ(k′2, k
′
1; k1, k2) δσ1σ2′ δσ2σ1′ . (32)
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Fig. 6: One-loop flow equation for the two-particle vertex ΓΛ with the particle-particle channel
(PP) and the two particle-hole channels (PH and PH’) written explicitly.

Alternatively, one may decompose the vertex in singlet and triplet components [35],

ΓΛ(K ′1, K
′
2;K1, K2) = ΓΛ

s (k′1, k
′
2; k1, k2)Sσ′

1,σ
′
2;σ1,σ2 + ΓΛ

t (k′1, k
′
2; k1, k2)Tσ′

1,σ
′
2;σ1,σ2 , (33)

where

Sσ′
1,σ

′
2;σ1,σ2 = 1

2

(
δσ1σ′

1
δσ2σ′

2
− δσ1σ′

2
δσ2σ′

1

)
,

Tσ′
1,σ

′
2;σ1,σ2 = 1

2

(
δσ1σ′

1
δσ2σ′

2
+ δσ1σ′

2
δσ2σ′

1

)
. (34)

Of course one can easily compute ΓΛ
s and ΓΛ

t from V Λ and vice versa [21]. The singlet vertex
is symmetric and the triplet vertex is antisymmetric under exchanges k1 ↔ k2 or k′1 ↔ k′2.
We now outline the steps made to cast the one-loop flow equations in a form amenable to a
numerical solution. To be specific, we use the singlet-triplet decomposition of the vertex and a
momentum cutoff. Carrying out the spin sum in the flow equation one obtains

∂ΛΓ
Λ
α (k′1, k

′
2; k1, k2) =−

∑
i=s,t

∑
j=s,t

[
CPP
αijβ

PP
ij (k′1, k

′
2; k1, k2)

+ CPH
αijβ

PH
ij (k′1, k

′
2; k1, k2) + CPH′

αij β
PH′

ij (k′1, k
′
2; k1, k2)

]
(35)

for α = s, t, where CPP
αij etc. are simple numerical coefficients [35] and

βPP
ij (k′1, k

′
2; k1, k2) =

1

2βL

∑
k,k′

∂Λ
[
GΛ

0 (k)GΛ
0 (k′)

]
ΓΛ
i (k′1, k

′
2; k, k′)ΓΛ

j (k, k′; k1, k2),

βPH
ij (k′1, k

′
2; k1, k2) = − 1

βL

∑
k,k′

∂Λ
[
GΛ

0 (k)GΛ
0 (k′)

]
ΓΛ
i (k′1, k; k1, k

′)ΓΛ
j (k′, k′2; k, k2),

βPH′

ij (k′1, k
′
2; k1, k2) = −βPH

ij (k′2, k
′
1; k1, k2). (36)

It is clearly impossible to solve the flow equations with the full energy and momentum depen-
dence of the vertex function, since ΓΛ has three independent energy and momentum variables.
However, the flow equations can be simplified considerably by ignoring dependences which
are irrelevant (in the RG sense) in the low-energy limit, that is, the energy dependence and the
momentum dependence normal to the Fermi surface [3, 11].
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Neglecting the energy dependence, we approximate

ΓΛ
α (k′1, k

′
2; k1, k2) ≈ ΓΛ

α (k′1,k
′
2; k1,k2). (37)

Choosing an energy independent cutoff function ΘΛ(k) as in Eq. (14), the Matsubara sums on
the right hand side of the flow equations can be performed analytically, yielding

∂ΛΓ
Λ
α (k′1,k

′
2; k1,k2) =−

∑
i=s,t

∑
j=s,t

[
CPP
αijβ

PP
ij (k′1,k

′
2; k1,k2)

+ CPH
αijβ

PH
ij (k′1,k

′
2; k1,k2) + CPH′

αij β
PH′

ij (k′1,k
′
2; k1,k2)

]
(38)

for α = s, t, where the β-functions are now energy independent and read

βPP
ij (k′1,k

′
2; k1,k2) =

1

2L

∑
k,k′

∂Λ
[
ΘΛ(k)ΘΛ(k′)

]
× f(−ξk)−f(ξk′)

ξk + ξk′
ΓΛ
i (k′1,k

′
2; k,k′)ΓΛ

j (k,k′; k1,k2),

βPH
ij (k′1,k

′
2; k1,k2) = − 1

L

∑
k,k′

∂Λ
[
ΘΛ(k)ΘΛ(k′)

]
× f(ξk)−f(ξk′)

ξk − ξk′
ΓΛ
i (k′1,k; k1,k

′)ΓΛ
j (k′,k′2; k,k2),

βPH′

ij (k′1,k
′
2; k1,k2) = −βPH

ij (k′2,k
′
1; k1,k2), (39)

with the Fermi function f(ξ)=1/
(
eβξ+1

)
. Note that momentum conservation implies that k

and k′ are related by k+k′=k1+k2 in the particle-particle channel and by k+k′1=k′+k1 in
the direct particle-hole channel. Hence, only one independent momentum variable needs to be
summed. For a sharp momentum cutoff ΘΛ(k)=Θ

(
|ξk|−Λ

)
one has ∂ΛΘΛ(k)=−δ

(
|ξk|−Λ

)
,

so that the two-dimensional momentum integral can be reduced to a one-dimensional integral.
The flow equation can be solved only if the momentum dependence of the vertex function is
simplified. At least for weak coupling (in practice also for moderate ones), the vertex function
acquires strong momentum dependences only for momenta close to the Fermi surface. Note
that for the Hubbard model the bare vertex function ΓΛ0 does not depend on momentum at all.
Weak coupling instabilities are signalled by divergencies of the vertex function ΓΛ which are
driven by momenta close to the Fermi surface. Hence we will focus on the flow of the vertex
function with momenta close to the Fermi surface. For arbitrary momenta, we approximate the
vertex by

ΓΛ
α (k′1,k

′
2; k1,k2) ≈ ΓΛ

α (k′F1,kF1+kF2−k′F1; kF1,kF2), (40)

where kF1 etc. are projections of k1 etc. on the Fermi surface (see Fig. 7). Strong momen-
tum dependences of the effective vertex are built up only by contributions with intermediate
momenta k and k′ (on the right hand side of the flow equations) which are close to the Fermi
surface, because for such momenta the ratios

(
f(∓ξk)−f(ξk′)

)
/(ξk±ξk′) in Eq. (39) can be

big. Hence, for the most important momenta, the error made by the projection is relatively
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Fig. 7: (a) Flow of the singlet component of the two-particle vertex ΓΛ
s as a function of Λ for

several choices of the Fermi momenta kF1, kF2 and k′F1, which are labeled according to the
projection in the figure on the right. The model parameters are U = t and t′ = 0, the chemical
potential is µ = −0.02t, and the temperature is zero. (b) Left: Flow of the ratio of interacting
and non-interacting susceptibilities, χΛ/χΛ0 , for the same parameters as in (a). Right: Ground
state phase diagram for t′ = 0 and µ ≤ 0 (at and below half-filling), as obtained from divergent
susceptibilities. Figures taken from Ref. [35].

small (even if Λ is not small), because these momenta are close to their projected counterparts.
The projected vertex function can be parameterized by three angles φ1, φ2, φ3 associated with
kF1, kF2 and k′F1, respectively, i.e.,

ΓΛ
α (k′F1,kF1+kF2−k′F1; kF1,kF2) = ΓΛ

α (φ1, φ2, φ3). (41)

The angular dependence turns out to be strong for small Λ and cannot be neglected. The re-
maining tangential momentum dependence is discretized (see again Fig. 7). Equivalently one
can view this parametrization as a discretization of momentum dependences corresponding to a
partition of the Brillouin zone in ”patches” or ”sectors” [36, 37].
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The flow of the two-particle vertex in the ground state of the two-dimensional Hubbard model
has been computed for many different model parameters t′/t and U/t (t just sets the abso-
lute energy scale) and densities near half-filling [35–38]. In all cases the vertex develops a
strong momentum dependence for small Λ with divergences for several momenta at some crit-
ical scale Λc > 0, which vanishes exponentially for U → 0. To see which physical instability
is associated with the diverging vertex function, several susceptibilities have been computed,
in particular commensurate and incommensurate spin susceptibilities χS(q) with q = (π, π),
q = (π−δ, π) and q = (1−δ)(π, π), where δ is a function of density [39], the commensurate
charge susceptibility χC

(
(π, π)

)
, and singlet pair susceptibilities with s-wave and d-wave form

factors. Some of these susceptibilities diverge together with the vertex function at the scale Λc.
Depending on the choice of U, t′ and µ, the strongest divergence is found either for the com-
mensurate or incommensurate spin susceptibility, or for the pairing susceptibility with dx2−y2
symmetry.

Fig. 7 shows a typical result for the flow of the two-particle interactions and susceptibilities in
the ground state of the two-dimensional Hubbard model, as obtained from the Wick ordered
version of the functional RG [35]. Within the lowest order truncation for the two-particle ver-
tex, the results obtained from different functional RG versions do not deviate significantly from
each other. Only the singlet part of the vertex is plotted, for various choices of two incoming
momenta and one outgoing momentum on the Fermi surface. The triplet part of the vertex flows
generally more weakly than the singlet part. Note the threshold at Λ = 2|µ| below which the
amplitudes for various scattering processes, especially umklapp scattering, renormalize only
very slowly. The flow of the antiferromagnetic spin susceptibility is cut off at the same scale.
The infinite slope singularity in some of the flows at scale Λ = |µ| is due to the van Hove sin-
gularity being crossed at that scale. The pairing susceptibility with dx2−y2-symmetry diverges
at the scale Λc, at which also the two-particle interaction diverges in the Cooper channel.

Following the flow of the vertex function and susceptibilities, one can see that those interaction
processes which enhance the antiferromagnetic spin susceptibility (especially umklapp scat-
tering) also build up an attractive interaction in the dx2−y2 pairing channel. This confirms the
spin-fluctuation route to d-wave superconductivity. Running the flow for various choices of µ/t
and U/t one obtains an educated guess for the ground state phase diagram from the dominant
divergences of the vertex and susceptibilities.

The static approximation of the vertex with a discretized momentum dependence as described
above is sufficient for a weak coupling stability analysis. However, near the scale Λc, where
the vertex diverges, this crude parametrization does not capture the momentum and energy
dependence of the emerging singularities, and the power-counting argument invoked for its
justification breaks down. An improved parametrization of the two-particle vertex based on a
decomposition in charge, magnetic, and pairing channels has been established [15, 40, 41]. In
this channel decomposition, singular momentum and energy dependences are isolated in a sin-
gle bosonic momentum and energy variable, corresponding to a sum or difference of fermionic
variables, which can then be parametrized much more accurately.
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3.2 Spontaneous symmetry breaking

Within the one-loop truncation the effective two-particle interaction ΓΛ always diverges in some
momentum channels at a finite energy scale Λc, even for a small bare interaction U. Hence one
is always running into a strong coupling problem in the low-energy limit. The one-loop trunca-
tion breaks down, and also the simplified parametrization of the two-particle vertex described
above cannot be justified in the presence of singular momentum and energy dependences.

If the vertex function diverges only in the Cooper channel, driven by the particle-particle con-
tribution to the flow, the strong coupling problem emerging in the low-energy region can be
controlled by exploiting Λc as a small parameter [42]. The formation of a superconducting
ground state can then be described essentially by a BCS theory with renormalized input param-
eters. In the Hubbard model the pure Cooper channel instability is always realized for µ 6= εvH

at sufficiently small U. In that regime one can safely infer superconductivity with a d-wave
order parameter from the divergence of the one-loop pairing susceptibility. At finite tempera-
ture the off-diagonal long-range order will of course turn into the quasi long-range order of a
Kosterlitz-Thouless phase.

In general, the one-loop calculation can produce divergences of the vertex function in various
momentum channels, with large contributions from both particle-particle and particle-hole di-
agrams. This can happen even in the weak coupling limit U → 0, namely when the chemical
potential approaches the van Hove singularity. In that case different possible instabilities can
compete in a complicated way. Besides spin density wave and pairing instabilities one has
to deal with ferromagnetism (at moderate |t′/t| in the Hubbard model) [43–45] and a d-wave
Pomeranchuk instability of the Fermi surface [46] as alternative or coexisting candidates.

A complete theory of the effective strong coupling problem emerging from strong particle-
particle and particle-hole fluctuations has not yet been achieved. For weak bare coupling, one
may again try to exploit the smallness of the scale Λc where strong fluctuations appear to con-
struct a tractable effective low-energy theory. Spontaneous symmetry breaking can be handled
within the functional RG framework by adding an infinitesimal symmetry breaking term at the
beginning of the flow, which is then promoted to a finite order parameter at the scale Λc [19,20].
The calculations are complicated by the appearance of anomalous interaction vertices, and, in
case of continuous symmetries, by singularities associated with Goldstone modes. Neverthe-
less, fermionic functional RG flows with spontaneous symmetry breaking were computed for
the superconducting ground state of the attractive [47,48] and repulsive [49] Hubbard model. In
systems with a metastable phase, e.g., near a first order transition, a shift of the initial conditions
by a counter term is needed to drive the flow into the stable symmetry broken phase [50]. Order
parameter fluctuations are most conveniently treated by introducing appropriate bosonic fields,
as first discussed for antiferromagnetic order in the half-filled Hubbard model [51].

In case of competing order parameters, such as antiferromagnetism and d-wave superconductiv-
ity near half-filling, a full RG treatment of spontaneous symmetry-breaking and order parameter
fluctuations is a rather complicated [52]. As a simpler alternative one may neglect low-energy
fluctuations and combine the RG with a mean-field (MF) theory of symmetry-breaking [53,54].
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Fig. 8: Amplitudes of magnetic and superconducting gap functions in the ground state of the
two-dimensional Hubbard model as a function of the electron density n, for U/t = 3 and
t′/t = −0.15. Results from a coupled solution of magnetic and superconducting gap equations
with possible coexistence of orders are compared to a purely magnetic solution. Corresponding
hole and electron pockets at n = 0.96 and n = 1.05 are shown in the left and right insets,
respectively. First order transitions (see broken lines near n = 0.9 and n = 1.06) lead to small
density intervals where no homogeneous solution exists. Figure taken from Ref. [55].

In such a renormalized mean-field (RG+MF) approach the one-loop flow is stopped at a scale
ΛMF that is small compared to the band width but still above the scale Λc where the two-particle
vertex diverges. At this point the vertex has developed already a pronounced momentum depen-
dence, reflecting in particular magnetic and superconducting correlations. The integration over
the remaining modes, below ΛMF, is treated in a mean-field approximation allowing, in partic-
ular, antiferromagnetic and superconducting order, where the effective interactions entering the
mean-field equations are extracted from ΓΛMF. At zero temperature, this approach should yield
a decent approximation for the order parameters, since order parameter fluctuations usually do
not play a crucial role for the gross features of the ground state.

Results obtained for the amplitudes of the antiferromagnetic and superconducting gap ampli-
tudes in the ground state of the 2D Hubbard model, as obtained from a functional RG + MF cal-
culation [55], are shown in Fig. 8. The amplitudes are defined as the maxima∆AF = maxk∆

AF
k

and ∆SC = maxk∆
SC
k of the gap functions. There is an extended region of coexistence of mag-

netic and superconducting order, which occurs naturally due to pairing of electrons near the
reconstructed Fermi surface (pockets) in the antiferromagnetic state. The superconducting gap
function has the expected d-wave symmetry. The magnetic order is purely antiferromagnetic
(Néel) for n > 0.9, and incommensurate with a wave vector near to but distinct from (π, π) for
n < 0.9.
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4 Leap to strong coupling: DMFT as a booster rocket

A truncation of the functional RG hierarchy of flow equations can be justified only for weak
interactions, with the exception of mean-field models where phase space restrictions suppress
higher order contributions [19]. Although bare interactions are usually two-particle interactions,
m-particle effective interactions with m> 2 are generated by the flow and affect the effective
two-particle interaction and the self-energy. For example, an effective three-particle interaction
Γ (6)Λ is generated by a contribution of third order in the two-particle vertex Γ (4)Λ, which then
feeds back into the flow of Γ (4)Λ, as can be seen in Fig. 3. For strong bare interactions, these con-
tributions from effective interactions beyond the two-particle level become important already at
relatively high energy scales, that is, at scales well above the critical scales for instabilities.
For systems with short-range interactions such as the Hubbard model, the correlations at high
and intermediate energy scales are well described by the dynamical mean-field theory (DMFT)
[56] and its quantum cluster extensions [57], since long-range correlations emerge only at low
energy scales. In particular, the DMFT captures non-perturbative phenomena such as the Mott-
Hubbard metal-insulator transition, which is a consequence of strong local correlations.
The DMFT is based on a local approximation for the fermionic self-energy, which is exact in
the limit of infinite lattice dimensionality [58]. In that limit, irreducible m-particle vertices are
local, too. It is thus natural to use the DMFT solution as a starting point, and include non-
local correlations subsequently by expanding around the DMFT vertices and self-energy [59].
Several such extensions of the DMFT, involving various types of resummed perturbation ex-
pansions for non-local corrections, have already been proposed [60–63].
The DMFT can also be used as a non-perturbative starting point for the functional RG flow [64].
The DMFT vertices and self-energy set the initial condition of the flow. In the remainder of
this section, I will describe the fusion of DMFT and functional RG to the non-perturbative
DMF2RG, and discuss results for the two-dimensional Hubbard model at strong coupling [65].

4.1 Dynamical mean-field theory

The DMFT was developed in two steps. First, it was shown that models of interacting lattice
fermions have a non-trivial infinite dimensionality (d→∞) limit [58], where local correlations
survive, while non-local contributions to one-particle irreducible quantities such as the self-
energy vanish [58, 66]. Second, it was shown that a lattice fermion system with a local self-
energy can be mapped to a quantum impurity problem with a self-consistency condition [67,
68]. The resulting equations are a dynamical variant of the static Weiss mean-field theory for
magnets—hence the name “dynamical mean-field theory” commonly used since 1995.
For the Hubbard model, the DMFT equations can be derived on the back of an envelope as
follows. The propagatorG is related to the bare propagatorG0 and the self-energyΣ by Dyson’s
equation, G−1(k0,k) = G−1

0 (k0,k)−Σ(k0). Non-local (in real space) contributions to the self-
energy are discarded in the DMFT, so thatΣ(k) depends only on frequency. This approximation
becomes exact in the limit d → ∞ [58, 66]. In a one-particle irreducible skeleton expansion,
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the local part of the self-energy is a functional of the local propagator

Gloc(k0) =

∫
k

G(k0,k) , (42)

where
∫

k
=
∫

ddk
(2π)d

. The same skeleton expansion yields the self-energy of the purely local action

Sloc[ψ, ψ̄] = −
∑
k0,σ

ψ̄k0,σG−1
0 (k0)ψk0,σ + U

∫ β

0

dτ ψ̄↑(τ)ψ↑(τ)ψ̄↓(τ)ψ↓(τ) , (43)

where τ denotes imaginary time and ψσ(τ) and ψ̄σ(τ) are the Fourier transforms of ψk0,σ and
ψ̄k0,σ, respectively. The dynamical Weiss field G−1

0 is determined by the self-consistency condi-
tion requiring that the local propagator and the self-energy of the lattice electrons coincide with
the propagator and the self-energy of Sloc, that is,

G−1
loc(k0) = G−1

0 (k0)−Σ(k0) . (44)

The main difficulty is to compute the self-energy as a functional of G0 from the action Sloc. In-
troducing an auxiliary bath of non-interacting conduction electrons, this problem can be mapped
to a well-known quantum impurity problem, the single-impurity Anderson model [67, 68], for
which efficient non-perturbative numerical algorithms exist. Once a self-consistent G0 has been
determined, one can also compute DMFT vertices from Sloc [69].

4.2 From infinite to finite dimensions

We now set up a flow which starts from the local self-energy and local vertices as given by the
DMFT, and builds up non-local correlations successively [64]. Without truncations, the exact
non-local quantities would be obtained at the end of the flow. There is no double-counting of
contributions. One way of defining such a flow, which is associated with an intuitive picture, is
to flow from infinite dimensions, where the DMFT is exact, to the actual dimensionality of the
system.
To be specific, let us consider a d-dimensional hypercubic lattice with nearest neighbor hopping,
supplemented by d̄ additional auxiliary dimensions with d̄→∞. The flow equations derived in
Sec. 2 are valid for an arbitrary scale dependence of the bare propagator. To flow from infinite
to d dimensions, we introduce scale dependent hopping amplitudes in the physical and auxiliary
directions, denoted by tΛ and t̄Λ, respectively. The initial hopping amplitudes are tΛ0 = 0 and
t̄Λ0 = (d/d̄)1/2 t. The scaling with d̄−1/2 is required for a proper limit d̄ → ∞ [58]. At the
end of the flow, for Λ→ 0, the hopping amplitude in the auxiliary dimensions are switched off,
t̄Λ→0 = 0, while the real hopping amplitude is turned on, tΛ→0 = t.
The corresponding scale dependent bare propagator has the form

GΛ
0 (k0,k, k̄) =

1

ik0 + µ− εΛk − ε̄Λk̄
, (45)

with the scale dependent dispersion relations

εΛk = −2tΛ (cos k1 + · · ·+ cos kd) and ε̄Λk̄ = −2t̄Λ
(
cos k̄1 + · · ·+ cos k̄d̄

)
. (46)
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Fig. 9: Illustration of the flow from a DMFT solution to the solution of the d-dimensional (here
d= 2) lattice system. Figure taken from Ref. [64].

For d̄ → ∞, only the part of the propagator which is local in the auxiliary dimensions con-
tributes to the self-energy and vertices. This local part is given by a k̄-integration,

GΛ
0 (k0,k) =

∫
k̄

GΛ
0 (k0,k, k̄) =

∫
dε̄

ρ̄Λ(ε̄)

ik0 + µ− εΛk − ε̄
, (47)

where ρ̄Λ(ε̄) is the density of states for ε̄Λ
k̄

. The latter is a normalized Gaussian distribution with
a width that shrinks to zero for Λ→ 0, so that GΛ→0

0 (k0,k) =
(
ik0+µ−εk

)−1.
GΛ

0 defines a flow that interpolates smoothly between the DMFT solution for the infinite di-
mensional model at Λ0 and the solution of the d-dimensional system for Λ → 0, as illustrated
schematically in Fig. 9. The flow equations derived in Sec. 2 apply without any modification.
However, the initial condition for the flow is not given by bare quantities, but by the self-energy
and vertices as obtained from the DMFT, that is, ΣΛ0 = ΣDMFT and Γ (2m)Λ0 = Γ

(2m)
DMFT. Hence,

non-perturbative local correlations effects, such as the Mott-Hubbard transition, are built in al-
ready at the starting point. The DMFT thus becomes a “booster rocket” for the flow.
The infinite dimensionality limit served as a guide to develop the idea of setting up a flow that
starts with the DMFT. However, the DMFT is usually applied as an approximation for a finite
dimensional system, without introducing extra dimensions. In the same spirit, one can also
define a flow with the DMFT as a starting point, while staying entirely in the d-dimensional
physical space. A particularly simple choice for the scale dependence of the bare propagator is
given by [64] [

GΛ
0 (k0,k)

]−1
= ΛG−1

0 (k0) + (1−Λ)G−1
0 (k0,k) , (48)

with Λ0 = 1. This choice is very simple but certainly not optimal. In particular, it does not
regularize infrared singularities. Better choices obeying additional requirements besides the
correct boundary conditions can be constructed on demand.

4.3 Application to the 2D Hubbard model

Let us now see how the DMF2RG can be applied to the two-dimensional Hubbard model at
strong coupling [65]. The hierarchy of flow equations (see Fig. 3) needs to be truncated to be
manageable. Once again, we discard the three-particle vertex, leading to the closed system of
flow equations represented diagrammatically in Fig. 10, which involves only the self-energy
ΣΛ and the two-particle vertex ΓΛ. In contrast to the weak coupling stability analysis discussed
above, it is now crucial to keep the self-energy feedback on the right hand side of the flow
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Fig. 10: Truncation of flow equations in DMF2RG applied to the 2D Hubbard model.

equations. The initial condition at Λ = Λ0 is given by the DMFT self-energy and vertex. For
reasons explained below, we improve on the simple choice (48) forGΛ

0 , and define the flow such
that

GΛ
loc(k0)

∣∣∣
ΣΛ=ΣDMFT

= GΛ0
loc(k0) (49)

for all Λ. This can be achieved by the ansatz [65][
GΛ

0 (k0,k)
]−1

= ik0 + µ− (1−Λ)εk − gΛ(k0)∆(k0) , (50)

with ∆(k0) = ik0+µ−G−1
0 (k0). The function gΛ(k0) is equal to one at Λ0=1, and it vanishes

for Λ→0. For 0<Λ<1 it is determined by the condition (49). The condition (49) implies that
the local single-scale propagator SΛloc with ΣΛ = ΣDMFT vanishes. Hence, for ΣΛ = ΣDMFT,
there are no local contributions to the flow, and thus no corrections to the DMFT solution. The
flow is thus exclusively generated by non-local contributions. This improves the accuracy of the
truncation. In particular, the three-particle contributions to the flow of the two-particle vertex,
which are neglected in our truncation, contribute only after non-local correlations have been
generated. At the initial stage of the flow, where the three-particle vertex is local and the self-
energy is given by ΣDMFT, the three-particle tadpole contribution to the flow of ΓΛ vanishes.
In the course of the flow it starts contributing due to non-local corrections to the DMFT three-
particle vertex and due to deviations of the self-energy from the DMFT solution.
Another critical issue is the parametrization of the two-particle vertex ΓΛ. At the beginning of
the flow it is given by the DMFT vertex, which depends only on Matsubara frequencies [69].
In the course of the flow momentum dependences are generated, too. At strong coupling the
full dependence on all three Matsubara frequencies must be taken into account to accurately
parametrize the vertex [65]. To parametrize the momentum dependence, the corrections to the
DMFT vertex are decomposed in charge, magnetic, and pairing channels [15], which are closely
related to the three channels contributing to the one-loop flow of the vertex in Fig. 10. In each
of these channels only the momentum transfer or the total momentum of the two interacting
particles is particularly important and must be discretized accurately, while the remaining mo-
mentum dependences can be treated more grossly by s-wave and d-wave form factors. Hence,
as a compromise between accuracy and feasibility, one is dealing with several functions of one
momentum and three independent frequency variables.
The numerical solution of the flow equations is quite challenging, due to the large number of
variables and due to the very strong frequency dependence of the vertex at strong coupling. At
sufficiently high temperatures, the flow can be fully carried out until Λ→ 0, while sizable non-
local correlations already become visible. Fig. 11 shows the real part of the self-energy along a
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Fig. 11: Real part of the self-energy as a function of momentum at the lowest Matsubara fre-
quency ω0 = πT as obtained from the DMF2RG for the 2D Hubbard model at half-filling.
Parameters: t′ = 0, U = 8t, and temperature T = 0.5t. Figure taken from Ref. [65].

momentum path in the Brillouin zone at the lowest Matsubara frequency for a set of parameters
that was previously used for benchmarking various numerical methods [70]. This result agrees
with those obtained from the dynamical cluster approximation, diagrammatic Monte Carlo, and
the dual-fermion approach as reported in Fig. 16 of Ref. [70].

At low temperatures the flowing two-particle vertex diverges at some critical value Λc > 0

of the flow parameter, and the truncation in Fig. 10 breaks down. Similarly to the situation
in the weak-coupling stability analysis discussed above, this divergence signals an instability
toward spontaneous symmetry breaking. The order parameter fluctuations preventing such a
symmetry breaking at finite temperatures in two dimensions are not captured by the truncation
in Fig. 10. For a complete theory such fluctuations would need to be included, for example by
introducing order parameter fields via a Hubbard Stratonovich transformation. However, even
the simple truncation in Fig. 10 contains already the information in which channel and at which
temperature scale strong non-local correlations develop.

Close to half-filling, the two-particle vertex diverges in the magnetic channel, indicating a mag-
netic instability. A sizable d-wave pairing interaction is also generated, but it remains sublead-
ing in this regime. Further away from half-filling, the interaction in the d-wave pairing becomes
leading, indicating an instability toward d-wave superconductivity. The flow of the d-wave pair-
ing interaction DΛ is shown for two choices of the density and the temperature in Fig. 12. One
can see that a pairing instability develops at a temperature scale of order T ≈ 0.05t, which,
for typical values of the hopping amplitude t in cuprates, corresponds to roughly 150 Kelvin.
Hence, the DMF2RG provides evidence for d-wave pairing at reasonable temperature scales
in the two-dimensional Hubbard at strong coupling. Note that the truncation in Fig. 10 yields
only an estimate for the temperature scale for the formation of Cooper pairs. The critical tem-
perature for superconductivity is a Kosterlitz-Thouless temperature, related to the superfluid
stiffness, which will be somewhat lower.
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Fig. 12: Flow of the d-wave pairing interaction as obtained from the DMF2RG for the 2D
Hubbard model with t′ = −0.2t and U = 8t. Figure taken from Ref. [65].

5 Summary

The functional renormalization group is a valuable source of new approximation schemes for
interacting Fermi systems [3, 4]. The method is based on an exact flow equation, which de-
scribes the flow of the effective action as a function of a suitable flow parameter. From the
final effective action, at the end of the flow, any desired information about the system can be
obtained. Approximations are constructed by truncating the effective action. In many cases,
rather simple truncations turned out to capture rather complex many-body phenomena. Com-
pared to the traditional resummations of perturbation theory these approximations have the
advantage that infrared singularities are treated properly due to the built-in RG structure. Un-
like other RG methods, approximations derived in the functional RG framework can be applied
directly to microscopic models, not only to renormalizable effective field theories. Remarkably,
the functional RG reviewed here as a computational tool is very similar to RG approaches used
by mathematicians to derive general rigorous results for interacting Fermi systems.
Applications of the functional RG to the two-dimensional Hubbard model have improved our
understanding of its instabilities. In particular, the existence of d-wave superconductivity in that
model was conclusively established.
With the fusion of DMFT and functional RG [64, 65], where the DMFT is used as a non-
perturbative starting point for the functional RG flow, a promising route has been opened to
capture all aspects of strongly interacting Fermi systems, such as the 2D Hubbard model at
large U, over all energy scales in one framework.
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Appendix

A Derivation of functional flow equation

Here we describe the derivation of the functional flow equation (15) for the effective action
ΓΛ. Introducing a scale dependent bare propagator GΛ

0 = (QΛ
0 )−1 in the functional integral

representation (4) of the generating functional for connected Green functions, one can write

e−G
Λ[η,η̄] =

∫ ∏
K

dψKdψ̄K e
(ψ̄,QΛ0 ψ) e−V [ψ,ψ̄] e(η̄,ψ)+(ψ̄,η). (51)

Taking a Λ-derivative on both sides yields

−(∂ΛGΛ[η, η̄]) e−G
Λ[η,η̄] =

∫ ∏
K

dψKdψ̄K (ψ̄, ∂ΛQ
Λ
0ψ) e(ψ̄,QΛ0 ψ) e−V [ψ,ψ̄] e(η̄,ψ)+(ψ̄,η)

= −(∂η, ∂ΛQ
Λ
0 ∂η̄) e

−GΛ[η,η̄], (52)

which leads directly to a flow equation for GΛ,

d

dΛ
GΛ[η, η̄] =

(
∂GΛ

∂η
,
dQΛ

0

dΛ

∂GΛ

∂η̄

)
+ tr

(
dQΛ

0

dΛ

∂2GΛ

∂η̄∂η

)
. (53)

The effective action is the Legendre transform

ΓΛ[ψ, ψ̄] = GΛ[ηΛ, η̄Λ] + (ψ̄, ηΛ) + (η̄Λ, ψ). (54)

Note that ηΛ and η̄Λ are Λ-dependent functions of ψ and ψ̄, so that

d

dΛ
ΓΛ[ψ, ψ̄] =

d

dΛ
GΛ[ηΛ, η̄Λ] + (ψ̄, ∂Λη

Λ) + (∂Λη̄
Λ, ψ). (55)

The total derivative acts also on the Λ-dependence of ηΛ and η̄Λ. Using the relations ∂GΛ/∂η̄ =

−ψ , and ∂GΛ/∂η = ψ̄, all terms arising from the Λ-dependence of ηΛ and η̄Λ cancel, yielding

d

dΛ
ΓΛ[ψ, ψ̄] =

d

dΛ
GΛ[ηΛ, η̄Λ]

∣∣∣∣
ηΛ,η̄Λ fixed

. (56)

The flow equation (15) for ΓΛ now follows directly from Eq. (53) and the reciprocity relation
Γ(2)Λ[ψ, ψ̄] =

(
G(2)Λ[ηΛ, η̄Λ]

)−1.
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1 Idea of reference systems

In this lecture we give an introduction to the theoretical description of correlated electron sys-
tems within a path integral approach. First, numerically exact calculations of interacting path
integrals via continuous-time Quantum Monte Carlo methods (QMC) [1] are revisited. Next,
the strong-coupling path-integral Dual-Fermion (DF) expansion around optimally chosen ref-
erence system is presented. Finally, the response of the single-band, hole doped t-t′ Hubbard
model to an external superconducting d-wave field is discussed.

The most well known reference system scheme in quantum material science is related to the
celebrated Density Functional Theory (DFT) and their Local Density Approximation (LDA). In
this case a homogeneous electron gas with constant external potential and the same Coulomb
electron-electron interactions have been solved (see Fig. 1), and this results served as the ref-
erence for inhomogeneous electron crystals via a simple LDA ansatz. Such a reference system
is exactly solvable via a diffusion quantum Monte Carlo scheme for the ground state energy
as a function of the electron density [2]. On other hand, the Dynamical Mean-Field Theory
(DMFT) [3] for strongly interacting fermionic systems is based on the self-consistent solutions
of an effective impurity reference system (Fig. 1). For realistic multi-orbital systems such a
scheme uses a fermionic impurity bath with frequency dependent hybridization function ∆ω for
the correlated part of electrons described by the family of DFT+DMFT approaches [4]. The
DMFT scheme becomes exact in the limit of infinite lattice dimension [5].

At finite lattice dimension one can start from the DMFT reference system and use different
perturbation schemes for non-local correlation effects [3]. The frequency dependent effective
impurity DMFT problem nowadays can be efficiently solved within the continuous time quan-
tum Monte Carlo (CT-QMC) scheme [1]. Therefore the perturbation theory needs to be for-
mulated within the action path integral formalism. We discuss here a general way to include
correlations beyond the interacting reference system [6] which are based on the strong cou-
pling dual-fermion path-integral formalism [7]. In the case of additional non-local interactions,
the so-called GW+DMFT scheme and impurity reference systems with fermionic and bosonic
bathes can be used and so-called dual-boson approach for non-local correlations [6].

For DMFT an effective impurity model, designed to the problem of correlated materials, serves
as the reference system, see Fig. 1. Since the zeroth order of such a non-local perturbative ex-
pansion coincides with the DMFT problem, we already have an interacting system from the be-
ginning. Moreover, the perturbation is momentum and frequency dependent, so we are forced to
replace the Hamiltonian approach by an actions path-integral formalism. Note that the fermion
path integral can be used also to formulate the DMFT problem [3, 7]. The dual-fermion ap-
proach is not necessarily bound to a specific starting point and can also be used for correlated
lattice reference system.
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Fig. 1: Schematic representation of reference systems in many-body approaches to lattice-
fermion models: (i) Density-functional theory (DFT) with the interacting homogeneous electron
gas as a reference system, defined by a constant external potential µ. (ii) Dynamical mean-field
theory (DMFT) with an effective impurity problem as a reference system, defined by a fermionic
bath with hybridization function ∆. (iii) GW+DMFT with a correlated atom in a fermionic (∆)
and bosonic (Λ) bathes describes effects of frequency-dependent screened long-range Coulomb
(V ) interactions.

2 Path integral for correlated lattice model

Let us consider a general interacting lattice fermion model in d-dimensions described by fol-
lowing Hamiltonian Ĥ = Ĥ0 + V̂int in second quantization form

Ĥ =
∑
12

t12 ĉ
†
1ĉ2 +

1

2

∑
1234

V1234 ĉ
†
1ĉ
†
2ĉ4ĉ3 . (1)

In order to keep the notation simple, it is useful to introduce a combined index for the orthonor-
mal Wannier basis set: |1〉 ≡ |r,m, σ〉 with site r, orbital m and spin σ. The one electron hop-
ping matrix elements reads t12 = 〈1|Ĥ0|2〉 and general interaction tensor is V1234 = 〈12|V̂int|34〉.
For multiorbital systems it is useful to introduce the fully antisymmetric interactions vertex:
U1234 = V1234 − V1243 with an additional factor 1

2
in the last sum of Eq. (1). We use atomic

units with {m, e, ~, kB} = 1. In the path-integral formalism (see Appendix A), the equilibrium
partition function of a general fermionic lattice system with Hamiltonian Eq. (1) and inverse
temperature β = 1/T can be written in the form of a functional integral in d+1 dimensions
over Grassmann variables [c∗, c] (corresponding to the original operators [ĉ†, ĉ])

Z =

∫
D[c∗, c] e−S[c

∗,c] (2)

with Euclidean action for imaginary time τ = it

S[c∗, c] = −
∑
1,2

c∗1 G−112 c2 +
1

4

∑
1234

U1234 c
∗
1c
∗
2c4c3 , (3)
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with inverse bare Green function matrix

G−112 = −∂τ − t12 , (4)

where the Grassmann variable index means |1〉 ≡ |r,m, σ, τ〉 and following the definition of
“summation” over continuous imaginary time τ in the [0, β] interval

∑
1

{· · · } ≡
∑
i,m,σ

∫ β

0

dτ {· · · } . (5)

All single-particle effects in solids can be described with the help of the one-electron Green
function for interacting fermion systems with Hamiltonian in Eq. (1), which may be represented
as the following path-integral over action in Eq. (3)

G12 = −〈c1c∗2〉S = − 1

Z

∫
D[c∗, c] c1c

∗
2 e
−S[c∗,c] . (6)

Note, that in the functional integral of Eq. (6) the anti-commuting Grassmann variables are
automatically “ordering” in the imaginary times and one does not need to introduce the “time-
ordering” operator in the definition of Green function.
We will discuss in this chapter different methods for numerical “path-integrations” of Eq. (6)
which are all related to different flavors of the continuous time (CT) quantum Monte Carlo
(QMC) scheme. The first approach, namely Diagrammatic Monte Carlo (DiagMC) was devel-
oped for bosonic systems [8] and is related to a QMC-summation of Feynman diagrams with an
important sampling strategy. For fermionic systems two successful versions of CT-QMC exist
and are related with the interaction expansion (CT-INT) [9] and the hybridization expansion
(CT-HYB) family of impurity solvers [1]. Finally, the lattice version of the CT-INT scheme for
the one-particle irreducible self-energy with only connected Feynman diagrams, the so called
CDet approach was developed recently [10].
The main problem with calculations of the path integral in Eq. (6) is related with the fact that
the only known answers refer to non-interacting system (see Appendix A). The interaction
expansion (CT-INT) continuous-time quantum Monte Carlo algorithm for fermions is based on
a formal series expansion for the partition function (3) in the U -terms of the action in Eq. (3) [9].
In a schematic form we have

Z =

∫
D[c∗, c] e−S0[c∗,c]

∞∑
k=0

∑
1234

(−1)k

4kk!

∫ β

0

dτ1 · · · dτk
(
U1234 c

∗
1c
∗
2c4c3

)k (7)

where S0 is the Gaussian part of the action (3) related with the bare Green function G12. In
this case we can integrate out the fermionic path integral in Eq. (7) for each k-th terms and get
a k×k determinant of bare Green functions of two spin-projections of Gσ in the paramagnetic
state (the factor k! is cancelled for new time integration area)

Z = Z0

∞∑
k=0

∑
1234

(
−1

2
U1234

)k∫ β

0

dτ1 · · ·
∫ β

τk−1

dτk detG↑k(31) ∗ detG↓k(42) ≡
∑
C

s(C)W (C), (8)
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where the k×k matrix of bare Green function is defined as

Ĝk =


G11 G12 · · · G1k
G21 G22 · · · G2k

...
... . . . ...

Gk1 Gk2 · · · Gkk

 , (9)

and the indices (31) and (42) in Eq. (8) just indicates how pairs of space-orbital-time indices
are connected to the corresponding indices of the interaction vertex U1234 and is “repeated” k-
times to couple Ĝ↑k and Ĝ↓k matrices to all k-vertices: (U1234)

k. In order to overcome a trivial
sign problem related with the factor (−U)k one uses a particle-hole transformation related with
so-called α-shift [9]. The CT-INT scheme is performed by Monte Carlo importance sampling
in the space C of k×k fermionic determinants with the probability defined by absolute value
of the full expression in Eq. (7) under sum and integral. We also introduce the “sign” s(C) of
the product of two determinants which is not always positive. This is the reason for the so-
called QMC fermionic sign problem which plays an important role in all quantum Monte Carlo
simulations. One can rewrite Eq. (7) as Z =

〈
s(C)

〉
MC

with the average over Monte Carlo runs
with corresponding probabilities. Note, that for a half-filled particle-hole symmetric Hubbard-
like model the product of two fermionic determinants is always positive and there is no sign
problem. The probability to change from k-th to k+1-th order in the Metropolis algorithm is
related with ratio of the fermionic determinants [9]

P (k → k+1) = min

(
1,
βU

k+1

∏
σ

detGσk+1

detGσk

)
. (10)

The optimal order of k-perturbation, which corresponds to the maximum of the distribution
function of the fermionic determinants size for a cluster of N -sites is of the order kopt ∼
βNU [9]. We can see that for finite fermionic system at non-zero temperature (β 6= ∞) the
CT-INT “perturbation” k-series is convergent (Fig. 2).

The simplest way to find the expressions for the Green function and other correlation functions
uses functional derivatives of the action Eq. (3) in an external Grassmann fields (J∗, J)

S[J∗, J ] = S[c∗, c] +
∑
i

(c∗iJi + J∗i ci ) . (11)

In this case we have:

Gij = −〈cic∗j〉S =
1

Z

δ2S[J∗, J ]

δJ∗i δJj

∣∣∣∣
J∗=J=0

. (12)

Using Eq. (8) we can write the Green function schematically as

Gσ
ij =

1

Z

〈
s(C) detGσk+(ij)/ detGσk

〉
kMC

, (13)
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k+1k-1

k+2k-2

0 20 40 60 80 100

Z
k

k

Fig. 2: A random walk in the space of fermionic determinants Zk according to the perturba-
tion series expansion Eq.(8) and an example of the histogram for the perturbation order Zk
in Eq.(10). For single-particle properties it is enough to use only k 7→ k±1 moves. For two-
particle properties it is useful to include also k 7→ k±2 moves.

where Ĝk+(ij) is the (k+1)×(k+1) matrix

Ĝk+(ij) =


G11 G12 · · · G1k G1j
G21 G22 · · · G2k G2j

...
... . . . ...

...
Gk1 Gk2 · · · Gkk Gkj
Gi1 Gi2 · · · Gik Gij

 , (14)

and Monte Carlo just averages over the k-space of fermionic determinants. The ratio of the two
determinants in Eq. (13) we can calculate exactly [9] and the final CT-INT expression reads
(skip the same index σ)

Gij = Gij −
1

Z
Gii′ ∗

〈
s(C)

[
G−1k

]
i′j′

〉
kMC

∗ Gj′j , (15)

The CT-INT scheme gives a very stable and accurate results for the Green function for small
clusters, but for bigger systems the average size of the determinants in Eq. (13) becomes pro-
hibitively large. Note that detGσk together with the interaction vertices Uk represents k! Feyn-
man diagrams both connected and disconnected. It is known from the “linked cluster theo-
rem” [11] that the disconnected diagrams are exactly cancelled with the denominator Z. There-
fore, the most efficient way to obtain the Green function is related with a lattice diagrammatic
Monte Carlo scheme within the connected determinants (CDet) approach [10]. The main idea
of the CDet method is related with the fact that one can iteratively subtract all non-connected
diagrams during the Monte Carlo move in the space of fermionic determinants. These dis-
connected Feynman diagrams can be represented as subset S(C of connected diagrams of the
lower order times all remaining diagrams. We can represent schematically the Green function
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Σ(k, ω0) =

∑
nΣn(k, ω0) for k = (π, 0), β = 5, t′/t = −0.3, N = 0.85 with increasing

interaction strength U in the 64×64 Hubbard lattice within the CDet scheme [12].

calculations within a CDet Monte Carlo step in the space of C configuration as

G(C) = detG(C)−
∑
S(C

G(S) detG
(
C\S

)
. (16)

This is the most “time-consuming” procedure to get rid of all disconnected diagrams for the
given k-order of determinants using all smaller rank determinants on the right-hand side of
Eq. (16). The great progress of the CDet approach compared with DiagMC allowed to calcu-
late up to 12-th order in the Uk perturbation series in Eq. (8) for the Hubbard model for very
large systems in the thermodynamic limit. It is also possible to formulate iterative series of
connected Feynman diagram directly for a self-energy similar to Eq. (16), which reduces the
computational cost for such one-particle irreducible schemes. Moreover, the sign-problem in
lattice QMC turns to a “sign-blessing” which can help in averaging to zero all higher diagram-
matic contributions that are not calculated in the CDet scheme [10]. Investigations of pseudogap
phase for a one-band Hubbard model of doped cuprates [12] show the high accuracy of such
path-integral scheme. For young researchers there is the very useful possibility to test the CDet
code included in the Supplementary Materials of [12].
The main problem of the CDet scheme is the poor convergence of series Σ =

∑
k U

kΣk which
for large U>5t start to diverge (see Fig. 3) and one needs to use a resummation scheme from
conformal field theory. Nevertheless, for the part of phase space (U, β, n) where the CDet
scheme is converged (e.g. for large temperature, β=5), this method can be considerd as numer-
ically exact solution of correlated lattice problem. As example of CDet results [12] we show in
Fig. 4 the spectral function of Hubbard model for a large system of of 64×64 sites with strong
interactions. One can see the complicated electronic structure of interacting fermions with the
pseudogap feature at the X=(π, 0) point and the antiferromagnetic shadow bands.
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β=5, N=0.85, t′/t=− 0.3, U=5 in the 64×64 Hubbard lattice within the CDet scheme [12].

We now turn to a different route to tackle the “sign problem” in the determinant lattice QMC
scheme and design a strong-coupling perturbative solution for a general Hubbard model. The
starting point is related to the “reference system” idea [13]. The choice of a single-site approx-
imation like dynamical mean-field theory [3] as the reference system leads to the dual fermion
technique [7].

3 Expansion around reference system

We discuss a general path-integral method for expansions around arbitrary reference systems.
In fact, the CT-INT scheme (see Eq. (8)) can be considered as a special case of the reference
system approach which is just the free fermion case, described by the Gaussian quadratic part
G12 of the action in Eq. (3). In this case the path-integral expansion is particularly simple and
coincides with the weak coupling perturbation which is described by the series of fermionic
determinants built from the bare propagators G12. Now we considered a more general case,
where the reference system consists of interacting fermions. We start with the simple case of a
Hubbard-like model, where the interaction strength U is fixed to be the same for the reference
and target systems, and only small changes in the one-electron part will be considered in lowest
orders of the path-integral expansion. In fact this approach has many commons details with
the Dual-Fermion (DF) lattice expansion around the local DMFT starting point [7]. In a more
general case, when the interactions strength is different in reference and system, one should use
a so-called Dual-Boson theory [6].
We consider the simple case of interacting fermions on a lattice within the single band Hubbard
model, defined by the Hamiltonian

Ĥα = −
∑
i,j,σ

tαij ĉ
†
iσ ĉjσ +

∑
i

U
(
n̂i↑−

1

2

)(
n̂i↓−

1

2

)
(17)
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Fig. 5: Schematic representation of a half-filled reference system (left) for the doped (t-t′-U)
square lattice (right). Bottom: Electronic spectral function of the t-t′ Hubbard model calculated
for U=5.6 at β=5 relative to the chemical potential together with the non-interacting disper-
sions (blue line). The reference results are obtained for the half-filled particle-hole symmetric
case t′=0, (left panel), the DF-QMC results for δ=15% hole doping with t′=−0.3 (right).

where tij are the hopping matrix elements including the chemical potential µ in the diagonal

tαij =


t if i and j are nearest neighbors,

αt′ if i and j are next nearest neighbors,

αµ if i = j,

0 otherwise,

(18)

where n̂iσ = ĉ†iσ ĉiσ. We use a “scaling” parameter α, which distinguishes the reference system
H0 for α=0 corresponding to the half-filled Hubbard model (µ0=0) with only nearest neighbors
hopping (t′0=0) from the final system H1 for α=1 with given µ and t′. Note that longer-range
hoping parameters can be trivially included in the present formalism similarly to t′.
The reference system now corresponds to the half-filled (µ0=0) particle-hole symmetric (t′0=0)
case (Fig. 5) where lattice Monte Carlo has no sign problem and the numerically exact solution
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Fig. 6: The DOS of the normal state at β=10 for the reference system corresponding to a 16×16
lattice with t=1, U=5.6, t′=0, and µ=0 using the DQMC scheme and the MaxEnt analytical
continuation to real energy.

for any practical value ofU is possible within a broad range of temperatures [14]. Then we apply
the lattice dual fermion QMC perturbation theory [7, 13, 15] to find the first-order perturbative
corrections in µ and t′. To this aim, it is sufficient to calculate the two-particle Green function
or, equivalently, the four-leg vertex, which can be done accurately enough with continuous time
quantum Monte Carlo. Our reference system already has the main correlation effects in the
lattice and shows the characteristic “four-peak” structure [16] with the high-energy “lower” and
“upper” Hubbard bands at E ' ±5t as well as the two “Slater” peaks close to the Mott gap at
E ' ±2t related to the “band-like” antiferromagnetic splitting of “spin-up” and “spin-down”
electrons for a particular local site, which can be seen in Fig. 6. This is an ideal reference point
to investigate the effects of doping and breaking of partial-hole symmetry by a particular sign of
t′. After the dual-fermion perturbation approach, which we will discuss, the correlated metal-
lic states appeared on Fig. 5 (right panel). The results for the strong-coupling case (U=5.6t)
with practically interesting values of the chemical potential and next-nearest-neighbor hopping
corresponding to cuprate superconductors indicate the formation of a pseudogap and the nodal-
antinodal dichotomy (that is, well-defined quasiparticles in the nodal part of the Fermi surface
and strong quasiparticle damping for the antinodal part) which gives this approximation a per-
spective for practical applications.

We start with a most general definition of a perturbation matrix related to the difference of
one-electron part of action

t̃ = G−10 − G−11 . (19)

This can apply to a general case of a system in an external fermionic bath and therefore defines
our perturbation t̃ in terms of the one-electron part of reference-system action. In case of a pure
Hamiltonian systems, our perturbation is related with the difference of the effective hopping
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matrix tαij and in k-space is equal to

t̃k = −4t′ cos kx cos ky − µ . (20)

In order to formulate an expansion around reference action S0 we express the connection to the
final action S ≡ S1 with the same local interaction in the following form

S[c∗, c] = S0[c
∗, c] +

∑
12

c∗1 t̃12 c2 . (21)

The main idea of the dual fermion transformation is the change of variables (similar to the
Fourier transform) from the strongly correlated fermions (c∗, c) in Eq. (3) to the weakly corre-
lated “dual“ Grassmann fields (d∗, d) in the path integral representation for the partition function
in Eq. (21), followed by a simple perturbation treatment. The new variables were introduced
through the following Hubbard-Stratonovich transformation with the perturbation matrix t̃12 in
real-space (the Einstein summation convention over repeated indices is assumed)

e−c
∗
1 t̃12 c2 = Zt

∫
D [d∗, d] ed

∗
1 t̃
−1
12 d2+d

∗
1c1+c

∗
1d1 (22)

with Zt = det(−t̃) and we always assume the matrix inversion: t̃−112 ≡ (t̃−1)12. Using this
transformation, the lattice partition function becomes

Z = Z0Zt

∫
D[d∗, d] ed

∗
1 t̃
−1
12 d2

〈
ed
∗
1c1+c

∗
1d1
〉
0

(23)

with the standard definition of average over S0

〈· · · 〉0 =
1

Z0

∫
D[c∗, c] · · · e−S0[c∗,c]. (24)

Now we can integrated out the c∗, c fermions and show that the average over S0 can be rewritten
in the form of a “cumulant expansion” [17] or connected correlators 〈· · · 〉0c

〈
ed
∗
1c1+c

∗
1d1
〉
0

= exp

[
∞∑
n=1

(−1)n

(n!)2
γ
(2n)
1···n,n′···1′d

∗
1 · · · d∗ndn′ · · · d1′

]
(25)

with cumulants or connected correlators for the reference system which can be calculated within
the QMC

γ
(2n)
1···n,n′···1′ = (−1)n

〈
c1 · · · cnc∗n′ · · · c∗1′

〉
0c
. (26)

We can write the effective action for the “dual fermions” S̃[d∗, d] in the lowest order approxi-
mation for the dual interaction [15]. The first term in the cumulant expansion in Eq. (25) with
n = 1 or γ(2)11′ which is bilinear over [d∗1 , d2] the Grassmann variables, corresponds to the exact
Green function of reference system

γ
(2)
11′ ≡ g11′ = −〈c1c∗1′〉0 = − 1

Z0

∫
D[c∗, c] c1c

∗
2 e
−S0[c∗,c]. (27)
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1 2

4 3

G34

Fig. 7: Feynman diagram for the first order dual fermion perturbation for the self-energy Σ̃12:
the line represents the non-local dual Green function G̃43, the box the two-particle vertex γ1234.

Note, that all correlators of the “reference system” will be written with the small letters. To-
gether with the term t̃−112 in Eq. (23) this gives a bare Green function for the dual fermions

G̃0
12 =

[
t̃−1 − ĝ

]−1
12
. (28)

The second term in the cumulant expansion in Eq. (25) with n=2 corresponds to γ(4)122′1′ which is
biquadratic over the [d∗1 , d2] Grassmann variables, and gives an effective two-particle interaction
among the dual-fermions.The corresponding connected four-point vertex has the following form
(we skip the “(4)” abbreviation)

γ122′1′ = 〈c1c2c∗2′c∗1′〉0 − 〈c1c∗1′〉0〈c2c∗2′〉0 + 〈c1c∗2′〉0〈c2c∗1′〉0 (29)

with four points correlator or two-particle Green function for the reference system

〈c1c2c∗3c∗4〉0 =
1

Z0

∫
D[c∗, c] c1c2c

∗
3c
∗
4 e
−S0[c∗,c]. (30)

Finally the dual-fermion action in the two-particle approximation has the following form

S̃[d∗, d] = −
∑
12

d∗1 (G̃0)−112 d2 +
1

4

∑
1234

γ1234 d
∗
1d
∗
2d4d3. (31)

Note, the effective interaction term for anti-commuting Grassmann variables has the same form
as for the standard antisymmetric Coulomb interactions (Eq. (3)). We have shown, that the dual
“Fourier” trick transforms strongly correlated fermions with large U1234 interactions to weakly
correlated dual fermions with effective interactions γ1234 which are defined by the screened fully
connected two-particle vertex of the reference system. The first order correction to the dual self-
energy is given by the diagram shown in Fig. 7 and can be calculated for a large system using
the QMC-scheme

Σ̃
(1)
12 =

∑
s−QMC

∑
3,4

γd1324(s) G̃
0
43 , (32)

where the density vertex reads

γd1234 = γ↑↑↑↑1234 + γ↑↑↓↓1234 . (33)
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Fig. 8: Diagrammatic series for the dual self-energy up to the 3-rd order in G̃.

The main trick for practical computations of large systems is related with the possibility to
“factorize” the complicated vertex γ1234 inside the stochastic DQMC process with {s}-auxiliary
fields or the CT-INT scheme with stochastic sampling of interaction order expansion {s}, using
the Wick-theorem

γ1234(s) ≡ 〈c1c2c∗3c∗4〉s = 〈c1c∗4〉s 〈c2c∗3〉s − 〈c1c∗3〉s 〈c2c∗4〉s . (34)

Finally, one needs to find an exact relationship between the dual and real Green functions [7].
We make variation of lnZ in Eq.(23) and Eqs.(2, 21) with respect to t̃

G12 =
δ lnZ

δ t̃21
= −t̃−112 + t̃−113 G̃34 t̃

−1
42 . (35)

Using the definition of the exact dual Green function G̃−1 = G̃−10 −Σ̃ we can get the expression
for the real Green function

G12 =
((
g + Σ̃

)−1 − t̃)−1
12
, (36)

which means that the dual self-energy has meaning of effective T -matrix term.
The Dual Fermion transformation allowed us to use arbitrary reference systems and transform
the strongly correlated lattice fermion problem to an effective action of weakly coupled dual
quasi-particles. In this case even the lowest order approximation can give already reasonable
results. The exact diagrammatic series for the dual self-energy is presented in Fig. 8. The
second order diagram in G̃ which includes γ(6) is local within the cluster and can be calculated
with a similar QMC scheme. The 3-rd order correction contains two γ(4) vertices and it is not
easy to sample inside a QMC run. One may compare second order contributions to Σ̃ with the
fist one and conclude on the convergence of the DF-series.
We can establish also a connection of the DF-formalism with the DMFT approximation: in this
case we choose the reference system as an impurity system defined by a frequency dependent
hybridization function ∆ω so that t̃ = t−∆ω. Moreover, all vertices for such a DF-theory will
be local and the first non-local contribution to Σ̃ will be the 3-rd order diagram in Fig. 8. We
can eliminate all local contributions (e.g. fist two diagrams in Fig. 8) if we chose ∆ω such that
G̃0
loc = 0 or using the k-space:

∑
k

[
t̃−1k − gω

]−1
= 0. Since the impurity Matsubara Green

function gω 6= 0, we can rewrite this condition as

gω =
∑
k

[
g−1ω +∆ω − tk

]−1
, (37)
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Fig. 9: Imaginary part of the normal local Green function obtained for a 16×16 lattice at
β=10, t=1, and U=5.6 using DF-QMC. The results are obtained for the half-filled reference g
(green) and lattice G (magenta) problems, and plotted as a function of Matsubara frequency
ωn=(2n+1)π/β. The lattice problem is calculated for t′=−0.3 and µ=−1.8 (δ=13.3% of hole
doping).

which is nothing else but the celebrated DMFT self-consistent condition for the optimal hy-
bridization function ∆ω and the right hand side corresponds to the k-sum of a lattice DMFT
Green function.

As a “raw” output from this DF-QMC scheme we can present the Matsubara Green functions
in Eq. (36). The result is obtained for a 16×16 periodic lattice with 64 time slices. We normally
measure a DF-self energy using 104–105 QMC sweeps. In Fig. 9 we show the imaginary part
of the starting Green function g, obtained for the half-filled particle-hole-symmetric (µ = 0,
t′ = 0) reference problem using DQMC. The full local lattice Green function G of the final
system is calculated within the DF-QMC scheme. One can see that in the high-frequency limit
ωn ≥ 10 the dual perturbation is very small and G almost coincides with g. However, at low-
frequency the lattice Green function G shows a metallic character, while the reference Green
function g extrapolates to zero at ω → 0, which corresponds to the Mott-Hubbard-Slater gap.
In Fig. 5 (bottom) we show the transformation of the electronic spectral function from the half-
filled (reference) case with µ0 = 0 and t′ = 0 (left panel) to the doped system with µ = −1.45

and t′ = −0.3 (right panel). The results are calculated at the inverse temperature β = 5 using
stochastic analytical continuation from Matsubara space to real energy [18]. In the Mott in-
sulator phase, corresponding to δ = 0% doping, one can see the formation of broad Hubbard
bands around the energy E = ±5t, an antiferromagnetic gap E = ±2t in the antinodal point
X = (π, 0) and a shadow antiferromagnetic bands at E ' −3t in the vicinity of the M = (π, π)

point. Upon δ = 15% hole doping, the spectral function changes dramatically. One can clearly
see a strong effect of t′ on the van Hove singularity that results in the formation of a narrow, al-
most flat band in the Γ-X direction and the appearance of a pseudogap near the X point, which
signals the quasi-localized behavior of electrons related to the formation of fluctuating local
moments. On the other hand, the spectrum remains metallic near the nodal point (π/2, π/2).
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Fig. 10: Imaginary part of the local Green function (proportional to the density of states)
obtained for β = 10 and U = 5.6 for the half-field reference system (blue line) and the lattice
problem with t′ = −0.3 and µ = −1.8 (red line), which corresponds to 13% hole doping.

An example of the calculated the density of states or local Green function for real energies is
presented in the Fig. 10 with standard t′ and the µ for cuprates in comparison with the reference
case. We can clearly see the formation of a narrow quasiparticle peak from the “low Slater
band”, while the Hubbard bands stay approximately at the same position due to the local nature
of Mott-correlations. The intensity of the metallic upper Hubbard bands increases due to the
“merging” with the upper Slater band.
In order to prove the convergence properties of the DF-QMC scheme we calculate the second-
order contribution to the dual self-energy or the second Feynman diagram in Fig. 8. The results
for lattice Green functions of the first order theory with the second order approach for a small
periodic 4×4 system with relatively weak perturbations together with the exact CT-INT solution
for a hole doped lattice with t′ is shown in Fig. 11. There are 6 non-equivalent k-points in the
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Fig. 11: Comparison of real (left) and imaginary (right) part of the Matsubara Green functions
for 6 non-equivalent k-points for first and second order DF-QMC approximations (different
color lines) together with exact CT-INT solution (dots) of 4×4 periodic system for U = 2,
t′/t = −0.1, µ = −0.5 and β = 5.
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Brillouin zone of the 4×4 lattice. Note that the CT-INT exact results (the dots in the Fig. 11)
almost coincide with the second order DF-QMC theory and the first order scheme has small
deviations (better seen for the ReG(k, ω0) part) and only for two k-points close to the Fermi-
surface: the antinodal point at (π, 0) around 0.2 and the nodal point (π/2, π/2) around −0.5

on the left panel of the Fig. 11. Corresponding deviations for ImG(k, ω0) with the same color
code are much smaller and the main deviation can be seen only for the antinode point (red dot
in Fig. 11). All other k-points are already converged with the first order theory. This example
shows the strength and fast convergence of lattice DF-QMC expansions around the suitable
reference system.

4 Dual fermions in spinor space

We can generalize the path integral DF-QMC scheme to include external magnetic or super-
conducting fields and investigate response of the correlated lattice model [19]. In case of an
antiferromagnetic (AFM) external field in k-space hQ = hσxδk,Q with Q = (π, π) we have a
general spinor form of the perturbation

t̃k(hQ) =

(
t̃k hQ
h∗Q t̃k+Q

)
. (38)

For a d-wave superconducting field (Q=0) ∆k = 2hdw(cos kx− cos ky) the quasi-spinor pertur-
bation in Nambu-Gor’kov space reads

t̃k(hdw) =

(
t̃k ∆k

∆∗k −t̃∗k

)
. (39)

In the both case we can use the spinor form of the bare dual Green matrix in Nambu space

ˆ̃G =

(
G̃↑↑ G̃↑↓

G̃↓↑ G̃↓↓

)
. (40)

The correlation effects beyond the reference problem are taken into account by the first-order
contribution to the self-energy (Fig. 7) in the dual space [19]

Σ̃↑↑12 = −
∑
3,4

[
〈c1↑c∗2↑c3↑c∗4↑〉 G̃

↑↑
43 + 〈c1↑c∗2↑c3↓c∗4↓〉 G̃

↓↓
43

]
,

Σ̃↑↓12 = −
∑
3,4

〈c1↑c∗2↓c3↓c∗4↑〉G̃
↑↓
43 , (41)

and similarly for the remaining two spin components. The final expression for the lattice Green
function of real fermions in a superconducting external field has the following matrix form

Ĝk =

(gk + Σ̃↑↑k Σ̃↑↓k
Σ̃↓↑k −g∗k + Σ̃↓↓k

)−1
−

(
t̃k ∆k

∆∗k −t̃∗k

)−1 ≡ (Gk Fk
F ∗k −G∗k

)
, (42)



Path Integrals 13.17

Fig. 12: The imaginary part of the normal Green function G (left panel) and the real part of the
anomalous Green function F (right panel) calculated by DF-QMC with a d-wave external field
of hdw = 0.05 at the lowest Matsubara frequency ω0 = π/β for 12% hole doping and β = 8 for
periodic 16×16 lattice [19].

where we introduced a shortened notations for the normal G = G↑↑ and anomalous F = G↑↓

Green function in Nambu space. Similar spinor expressions hold for the AFM Green function.
In the Fig. 12 we plot the imaginary part of the normal Green function G(k) (left panel), as
well as the real part of the anomalous Green function F (k) (right panel). The results are ob-
tained at the lowest Matsubara frequency ω0 = πT for the first Brillouin zone in the presence
of a small external superconducting d-wave field with the amplitude hdw = 0.05. These cal-
culations clearly capture the formation of a large pseudogap in the electronic spectral function
− 1
π

ImG(k) at the antinodal X = (π, 0) point, which exists already at relatively high tem-
peratures β = 5 corresponding to T ' 700 K for the realistic hopping amplitude t = 0.3 eV.
Additionally, we found that the anomalous Green function F (k) is relatively large and has a
very unusual shape. Indeed, ReF (k) features a suppressed spectral weight at the X points, re-
lated to a pseudogap formation in the spectral function, which shifts its extrema in the direction
of the nodal point.
In order to investigate connection of the pseudogap effects with the coherence properties of
fermions at the antinodal X-point with k = (0, π) we calculate the imaginary part of the nor-
mal Matsubara Green function (ImGk) within DF-QMC at the anti-nodal point for a relatively
high temperature β = 5 and different chemical potentials, which correspond to an underdoped
system with δ = 2 − 9%, optimal doping δ = 10 − 18%, and overdoping with δ = 20 − 25%

(the left panel of the Fig. 13). It is useful to take the normalized trace of the Gor’kov Green
function (Gk−G−k)/2 which just means the particle-hole symmetry with the same (ImGk) and
(ReGk=0). Using this Green function, we perform a stochastic analytical continuation to real
energy (right panel of the Fig. 13). We can clearly seen the complicated transformation of the
pseudogap spectral function for fermions at the X-point in the underdoped system to more co-
herent fermions in the optimally doped case with a DMFT-like three peak structure, and finally
to almost normal sharp correlated quasiparticles in the overdoped case.
We would also like to discuss the dependence of the superconducting enhancement on hole
doping. For these calculations we consider a 8×8 periodic lattice with a “bare” fermionic bath,



13.18 Alexander Lichtenstein

-0.8

-0.7

-0.6

-0.5

-0.4

-0.3

-0.2

-0.1

0

0 2 4 6 8 10 12 14 16 18 20

Im
 G

(k
,

n)

n

1.4

ω

ω

4.5
6.5
9.2

14.3
17.3
22.3
28.9
35.6

δ %

 0

 0.2

 0.4

 0.6

 0.8

 1

 1.2

 1.4

 1.6

 1.8

-8 -6 -4 -2  0  2  4  6  8

 -I
m

 G
k(

E)
  

 Energy  

Fig. 13: The imaginary part of the normal Green function for periodic a 16×16 lattice on the
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which is introduced to reduce effects of the finite spectrum of small a system. In Fig. 14 we
plot the d-wave enhancement of the anomalous Green function (F ) normalized by the external
superconducting field (hdw) calculated at the X point, as a function of hole doping for the two
values of the NNN hopping (t′ = −0.3 and t′ = 0). Remarkably, the dome-like superconduct-
ing behavior is found only for t′ 6= 0. Moreover, the maximal superconducting enhancement
around δ = 15% corresponds to µ = −1.4, which is very close to the position of the van Hove
singularity 4t′ = −1.2 in the non-interacting spectrum. The increase of the superconducting en-
hancement at δ = 15% for the optimal second-neighbor hopping t′ = −0.3 compared to t′ = 0

is about a factor of two. Note that in the electron doped case with t′/t = −0.3 the super-
conducting response is always smaller compare to the hole one, in agreement with the general
experimental knowledge.
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Fig. 14: The enhancement of the anomalous Green function at the lowest Matsubara frequency
ν0 = π/β, with respect to the external d-wave field hdw = 0.05. The ratio of F/hdw is calculated
at the k = X = (0, π) point for the 8×8 lattice at β = 10 using DF-QMC for the NNN hoppings
t′ = −0.3 (magenta) and t′ = 0 (green) [19].
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5 Discussion

We developed the first-order strong-coupling dual fermion expansion for Hubbard-like corre-
lated lattice models in the shift of the chemical potential (doping) and in the second-neighbor
hopping (t′). The starting reference point corresponds to the half-filled particle-hole symmet-
ric system which can be calculated numerically exactly, without fermionic sign problem. For
the physically interesting parameter range of cuprate like systems (around 10% doping and
t′/t = −0.3 we can obtain a reasonable Green function for a periodic 16×16 lattice for a
temperature T = 0.1t. The formation of a pseudogap around the antinodal X-point and the
nodal-antinodal dichotomy are clearly seen in the present approach.
We would like to point out a few main reasons why such a “super-perturbation” scheme works:
first of all, the reference system already contains the main correlation effects which result in
the four-peak structure of the density of states for the half-filled lattice Monte Carlo calcula-
tions [16]; second, the first-order strong-coupling perturbation relies on the lattice four-point
vertex γ1234 (Eq. (30)) which is obtained numerically exactly and has all the information about
the spin and charge susceptibilities of the lattice; and third, in case the perturbation or dual
Green function G̃0

12 (Eq. (28)) is relatively small, results will be reasonable. We discuss also
the complicated question of convergence for such a dual-fermion perturbations and checked nu-
merically the second-order contribution in Σ̃12. For this term one needs to calculate, in lattice
QMC, a six-point vertex γ(6) which is a time consuming problem. Finally, we also discuss an
instability towards d-wave superconductivity, introducing symmetry-breaking fields and show
the complicated structure of the anomalous Green functions.
It is worthwhile to mention that for the starting reference system we can choose not only the
half-filled case, but any doped case where the sign problem is mild, so we can use the DF theory
to expand this numerically exact solution to regions where the sign problem in the CT-INT or
convergence of the CDet is unacceptable for direct QMC calculations.
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Appendices

A Path integral for fermions

We first introduce a formalism of the path integral over fermionic fields [20]. Let us consider a
simple case of a single quantum state |i〉 occupied by fermionic particles [21]. Due to the Pauli
principle the many-body Hilbert space is spanned by only two orthonormal states |0〉 and |1〉.
In the second quantization scheme for fermions with annihilation ĉi and creation ĉ†i operators
with anticommutation relations

{
ĉi, ĉ

†
j

}
= δij we have the following simple rules

ĉi |1〉 = |0〉 ĉi |0〉 = 0 and ĉ†i |0〉 = |1〉 ĉ†i |1〉 = 0 . (43)

Moreover, the density operator and the Pauli principle have the form

ĉ†i ĉi |n〉 = ni |n〉 and ĉ2i = (ĉ†i )
2 = 0 .

The central object here are the so-called fermionic coherent states |c〉, which are eigenstates of
annihilation operator ĉi with eigenvalue ci

ĉi |c〉 = ci |c〉 . (44)

It is worthwhile to note that such a left-eigenbasis has only annihilation operators, due to the
fact that they are bounded from the below and one can rewrite one of equations from Eq. (43)
in the following “eigenvalue” form

ĉi |0〉 = 0 |0〉 .

Due to the anti-commutation relations for the fermionic operators the eigenvalues of coherent
states ci are so-called Grassmann numbers with the multiplication rules

cicj = −cjci and c2i = 0 . (45)

It is convenient to assume that the Grassmann numbers also anti-commute with the fermionic
operators {

c, ĉ} = {c, ĉ†
}

= 0 .

An arbitrary function of one Grassmann variable can be represented by only the first two Taylor
coefficients

f(c) = f0 + f1c . (46)

One can prove the following general many-body representation of coherent states

|c〉 = e−
∑
i ciĉ

†
i |0〉 . (47)

Let us show this for the simple case of one fermionic state

ĉ |c〉 = ĉ
(
1− cĉ†

)
|0〉 = ĉ

(
|0〉 − c |1〉

)
= −ĉc |1〉 = c |0〉 = c |c〉 . (48)
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One can also define a “left” coherent state 〈c| as the left-eigenstates of creation operators ĉ†i

〈c| ĉ†i = 〈c| c∗i .

Note that the new eigenvalue c∗i is just another Grassmann number, not the complex conjugate
of ci. The left coherent state can be obtained similar to Eq. (47)

〈c| = 〈0| e−
∑
i ĉic

∗
i .

A general function of two Grassmann variables can, analogously to Eq. (46), be represented by
only four Taylor coefficients

f(c∗, c) = f00 + f10c
∗ + f01c+ f11c

∗c . (49)

Using this expansion we can define a derivative of Grassmann variables in the natural way

∂ci
∂cj

= δij .

One needs to be careful with the “right order” of such a derivative and remember the anti-
commutation rules, i.e.,

∂

∂c2
c1c2 = −c1 .

For the case of the general two-variable function in Eq. (49) we have

∂

∂c∗
∂

∂c
f(c∗, c) =

∂

∂c∗
(
f01 − f11c∗

)
= −f11 = − ∂

∂c

∂

∂c∗
f(c∗, c).

One also needs a formal definition of the integration over Grassmann variables, and the natural
way consists of the following rules [22]∫

1 dc = 0 and
∫
c dc = 1 ,

which just shows that the integration over a Grassmann variable is equivalent to differentiation∫
· · · dc→ ∂

∂c
· · ·

The coherent states are not orthonormal and the overlap of any two such states is equal to

〈c|c〉 = e
∑
i c
∗
i ci

which is easy to see for the case of one particle

〈c|c〉 =
(
〈0| − 〈1| c∗

)(
|0〉 − c |1〉

)
= 1 + c∗c = ec

∗c.

An important property of coherent states is the resolution of unity∫
dc∗
∫
dc e−

∑
i c
∗
i ci |c〉〈c| = 1̂ =

∫∫
dc∗dc

|c〉 〈c|
〈c|c〉

.
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For simplicity we demonstrate this relation only for one fermion state∫∫
dc∗dc e−c

∗c |c〉〈c| =
∫∫

dc∗dc
(
1− c∗c

)(
|0〉 − c |1〉

)(
〈0| − 〈1| c∗

)
= −

∫∫
dc∗dc c∗c

(
|0〉〈0|+ |1〉〈1|

)
=
∑
n

|n〉〈n| = 1̂ .

Matrix elements of normally ordered operators are very easy to calculate in the coherent basis
by operating with ĉ† on the states to the right and ĉ to the left:

〈c∗| Ĥ(ĉ†, ĉ) |c〉 = H(c∗, c) 〈c∗|c〉 . = H(c∗, c) e
∑
i c
∗
i ci (50)

Within the manifold of coherent states we can map the fermionic operators to the Grassmann
variables (ĉ†i , ĉi)→ (c∗i , ci).
Finally, we prove the so-called “trace-formula” for arbitrary fermionic operators in normal order
(in one-fermion notation)

Tr Ô =
∑
n=0,1

〈n| Ô |n〉 =
∑
n=0,1

∫∫
dc∗dc e−c

∗c 〈n| c〉〈c| Ô |n〉 =

=

∫∫
dc∗dc e−c

∗c
∑
n=0,1

〈−c| Ô |n〉〈n| c〉 =

∫∫
dc∗dc e−c

∗c 〈−c| Ô |c〉 .

The fermionic ”minus” sign in the left coherent states come from the commutation of the (c∗)
and (c) coherent state in such a transformation: 〈n|c〉 〈c|n〉 = 〈−c|n〉 〈n|c〉. One has to use the
standard Grassmann rules: c∗i cj = −cjc∗i and |−c〉 = |0〉+ c |1〉.
We are ready now to write the partition function for the grand-canonical quantum ensemble with
H = Ĥ−µN̂ and inverse temperature β. One has to use the N -slices Trotter decomposition for
the partition function in [0, β) with imaginary time τn = n∆τ = nβ/N (n = 1, . . . , N ), and
insert N times the resolution of unity as follows

Z = Tr e−βH =

∫∫
dc∗dc e−c

∗c
〈
−c
∣∣e−βH∣∣c〉

=

∫
ΠN
n=1dc

∗
ndcn e

−
∑
n c
∗
ncn 〈cN | e−∆τH |cN−1〉 〈cN−1| e−∆τH |cN−2〉 ... 〈c1| e−∆τH |c0〉

=

∫
ΠN
n=1dc

∗
ndcn e

−∆τ
∑N
n=1

(
c∗n(cn−cn−1)/∆τ+H(c∗n,cn−1)

)
In the continuum limit (N →∞)

∆τ
N∑
n=1

· · · →
∫ β

0

dτ · · · , cn−cn−1
∆τ

→ ∂τ and ΠN−1
n=0 dc

∗
ndcn → D [c∗, c]

with antiperiodic boundary conditions for fermionic Grassmann variables in imaginary time
c(τ) and c∗(τ)

c(β) = −c(0), c∗(β) = −c∗(0)
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we end up in the standard path-integral formulation of the partition function

Z =

∫
D [c∗, c] e−

∫ β
0 dτ
(
c∗(τ)∂τ c(τ)+H(c∗(τ),c(τ))

)
. (51)

It is useful to mention the general form of the Gaussian path-integral for a non-interacting
“quadratic” fermionic action, which is equivalent to the Hubbard-Stratonovich transformation
used in the dual-fermion derivation Eq. (22). For an arbitrary matrixMij and Grassmann vectors
J∗i and Ji one can calculate analytically the following integral

Z0 [J∗, J ] =

∫
D [c∗c] e−

∑N
i,j=1 c

∗
iMijcj−

∑N
i=1(c∗i Ji+J∗i ci) = detM e

∑N
i,j=1 J

∗
i (M

−1)ijJj . (52)

To prove this relation one needs to first change variables in order to eliminate J∗i and Ji and
expand the exponential function (only the N -th oder is non-zero)

e−
∑N
i,j=1 c

∗
iMijcj =

1

N !

(
−

N∑
i,j=1

c∗iMijcj

)N
.

Finally, different permutations of c∗i and cj and integration over Grassmann variables will give
detM . As a small exercise we will check such integrals for the first two many-particle dimen-
sions. For N=1 it is trivial∫

D [c∗c] e−c
∗
1M11c1 =

∫
D [c∗c]

(
− c∗1M11c1

)
= M11 = detM

and for N=2 we have∫
D [c∗c] e−c

∗
1M11c1−c∗1M12c1−c∗2M21c1−c∗2M22c2 =

=
1

2!

∫
D [c∗c]

(
−c∗1M11c1−c∗1M12c1−c∗2M21c1−c∗2M22c2

)2
= M11M22−M12M21 = detM.

For a change of variables in the path integral one uses the following transformation with unit
Jacobian: c→ c+M−1J and

c∗Mc+ c∗J + J∗c =
(
c∗ + J∗M−1)M (

c+M−1J
)
− J∗M−1J ,

which proves Eq. (52). Using the Gaussian path-integral it is very easy to calculate any corre-
lation function for a non-interaction action (Wick-theorem)

〈
cic
∗
j

〉
0

= − 1

Z0

δ2Z0 [J∗, J ]

δJ∗i δJj

∣∣∣∣
J=0

= M−1
ij〈

cicjc
∗
kc
∗
l

〉
0

=
1

Z0

δ4Z0 [J∗, J ]

δJ∗i δJ
∗
j δJlδJk

∣∣∣∣
J=0

= M−1
il M

−1
jk −M

−1
ik M

−1
jl .

Corresponding bosonic path-integrals can be formulated in a similar way with complex vari-
ables and periodic boundary conditions on imaginary time. The Gaussian path-integral over
bosonic fields is equal to inverse of the M -matrix determinant [20].
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1 Introduction

With the success of dynamical mean-field theory (DMFT) [1–4] in calculating strongly corre-
lated electron systems, there have been attempts from the very beginning [5] to systematically
extend DMFT. The aim of such extensions is to keep the good description of DMFT for local
electronic correlations, but at the same time also to capture non-local correlations beyond.
Indeed, the local DMFT correlations are doing an excellent job in describing a quasiparticle
renormalization with a weight Z that is uniform in momentum space—a surprisingly good
approximation for many transition metal-oxides and heavy fermion systems; as well as the
Mott-Hubbard metal-insulator transition that emerges for Z → 0 [2]. Furthermore, all kinds of
orders (magnetic, orbital, charge density wave. . . ) are quite well captured in three-dimensional
systems up to the vicinity of the phase transition. Here, close to the phase transition, the mean-
field nature of DMFT surfaces, among others, in the form of mean-field critical exponents.
Non-local correlations are here essential for describing the proper critical behavior. With a
diverging correlation length, long-range correlations feed back to the self-energy which thus
becomes non-local.
The DMFT approach has been covered already in various other chapters of this Autumn School
[3], and the present chapter will thus focus instead on non-local electronic correlations beyond
DMFT. When are such non-local correlations important?
A lot of our insight into physical phenomena stems from weak coupling perturbation theory.
Even though such an approach is certainly not applicable to strongly correlated electron sys-
tems, it often nonetheless provides for some qualitative understanding. One example, where
non-local correlations enter the self-energy are spin-fluctuations. These can be calculated at
weak coupling in the random phase approximation (RPA) which is discussed in quantum field
theory textbooks. The RPA is the geometric series of all ladder diagrams with no, one, two
etc. Coulomb interaction lines, as illustrated in Fig. 1 (top). The figure just shows one term
of the sum, where “· · · ” indicates that all orders in U are included. The RPA can be used to
calculate the magnetic susceptibility Fig. 1 (top, without dashed line). As we will see later, the
poles of this susceptibility constitute bosonic quasiparticle excitations coined magnons or, in
the paramagnetic phase, paramagnons.
Now, when we add the dashed black line in Fig. 1 (top), we obtain a self-energy Feynman dia-
gram. It describes the coupling of the electron to the spin-fluctuations. We can also call it the
electron-(para)magnon interaction. As spin-fluctuations are very non-local we get—whenever
spin-fluctuations become important—contributions from diagrams with lattice sites i 6= j 6= k

in Fig. 1 (top). Such self-energy diagrams are certainly not contained in DMFT, which sums
up all local contributions of Feynman diagrams for the self-energy. Hence, whenever spin-
fluctuations become large, we must expect important corrections to the DMFT self-energy. In-
deed this is not restricted to spin-fluctuations, but depending on what kind of spin combination
the particle and the hole in the RPA ladder have, one can also obtain the coupling of electrons
to charge, orbital etc. fluctuations.

The present chapter is an updated version of the author’s lecture note at the Jülich Autumn School 2022 [4].



Beyond DMFT 14.3

. . .

. . .

j j

j j

k k

k k

. . .

. . .

i i

i i

j j

j j

k k

k k

i i

i i

(a)

(b)

↑
↓

↑
↓

Fig. 1: Top: Feedback of spin fluctuations (paramagnons) calculated in RPA to the self-energy.
Bottom: In diagrammatic extensions of DMFT such physics is taken into account but with the
bare interaction U (red wiggled line) replaced by a local vertex calculated from an impurity
model (light gray box). Depending on the flavor of the diagrammatic extension of DMFT dif-
ferent local vertices are employed. Reproduced from [6].

That means non-local correlations are certainly relevant whenever spin, charge etc. fluctuations
are important. An obvious regime where this is the case is the vicinity of a second-order phase
transition as already mentioned. Here the magnetic, charge etc. susceptibility diverges and sig-
nificant changes to the DMFT solution are thus to be expected. For low dimensional systems we
will get corrections also further away from the phase transition. The Mermin-Wagner theorem
prohibits long-range order with a continuous symmetry breaking in two-dimensions at finite
temperature. Hence, antiferromagnetic order is restricted to zero temperature. However, above
this zero-temperature antiferromagnetic phase, we have now strong antiferromagnetic fluctua-
tions in a wide temperature range, even with exponentially large correlation lengths. DMFT has
been developed with the limit of dimension d = ∞ in mind, see [1] and Chapter “Understand-
ing Correlated Materials with Lattice Fermions in Infinite Dimensions” by D. Vollhardt [3].
Hence, also from this perspective it is not surprising that we need to expect larger corrections
to DMFT for low dimensional systems.
On the other hand, we would like to keep the success of DMFT in describing a major part of
electronic correlations rather well: the local correlations. Two major routes to do so have been
developed to this end. These are illustrated in Fig. 2: (i) Cluster extensions of DMFT [7] put the
DMFT concept of locality onto a cluster (instead of a single site). This cluster is then embedded
in a DMFT bath. For a single site cluster this is just DMFT. Illustrated in Fig. 2 is a two-site
cluster where thus non-local correlations between the two red sites of the cluster are captured.
Such two site clusters can, e.g., describe the formation of a spin singlet between two electrons on
the two sites. For a four site cluster also d-wave superconductivity can be described. However
such small clusters tend, in practice, to largely overestimate the physics that is compatible with
the cluster such as the spin singlet formation and d-wave superconductivity for a two and four
site cluster, respectively. While one can go to clusters of size 10×10, a proper finite size scaling
remains challenging. This is even more true for realistic multi-orbital calculations that are
restricted to a handful of sites.
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Fig. 2: Left: In cluster extensions, a couple of sites (here two marked in red) are embedded
in a dynamical mean field which can be formulated through the self energy Σ. Restricted to a
single site, DMFT is obtained; extended to the full lattice the exact solution is recovered. Right:
In diagrammatic extensions, the locality of DMFT is put to the next level, the two-particle
level. Local two-particle building blocks Λ are connected by non-local Green function lines
Gij , resulting in a non-local full vertex F or susceptibility χ. When restricting Gij to its local
contribution Gii, DMFT is recovered. Adapted from [8].

The other route extends DMFT [6] Feynman diagrammatically. Here, the concept of locality
is not extended to a cluster but instead to the n-particle vertex. For n = 1 we have the one-
particle vertex which is nothing but the self-energy. And a local self-energy is just the DMFT
approximation. For n = 2, i.e., the two-particle level, we start instead with a local two-particle
vertex and construct from it the non-local full vertex F, see Fig. 2 (right), as well as the non-
local self-energy and Green function. This is the level most commonly applied nowadays.
Similarly as for the cluster extensions there are different flavors depending on which local vertex
and which connecting Green functions are taken. At the end of the day, most of these different
flavors are very similar, at least as long as they take the two-particle, four-point vertex as a
starting point. Other approaches start from a three-point local vertex which is a more severe
approximation. For an overview and comparison, see the review [6].

The originary method, called dynamical vertex approximation (DΓA) [9], considers the vertex
in terms of real fermions as local. A second widely applied approach is the dual fermion (DF)
approach [10] which is covered in the Chapter “Path Integrals and Dual Particles” by A. Licht-
enstein [3]. Also within DΓA different flavors are used. In its most complete form, the fully
irreducible vertex Λ is approximated to be local. Then the parquet equations are needed to
construct F and the self-energy Σ. A local Λ is an excellent approximation, even for the two-
dimensional Hubbard model in the superconducting doping regime [11]. In the ladder DΓA
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variant, the irreducible vertex Γ` in a certain channel ` such as the particle-hole (ph) channel
is considered to be local. In this case, the Bethe-Salpeter equation is sufficient to calculate F
along the same lines as in the RPA, only now with Γ` instead of U as a building block, i.e the
light gray box in Fig. 1 (bottom) is Γ` in this case. The ladder variant is numerically much less
expensive. It is sufficient if a certain channel dominates, but does not capture the coupling of
different channels into each other.
One can also extend the concept of locality to higher n-particle vertices. The n=3-particle
vertex level, for example, has been employed for estimating the error of the n=2-particle cal-
culations [12]. Correlation functions for n=3 or more particles are also relevant for non-linear
response functions, and are thus naturally connected to n=3-particle vertices [13]. For n→∞
the exact solution is recovered.
Turning back to Fig. 1, we see that such diagrammatic extensions are well suited to describe
spin-fluctuations and their feedback to the fermionic self-energy. The same physics as is qual-
itatively described in RPA, is now captured for strongly correlated electrons since the local
Λ already encodes non-perturbatively all DMFT correlations. The Bethe-Salpeter ladder of
Fig. 1 is precisely the same as is also used to calculate the DMFT susceptibility, cf. the Chap-
ter “DMFT for response functions” by E. Pavarini in 2022 [4]. What is not covered in DMFT
is how these spin-fluctuations impact the self-energy as well as self-consistency effects, i.e.,
how the changed Σ modifies G or that the local Γ` itself becomes different from DMFT. These
self-consistency effects lead to a dampening of the spin-fluctuations compared to the mean-field
DMFT solution, up to the point of fulfilling the Mermin-Wagner theorem in two-dimensions.
Diagrammatic extensions of DMFT have been highly successful: (i) The critical behavior in
the vicinity of (quantum) phase transition could be described for the first time in electronic
models, a topic which was covered already excessively in the Autumn School 2018 [14], see
also the review [6]. (ii) It was realized that the two-dimensional square lattice Hubbard model
with perfect nesting is insulating all the way down to zero interaction [15], correcting earlier
cluster DMFT results. (iii) The pseudogap and d-wave superconductivity can be described in
the two-dimensional Hubbard model, a topic which we will cover in the following chapters.
(iv) A new polariton, the π-ton has been discovered in model calculations [16]. (v) Realistic
materials calculations are possible and have been pursued, e.g., for SrVO3 [17].
In the following, we will first introduce one of the diagrammatic extensions of DMFT, the
DΓA, in Sec. 2. Simplifications when using the ladder variant of DΓA are outlined in Sec. 3.
The Hubbard model is introduced in Sec. 4 and its justification for cuprates and nickelates is
discussed. Physical results regarding spin-fluctuations and superconductivity are discussed in
Sec. 5 and 6, respectively. Finally, Sec. 7 provides a conclusion and outlook.

2 Dynamical vertex approximation

The aim of the present section is to provide the reader with the basic idea of the dynamical
vertex approximation. It builds upon a similar chapter of a preceding Jülich Autumn School
[14]. A more detailed description for a second reading can be found in the review [6]. Further
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Σ

Σ Σ Σ+= +

Σ ΣΣ+ +  ...

+=

Fig. 3: Dyson equation connecting the Green function and self energy Σ (single blue line:
non-interacting G0; double blue line: interacting G). The pair of scissors indicates that these
diagrams are one-particle reducible (i.e., cutting one G0 line separates the Feynman diagram
into two parts). From [14].

information on how to calculate the superconducting critical temperature Tc and how to include
the asymptotic form of the vertex, can be found in [18].
The basic idea of the dynamical vertex approximation (DΓA) is a resummation of Feynman
diagrams, not order by order of the Coulomb interaction as in conventional perturbation theory,
but in terms of their locality. That is, we assume the fully irreducible n-particle vertex to be
local and from this building block we construct further diagrams and non-local correlations.
The first level (n = 1) is then just the DMFT which corresponds to all local Feynman diagrams
for the self-energy Σ. Note that Σ is nothing but the fully irreducible n=1-particle vertex.
One particle-irreducibility here means that cutting one Green function line does not separate
the Feynman diagram into two pieces. Indeed such reducible diagrams must not be included
in the self-energy since it is exactly these diagrams that are generated from the Dyson equation
(Fig. 3) which resolved for G reads

Gkν =
(
1/G0

kν −Σkν

)−1 (1)

for momentum k, Matsubara frequency ν and non-interacting Green functionG0
kν . In Fig. 3 and

in the following, single blue lines denote non-interacting Green functions G0 and double blue
lines indicate interacting Green functions G. Fig. 3 further shows how one-particle reducible
diagrams are generated through the Dyson equation. Hence these must not be contained in
the Feynman diagrams that constitute Σ, to avoid a double counting. That means, Σ must be
one-particle reducible in terms of G0.1

On the next level, for n = 2, we assume the locality of the two-particle fully irreducible ver-
tex Λ. For the two-particle vertex, fully irreducible means that cutting two Green function lines
does not separate the diagram into two pieces. There are three different kinds (channels) ` of
reducible vertices Φ` and a fourth, Λ, that is fully irreducible. Most importantly each diagram
falls in one and only one of those four subgroups. Thus the full vertex F, containing all di-
agrams, can be written as the sum those. This decomposition of the vertex is called parquet
decomposition and is graphically displayed in Fig. 4.

1In terms of G the skeleton diagrams for Σ are also two-particle reducible. But that is another story that is
connected with the way how Σ enters G.
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Fig. 4: Parquet decomposition of the full (reducible) vertex F into the fully irreducible vertex Λ
and two-particle reducible diagrams Φ` in the three channels. The two pairs of scissors indicate
the reducibility of the three Φ`’s. Each two-fermion Feynman diagram belongs to one and only
one of the three Φ`’s or to Λ.

The reason why there are three distinct reducible parts Φ` is that, say, leg 1 may stay connected
with leg 2, 3, or 4 when cutting two Green function lines as indicated in Fig. 4. These three
possible channels ` are denoted as particle-hole (ph), transversal particle-hole (ph) and particle-
particle (pp). The irreducible vertex of each channel is just the complement: Γ` = F − Φ`. It
is important to note that each reducible diagram is contained in one and only one of these
channels. One can show this by contradiction: otherwise cutting lines in two channels would
result in a diagram with one incoming and two outgoing lines, which is not possible because of
the conservation of (fermionic) particles.
There is further a set of six exact equations, which is also called the “parquet equations” [19,6]
to the confusion of the common student. These six equations allow us to calculate from a given
Λ the six quantities: full vertex F, self-energy Σ, Green function G and the three reducible
vertices Φ`.
(1) The first equation is the actual parquet equation [Fig. 4, Eq. (2)]

F νν′ω
r,kk′q = Λνν

′ω
r,kk′q + Φνν

′ω
ph,r,kk′q + Φνν

′ω
ph,r,kk′q

+ Φνν
′ω

pp,r,kk′q (2)

where r ∈ {c, s} is the symmetric/antisymmetric spin combination, i.e., Fc/s = F↑↑ ± F↑↓ and
similarly for other vertices.2 The name indicates that Fc and Fs give rise to the charge and
spin-fluctuations, respectively.
(2-4) Three of the six “parquet” equations are the Bethe-Salpeter equation in the three channels
`. In [Fig. 5, Eq. (3)] we here only reproduce the ` = ph channel; again with r ∈ {c, s} for a
symmetric/antisymmetric spin combination3

F νν′ω
r,kk′q = Γ νν′ω

r,ph,kk′q +
∑
k1ν1

F νν1ω
r,kk1q

Gk1ν1 G(k1+q)(ν1+ω) Γ
ν1ν′ω
ph,r,k1k′q

. (3)

2This assumes SU(2) symmetry, if this is broken altogether four spin combinations need to be taken into ac-
count.

3We implicitly assume a proper normalization of the momentum and Matsubara frequency sums, i.e.,∑
k =̂

1
NK

∑
k and

∑
ν =̂

1
β

∑
ν , where Nk is the number of momentum points and β = 1/T the inverse tem-

perature.
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ΓphΓphF = + F
k+q

k

k’+q

k’

k+q

k k’

k’+q k’+q

k’k

k+q

k +q

k1

1

Fig. 5: Bethe-Salpeter equation in the particle-hole channel, ` = ph, allowing us to calculate F
from the irreducible vertex in Γph in this channel. The rightmost term produces the particle-hole
reducible diagrams denoted as Φph in Fig. 4; Γph = Λ+ Φph + Φpp.

One often combines frequency ν and momentum k to a four vector k = (k, ν). We do not do
so in this chapter for the equations, but in the figures k represents (k, ν). Further it is important
to choose a momentum-frequency convention for the vertices and stick to it. Because of energy
and momentum conservation we only need three momenta and frequencies for the four points
1, 2, 3, 4 of the two-particle vertices in Fig. 4. Unless noted otherwise, we use the ph convention
which is the natural one for the ph channel and already used in Fig. 5. That is, the 1, 2, 3, 4

frequency-momenta of Fig. 4 are related to Fig. 5 as follows: k1 = k, k4 = k′, k2 = k+q,
and—because of energy-momentum conservation— k3 = k′+q. The Bethe-Salpeter equations
in the other channels have the same structure just with another Γ`, ` = ph or pp, and with
another way to connect the building blocks (see Fig. 4). For these channels, there is another
natural (diagonal) frequency-momentum q.
(5) The fifth equation is the Dyson equation that we already introduced [Fig. 3, Eq. (1)].
(6) Finally, the sixth equation is the Schwinger-Dyson equation [Fig. 6, Eq. (4)] which reads

Σkν =
Un

2
− U

2

∑
k′,q

∑
ν′,ω

[
F νν′ω
c,kk′q − F νν′ω

s,kk′q

]
G(k+q)(ν+ω)Gk′ν′ G(k′+q)(ν′+ω) (4)

and connects Σ and F . Here we consider a single-orbital and local interaction U that connects
opposite spins. For this reason only F↑↓ = (Fc−Fs)/2 enters. The first term is simply the
Hartree(-Fock) term, which is not included in Fig. 6 and where n is the average number of
electrons per site in the paramagnetic phase.
This set of six exact parquet equations allows us to determine the six quantities F , Φ`, Σ, and
G, as well as Γ` = F − Φ`. If we knew the exact Λ, we could determine all of these quantities
exactly, as well as associated one- and two-particle physics. Unfortunately, we do not know
the exact Λ. Hence we need some approximation. If we approximate Λ by the bare Coulomb
interaction U, we obtain the parquet approximation [19]. We can do better than this, and in
DΓA we approximate Λ by all local Feynman diagrams. Quantum Monte Carlo simulations
show that this is an excellent approximation [11]. Indeed Λ is very compact. All two-particle
reducible diagrams are generated from it and the first irreducible diagram that enters Λ besides
the bare Coulomb interaction is of fourth order, see Fig. 7. So to speak the irreducible diagrams
Λ form a skeleton from which many more diagrams are generated. Because of this, it is more
local than Γ` and, in particular, much more local than F , Σ or G.
This local irreducible Λ is “summed up” in practice by solving an Anderson impurity model,
similar as in DMFT but now we calculate the two-particle Green function of the impurity model
and from this Λ. For example, we can use continuous-time quantum Monte Carlo simulations
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Fig. 6: Schwinger-Dyson equation connecting the full vertex F and the self-energy Σ.
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Fig. 7: Lowest order Feynman diagrams that contribute to the fully irreducible vertex Λ.

in the hybridization expansion see “QMC as a solver for DMFT” by P. Werner in 2022 [4], e.g.,
using the w2dynamics package [20] which allows us to calculate all two-particle responses
using worm sampling [21].

In principle, one can then further turn to the n=3-particle level etc.; and, for the n→∞-particle
fully irreducible local vertex DΓA one recovers the exact solution. As a matter of course deter-
mining the n=3-particle vertex becomes already cumbersome. But it may serve at least as an
error estimate [12] if one is truncating the scheme at the two-particle vertex level. Also com-
pletely new physics, that is hitherto not understood, may be hiding behind diagrams generated
from the n=3-particle irreducible vertex. Some physical processes such as Raman scattering
and non-linear response naturally require three-particle vertex functions [13].

In the present section we have learned about the full-fledged parquet DΓA. It is unbiased with
respect to all three channels ` and thus treats antiferromagnetic or charge fluctuations in the
ph-channel on a par with e.g., superconducting fluctuations or weak localization corrections in
the pp channel. It also mixes the different channels. For two channels this mixing generates,
with some fantasy, a traditional parquet floor like pattern with ladder rungs in one direction
intermixed by ladder rungs in the orthogonal direction etc., hence the name. Being unbiased
definitely is a great advantage. For example, in [16] we were looking for weak localization
corrections to the optical conductivity in the pp channel and excitons that live in the ph chan-
nel. Instead we found that for strongly correlated systems that host strong alternating spin or
charge fluctuations, the ph channel is actually dominant for the optical conductivity, against all
expectations.
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The drawback of the full parquet solution is that we deal with three momenta and three fre-
quencies. Even on a rather coarse discretization grid, we thus easily end up with terabytes of
data. In the Bethe-Salpeter equation (3) the bosonic momentum q and frequency ω decouple,
so that it can be well distributed on several computer cores without the need to communicate.
However, this natural q and ω is channel-dependent (see [6]), i.e., different for the three chan-
nels of Fig. 4. Hence, when we add the three channels in the parquet equation (2), we mix
different momenta, requiring a lot of communication between different computer cores, which,
say, have previously solved the Bathe-Salpeter equation in different channels. Network traffic
thus becomes the computational bottleneck on a supercomputer for parquet DΓA. Efforts to
mitigate this problem are the truncated unity basis for momentum space [22], the intermediate
representation (IR) for frequency space [23], the single boson exchange decomposition [24],
and quantics tensor trains which are covered in Chapter “Learning Feynman Diagrams with
Tensor Trains” by X. Waintal [3].

3 Ladder dynamical vertex approximation

If we know that a certain channel is dominating, we can restrict ourselves to this particular chan-
nel and neglect the others and the mixing of different channels through the parquet equation.
Since Φph and Φph are related by crossing symmetry (invariance of exchanging the two incom-
ing lines [6]) both of these channels contribute to F in the same way, albeit with a crossing-
symmetry exchanged frequency and momentum combination. Hence, both channels must be
included in general.4 In this case, we hence only need to solve the Bethe-Salpeter equation
(3) and can consider a local Γph as input. For a bare interaction U, the Bethe-Salpeter equa-
tion (3) yields diagrams as in Fig. 8(a). If we improve on this and use a local Γph we get the
ladder DΓA approach and the diagrams of Fig. 8(b). From these diagrams (plus the contribution
from the crossing-symmetrically related ph channel) we get F, and from F in turn through the
Schwinger-Dyson equation (4) the self-energy.
If we want to calculate superconducting fluctuations in ladder DΓA we can plug the antiferro-
magnetic spin-fluctuations as a superconducting pairing glue (which is nothing but Γpp) into the
pp channel. This is so-to-speak a poor man’s one-step parquet calculation. It mixes the ph and
ph channel into the pp (or Cooper) channel. That is, spin (and charge) fluctuations from the ph
and ph channels can induce superconductivity, but we do not feed back the pp fluctuations to
the ph and ph channel. For details on the superconducting calculations and also regarding the
treatment of high frequencies, see [18].
A self-consistency with respect to the recalculation of the Green function entering the Bethe-
Salpeter equation (3) is possible [25]. Different schemes have been proposed as well for a
self-consistency with respect to Γ (or Λ) starting with [26], for an overview see [6]. A simpler

4When we eventually connect F with altogether four Green functions to a susceptibility with a single bosonic
momentum and frequency [see Eq. (6) and Fig. 12 below)], the q = (π, π, . . .) susceptibility is dominated in
case of antiferromagnetic spin fluctuations by the ph channel, whereas the q = (0, 0, . . .) optical susceptibility
(conductivity) is dominated by the transversal particle-hole channel (π-tons [16]).
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Fig. 8: (a) Spin-fluctuations as calculated from the Bethe-Salpeter ladder diagrams in terms
of the bare Coulomb interaction U in RPA. (b) Same as (a) but now calculated in ladder DΓA
from the local irreducible vertex in the ph channel: Γ ≡ Γph. (c) These antiferromagnetic spin-
fluctuations enter as Γpp (via the parquet equation) in the particle-particle channel. This leads
to the binding of two electrons into a Cooper pair, and if this bosonic Cooper pair Bose-Einstein
condensates to superconductivity. From [27].

and widely used approach is to do, instead, a so-called Moriyaesque λ-correction [6]. It essen-
tially adds a mass to the paramagnons (dampens the antiferromagnetic spin fluctuations). This
mass is fixed by a sum-rule for the susceptibility, and automatically ensures the correct high-
frequency asymptotics of the self-energy. This λ-correction has been introduced to mimic the
self-consistency and represents a considerable simplification of the calculations. For a further-
going discussion see [6, 27].
The advantage of the ladder DΓA is that—as long as we do not couple the ladders through the
parquet equations—the ladder only depends on a single frequency-momentum q instead of three
(q,k,k′). Hence numerically much lower temperatures, larger frequency grids and finer momen-
tum grids are feasible. Also realistic multi-orbital ab initio DΓA calculations are possible with
the ladder DΓA version [17]. The results presented in the following have been obtained by
ladder DΓA with a Moriyaesque λ-correction.

4 Hubbard model, cuprates and nickelates

In this chapter, we consider the one-band Hubbard model in two or three-dimensions

H = −
∑
ij,σ

tij c
†
iσcjσ + U

∑
i

ni↑ni↓. (5)

It consists of two terms: (i) a hopping term tij between sites i and j, which we restrict in the
following to a nearest neighbor t, next-nearest neighbor t′ and next-next-nearest neighbor t′′;
and (ii) a local Coulomb repulsion U. Here c†iσ (ciσ) creates (annihilates) an electron on site i
with spin σ in second quantization and niσ = c†iσciσ.
The Hubbard model is the quintessential model for strongly correlated electron systems, similar
as the Ising model for statistical physics or the drosophila fly for genetics. For tij = 0, we
have just a collection of atoms and a spectra with peaks at ±U/2 for half-filling. For U = 0,
there is no interaction and we can solve the tight-binding Hamiltonian by Fourier transforming
tij to εk in momentum space. Then, just occupying all single-particle states up to the Fermi
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Fig. 9: Crystal structure of (A) a characteristic cuprate, CaCuO2, and (B) the nickelate NdNiO2.
The Cu(Ni)O2 layers are separated by Ca(Nd) spacing layers in this “infinite-layer” structure.
Also shown are the relevant low-energy orbitals in both cases. (C) Cuprates are charge transfer
insulators so that the oxygen orbitals need to be included for an accurate microscopic descrip-
tion. The simplest such model is the Emery model with copper 3dx2−y2 , oxygen px and py
orbitals. As indicated there is a hopping tpd between Cu and O sites, and further a hopping tpp
between O sites; double occupations are suppressed by the interaction U on the Cu sites just as
in the Hubbard model. (D) For nickelates we have a Ni-3dx2−y2-band and a A-pocket derived
from the Nd 5dxy band crossing the Fermi energy. Both are largely decoupled but we need to
calculate, e.g., by DFT+DMFT, how many holes go into the Ni-3dx2−y2-band Hubbard model
and how many go into the A-pocket reservoir. From [28].

energy gives the ground state. But, if we switch on U the electrons become correlated, the
expectation value is correlated: 〈niσnjσ′〉 6= 〈niσ〉〈njσ′〉, i.e., local double occupations 〈ni↑ni↓〉
are heavily reduced compared to the non-interacting, uncorrelated value on the right-hand-side
of the equation.

While a screened interaction can—to a good approximation—often be replaced by the purely
local interaction U, materials require typically the consideration of more bands than the single-
band Hubbard model. This is even the case when we restrict ourselves to the low-energy orbitals
around the Fermi energy. An important exception are cuprate and nickelate5 superconductors.
For the Ruddlesden-Popper La3Ni2O7 under pressure, critical temperatures are close to 100 K.

5Here, we refer to infinite-layer nickelates. More recently also superconducting Ruddlesden-Popper nickelates
have been synthesized [29] which have a very different physics: (i) oxygen orbitals strongly connect a few NiO2

layers making the system much more three dimensional; (ii) further these Ruddlesden-Popper nicklelates have
more than two holes in the Ni 3d orbitals so that multi-orbital physics is immanent.
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Fig. 10: (A,B) Electronic structures of (A) CaCuO2 and (B) LaNiO2 as calculated in DFT. The
side panels indicate the effect of electronic correlations and the color bars the center of energy
of the most important bands. (C) and (D) DFT Fermi surface corresponding to (A) and (B),
respectively. From [28].

The arguably simplest cuprate and nickelate crystal structure is the “infinite-layer”6 structure
displayed in Fig. 9(A) and (B). Since the valence of the spacer cations is Ca+2 and Nd(La)+3,
the formal oxidation state is Cu+2 and Ni+1, respectively, so that both cuprates and nickelates
are in a formal 3d9 configuration. After such basic chemistry considerations, the first step to get
an idea of the relevant orbitals is doing a density functional theory (DFT) calculation.

Fig. 10 shows that for the cuprates a single 3dx2−y2-orbital is crossing the Fermi level. It gives
rise to the single hole-like Fermi surface sheet displayed in the lower left panel of Fig. 10. This
Cu 3dx2−y2-band and Fermi surface can well be described with proper hopping parameters t, t′

and t′′. But now we need to include the effect of electronic correlations. These are indicated
by the dashed arrows and the side panels of Fig. 10(A): the Cu 3dx2−y2-band splits into an
upper and lower Hubbard band. Since the oxygen orbitals are just a few eV below the Fermi
energy, these oxygen orbitals end up above the lower Hubbard band. As a consequence we
have a charge transfer insulator according to the scheme of Zaanen-Sawatzky-Allen and not a
Mott insulator, which one might have expected from the splitting into Hubbard bands. That
is, if we dope cuprates, and we need to do so to have a superconductor, the holes go into the

6The two distinct layers displayed in Fig. 9 are repeated on top of each other ad infinitum.
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oxygen bands. Hence, in the case of cuprates, an Emery model description which incorporates
the copper 3dx2−y2-band and oxygen px and py bands as visualized in Fig. 9(C) is the most
appropriate low-energy model. Nonetheless, the majority of theoretical papers studying the
cuprates use the single-band Hubbard model. This is to some extend justified by the fact that
oxygen-hole spin and copper spin form a Zhang-Rice singlet, which can be described effectively
by the Hubbard model. Also in experiment, there is a single Fermi surface as in Fig. 10(C) of
mixed oxygen and copper character.

In case of the nickelates, these oxygen bands are instead at a considerably lower energy. Hence
the lower Hubbard band is now above the oxygen band and we would have a Mott insulator,
if it was not for the Nd(La) 4d-bands.7 These Nd(La) 4d bands are closer to the Ni 3d-bands
than the unoccupied Ca and Cu s bands are to the Cu bands. They even cross the Fermi level
around the Γ and A momentum, which leads to the formation of pockets around these momenta
in DFT, see Fig. 10(D). The charge transferred to the Nd(La) pockets also leads to a self-doping
of the Ni 3dx2−y2-band: even the parent compound Nd(La)NiO2 has about 0.05 holes per Ni. In
such a situation, a quasi-particle peak develops as indicated in the side panel of Fig. 10(B) with
a quasiparticle mass enhancement m∗/m = 1/Z calculated to be about five for the undoped
parent compound and about three at 20% Sr doping [30]. A further correlation effect is that the
Γ -pocket is shifted above the Fermi level, at least for larger Sr-doping and for LaNiO2.

Altogether this leaves us with two relevant bands as displayed in Fig. 9(B): the Ni 3dx2−y2-
band and the Nd(La)-derived A-pocket. Both bands do not hybridize and can hence, to a first
approximation, be considered as decoupled. The expectation is that the more strongly correlated
Ni 3dx2−y2-band is responsible for the superconductivity. Using Occam’s razor, i.e., if we try to
identify the most simple model, we end up with a one-band Hubbard model for the Ni 3dx2−y2-
band and a decoupled reservoir (A-pocket) that must be taken into account for translating the
Sr-doping of Nd(La)1−xSrxNiO2 into the actual hole doping of this Hubbard model. Otherwise
the A-pocket is merely a passive bystander. This simple model is illustrated in Fig. 9(D).

The hopping parameters of the nickelate Hubbard model can be obtained from a Wannier func-
tion projection onto the Ni 3dx2−y2-band: t = 0.395 eV, t′/t = −0.25, t′′/t = 0.12 [30].
Further, the interaction strength U can be calculated by constrained random phase approxima-
tion (cRPA, see Chapter “Screened Coulomb Interactions from cRPA” by J.M. Tomczak [3]).
Considering the fact that U is frequency(ω)-dependent in cRPA and—within the relevant energy
range—on average slightly larger than U(ω=0), one obtains U ≈ 8t from cRPA. For further
details see [30].

The translation from Sr-doping to the occupation of the 3dx2−y2-band has been calculated in
DFT+DMFT8 including all five Nd and all five Ni d bands in DMFT. Fig. 11 (blue curve)
shows the results: One sees that roughly 50% of the holes (there is one hole per Sr) go into the
3dx2−y2-band and the remaining 50% go into the pockets. For larger Sr-dopings, at around 25%,

7We here show LaNiO2 since it is slightly easier to calculate than NdNiO2 in DFT because it has no 4f -
electrons. Experimentally, La1−xSr(Ca)xNiO2 is also a nickelate superconductor with a Tc comparable to NdNiO2.

8For the DFT+DMFT method, see the Chapter “LDA+DMFT for strongly correlated materials” by A. Lichten-
stein in 2022 [4]
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Fig. 11: Translation of Sr-doping to the occupation of the Ni 3dx2−y2-band (blue line; right
y-axis) and corresponding effective mass enhancement m∗/m (black line; left y-axis) as calcu-
lated by DFT+DMFT for (A) La1−xSrxNiO2 and (B) Nd1−xSrxNiO2. From [30] (Supplemental
Material).

the curve flattens because here the Ni 3d3z2−r2 orbital approaches the Fermi level and accom-
modates holes as well. The one-band Hubbard model DMFT calculation gives a very similar
spectrum as the full DFT+DMFT calculations with 5+5 Nd+Ni orbitals. Also the effective mass
plotted in Fig. 11 (black curve) agrees [30]. Altogether this hints that the simple Hubbard model
is a good approximation for nickelates; experimental results are also consistent with this picture
as detailed below.

5 Spin fluctuations

Spin fluctuations as visualized in Fig. 8(a,b) enter the full vertex F but subsequently also the
susceptibility which is connected to F as follows (Fig.12)

χr,qω =
∑
kν

Gkν G(k+q)(ν+ω)︸ ︷︷ ︸
≡χ0

qω

−
∑
kk′νν′

GkνG(k+q)(ν+ω) F
νν′ω
r,k+k′qGk′ν G(k′+q)(ν+ω) (6)

for r = c/s, i.e., the spin and charge susceptibility, respectively. As before, we restrict ourselves
to the paramagnetic phase for simplicity. The first term on the right hand side of Eq. (6) is just
the bare bubble contribution χ0, obtained directly from two (interacting) Green function; the
second term are vertex corrections calculated form F. The minus sign is a matter of definition
of F. When F is calculated in RPA as in Fig. 8(a), we have Γr = ±U for r = c/s and obtain a

q

k

k+q

q

k’

k’+q

qq

k+q

k

=
q q

χ − F

Fig. 12: The susceptibility χ consists of the bare bubble χ0 (first term on the right hand side)
and vertex corrections that can be calculated from the full vertex F .
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Fig. 13: Left: Difference of the local ph vertex in the magnetic channel from −U, i.e.,
δΓm = Γs − (−U) vs. the two fermionic Matsubara frequencies νn = i(2n+1)πT and ν ′n′
at zero bosonic frequency ω = 0. At small frequencies, Γs,ph and associated spin-fluctuations
are suppressed. Right: This suppression also leads to a suppression of the non-local pp vertex
Γpp, i.e., the superconducting pairing glue, at small frequencies. It is obtained from antifer-
romagnetic spin fluctuations (i.e., from the local Γs corresponding to the left panel and the
Bethe-Salpeter equation, see Sec. 6). Right inset: Γpp as calculated in RPA. From [27] where
further details and parameters can be found.

geometric sum, which eventually yields

χRPA
r,qω =

χ0
qω

1± Uχ0
qω

(7)

where the +/- is for r = c/s. For certain ω’s and q’s Eq. (7) develops poles. We call these
bosonic excitations (para)magnons. The ω-q energy-momentum dispersion relation of these
quasiparticles follows the position of the poles.
The minus sign in Eq. (7) already indicates that spin-fluctuations are generally stronger in a
Hubbard model. This can change if additional non-local interactions V are included. These
trigger a transition from an antiferromagnetic spin to a charge density wave order for ZV > U

in mean field (Z: number of neighbors; V : nearest neighbor Coulomb repulsion). Which
magnetic order dominates in RPA, solely depends on the q for which χ0

qω=0 is strongest. Close
to half-filling, we often have Fermi surfaces where for a k on the Fermi surface (ν=0) also
k+q = (π, π, . . .) is at or close to the Fermi surface. Then both Gkν=0 and G(k+(π,π,...))(ν+ω)=0

are large in Eq. (6), and the antiferromagnetic susceptibility χ0
q=(π,π,...)ω=0 is maximal. Of

course, this is just the weak coupling picture. For larger Coulomb interactions we form large
magnetic moments and the change of physics is reflected in vertex F corrections beyond RPA.
More recently it could be demonstrated [27] that the local vertex Γr=m is suppressed compared
to the RPA value Γs = −U. This is shown in Fig. 13 (left). This suppression, in particular
that at the relevant small frequencies, leads to reduced spin-fluctuations. Consequently, the
superconducting pairing as calculated along the line of Fig. 8(b,c) is suppressed as well, see
Fig. 13 (right). The origin of the suppression of Γs at small frequencies are local particle-
particle excitations that enter Γs. These reduce Γs along the side diagonal frequencies ν = −ν ′.
In the literature such particle-particle screening of the spin vertex is also known as the Kanamori
screening.
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Fig. 14: Antiferromagnetic correlation function χs,r normalized to its r = 0 value vs. distance
r for the two dimensional Hubbard model along the x-direction (t′ = t′′ = 0, U = 0.5(4t);
all energies are here in units of 4t). The left and right panel show two different temperatures,
T = 0.025(4t) (left) and T = 0.025(4t) (right), where largely different correlation lengths (ξ)
are observed. From [15].

This reduction of the DΓA spin susceptibility is key for a good description of antiferromagnetic
spin-fluctuations which are hugely overestimated in RPA. In fact, it was shown that qualita-
tively and quantitatively the DΓA susceptibility excellently agrees with other numerical calcu-
lations [31].

From the susceptibility one can obtain the correlation length ξ. Fourier-transformed to real
space r and time, the (equal-time) magnetic susceptibility behaves as

χsr = 〈S(r)S(0)〉 ∼
(
|r|

ξ

)−1/2
e
−|r|
ξ (8)

at large distances r. Here, S(r) denotes the spin operator of the electrons at position (lattice
site) r. Fig. 14 shows this spin-spin correlations or susceptibility of the Hubbard model. Clearly,
an alternating (antiferromagnetic) correlation is visible. At high temperatures (left panel), the
correlation length is short and correlations quickly decay. In two dimensions we get however an
exponential increase of the correlation length with 1/T in DΓA [15] which is the reason behind
the very large correlation length of Fig. 14 (right panel). While a correlation length of ξ = 4

lattice sites (left panel) can still be covered in cluster extensions of DMFT and lattice quantum
Monte Carlo methods, with the rapidly increasing correlation length at lower temperatures such
cluster approaches reach their numerical limits.

At a three dimensional phase transition, the susceptibility diverges with critical exponent ν:
ξ ∼ (T−Tc)−ν , and similarly χr,Qω=0 ∼ (T−Tc)−γ with a critical exponent γ. These critical
exponents could be calculated in DΓA and DF for the first time for correlated electronic models,
a topic that has been covered in a preceding Jülich Autumn School [14].

In practice, the correlation length is not calculated from fitting χsr. Instead one fits it Fourier-
transform χs,qω=0 in momentum space. For large correlation lengths and in the vicinity of its



14.18 Karsten Held

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0  2  4  6  8  10  12  14  16  18  20

T
 /

t

U / t

crossover

PM

PI

AF

3d
DMFT

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0  2  4  6  8  10  12  14  16  18  20

T
 /

t

U / t

crossover

PM

PI

AF

3d
DMFT

DΓA

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0  2  4  6  8  10  12  14  16  18  20

T
 /

t

U / t

crossover

PM

PI

AF

3d
DMFT

DΓA

DF

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0  2  4  6  8  10  12  14  16  18  20

T
 /

t

U / t

crossover

PM

PI

AF

3d
DMFT

DΓA

DF

DCA

DDMC

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0  2  4  6  8  10  12  14  16  18  20

T
 /

t

U / t

crossover

PM

PI

AF

3d
DMFT

DΓA

DF

DCA

DDMC

TPSC

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0  2  4  6  8  10  12  14  16  18  20

T
 /

t

U / t

crossover

PM

PI

AF

3d
DMFT

DΓA

DF

DCA

DDMC

TPSC

Heisenberg

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0  2  4  6  8  10  12  14  16  18  20

T
 /

t

U / t

crossover

PM

PI

AF

3d
DMFT

DΓA

DF

DCA

DDMC

TPSC

Heisenberg

Weiss

Fig. 15: Phase diagram of the half-filled three-dimensional Hubbard model on a cubic lattice
with nearest-neighbor hopping t comparing various methods for the phase transition from the
paramagnetic metallic (PM) and insulating (PI) phase to the antiferromagnetic insulating phase
(AF). From [6] where further details and the abbreviation of the various methods can be found.

maximum at the dominating wave vector Q,9 the susceptibility is of the Ornstein-Zernike form

χs,qω=0 ∼
1

(q−Q)2 + ξ−2
. (9)

That is, the inverse correlation length ξ−1 corresponds to the width of the susceptibility around
its peak at q = Q.
In two dimensions, the Mermin-Wagner theorem is fulfilled and there is no long range antifer-
romagnetic order for finite temperature in the DΓA and diagrammatic extension of DMFT [6].
In three-dimensions the antiferromagnetic phase transition temperature Tc is reduced compared
to DMFT, as shown in Fig. 15. Also the critical behavior in the vicinity of the phase transition
is not any longer of mean-field type as in DMFT. Instead the critical exponents well agree10

with those of the Heisenberg model [6, 14] for half-filling, as to be expected from universality.
Besides the susceptibility, spin-fluctuations also impact the electronic self-energy, as already in-
dicated in Fig. 1. The effect F on the self-energyΣ can be directly calculated via the Schwinger-
Dyson Eq. (4) [Fig. 6]. Physically, this corresponds to electron-(para)magnon scattering which
can reduce the lifetimes of the quasiparticles.
A hallmark phenomenon of the effect of these spin-fluctuations on the self-energy is the opening
of a pseudogap. Here, the self-energy is strongly momentum dependent. At the node, we have a
Fermi liquid-like self-energy with a linear decay of self-energy at small frequencies, see Fig. 16.
In contrast for the antinode we have an enhanced self-energy at small frequencies, which with
decreasing temperatures develops a 1/ν pole.

9For example, Q = (π, π) for the two-dimensional Hubbard model at half-filling.
10within the numerical error bars in the studied critical temperature regime
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Fig. 16: Imaginary part of the DΓA self-energy vs. index n of the Matsubara frequency νn =
i(2n+1)πT, in the pseudogap region for a typical Hubbard model. Parameters: U = 8, t′ =
−0.2, t′′ = 0.1, T = 0.05 (all in units of t), and 10% hole doping. Clearly the self-energy is very
different for the two momenta plotted, i..e, in the nodal direction of the Fermi surface and in
the anti-nodal direction. The downturn of the anti-nodal self-energy indicates the development
of a pole and thus a splitting of the spectral function away from the Fermi energy. Figure by
courtesy of Paul Worm.

Fig. 17: DΓA spectrum at the Fermi energy for different dopings of nickelate superconductors
throughout the Brillouin zone (i.e, x- and y-axis are the kx and ky momentum ranging from −π
to π, and the false color show the spectral function at the Fermi energy ν = 0). From [30].

Turning to the infinite-layer nickelates, Fig. 17 shows the DΓA spectrum of the Ni 3dx2−y2

band11 for nickelates as calculated by DΓA for the effective Hubbard model (see Sec. 4 where
also the parameters can be found). The parent compound NdNiO2, corresponding to n3dx2−y2

=

0.95 (rightmost panel) has a pseudogap in the antinodal (PG) region, indicated by missing spec-
tral weight in Fig. 17. This DΓA prediction still awaits an experimental confirmation.
For making nickelates superconducting, one needs to dope this 3dx2−y2 band, e.g., to n3dx2−y2

=

0.80 or 0.85. For these superconducting dopings, we have a clear Fermi surface throughout the
Brillouin zone in Fig. 17 and no pseudogap.12

11There are additional Nd pockets, see Sec. 4.
12As a technical remark, the spectrum has been calculated from Akν0 = −Gkν0/π at the lowest Matsubara

frequency ν0 = iπT, which leads to some additional broadening (smearing) but avoids the error-prone and cum-
bersome analytical continuation.
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6 Superconductivity

Next we turn to the task of calculating the superconducting order and critical temperature Tc
from the antiferromagnetic spin-fluctuations. The general procedure has already been indicated
in Fig. 8(c). More specifically, the first step is the calculation of the full vertex F from Γph
(plus the crossing symmetrically related ph channel), by summing the Bethe-Salpeter ladder
diagrams in this channel(s). This calculation includes spin and charge fluctuations, but in the
Hubbard model spin-fluctuations prevail. In the second step, we insert these spin-fluctuations
into the pp channel. That is, we calculate Γpp = Λ+Φph +Φph. Since no pp reducible diagrams
have yet been included (except for the local ones), we can also rewrite this as Γpp = F −Φlocal

pp .
From this Γpp we can next recalculate F including superconducting fluctuations via the Bethe-
Salpeter equation in the pp channel. This is akin to the Schwinger-Dyson Eq. (3) in the ph
channel, except that we have to properly rotate the momenta and to use Γpp instead of Γph.
Similarly as in RPA [Eq. (7)], we get a superconducting (SC) susceptibility of the form

χSC,q=0ω=0 =
∑
kk′νν′

χ0
(

1+Γpp,q=0ω=0 χ
0
)−1

. (10)

Here, we are interested in the instability at ω = 0 and the coupling of two fermions with
momentum k and −k into a Cooper pair as in Fig. 8(c), i.e., a total momentum q = 0 in the pp
channel.13 The generalized14 bare bubble susceptibility at ω = 0 and q = 0 is

χ0
kk′νν′ = Gk′ν′G−k−νδ(k− k′)δν,ν′ (11)

and the double underlines denote matrices with respect to kν and k′ν ′.
In order to obtain superconductivity, i.e., a diverging χSC,q=0ω=0 one of the eigenvalues λ of the
matrix−Γpp,q=0ω=0 χ

0 has to approach λ = 1. For electron-phonon mediated superconductivity

this is simple since the electron-phonon coupling gives rise to an attractive (negative) Γpp. For
the repulsive Hubbard model, this is much more difficult to achieve since Γpp also includes the
repulsive (positive) Coulomb interaction +U. Nonetheless, an attraction can be mediated by
antiferromagnetic spin-fluctuations through retardation (ν, ν ′) and non-locality (k, k′). The k,
k′ structure of the diverging (λ → 1) eigenvector (or the corresponding real space structure)
determines the symmetry of the superconducting symmetry breaking and gap (s-wave, d-wave
etc.). For phonons with an across the board attraction, one gets s-wave superconductivity. For
the spin-fluctuations in the Hubbard model d-wave is more favorable to avoid the large local
repulsion +U. 15

In an infinitely-extended strictly two-dimensional system there is no superconductivity at finite
temperatures. Instead, a finite temperature topological Berezinskii-Kosterlitz-Thouless (BKT)

13This q is not to be confused with that in the ph channel which is peaked around Q = (π, π) and corresponds
to another combination of the external legs of the four-point vertex F .

14without kk′νν′ summation
15For the d-wave, Γpp mediates between momenta k and k′ on the Fermi surface, for which the superconducting

eigenvalue has opposite sign.
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Fig. 18: Superconducting Tc vs. year of discovery for various important superconductors. After
the copper age, there came an iron age, and now we are in the nickel age. From [33] (updated).

transition is possible. At first glance, this is a contradiction to the observed superconductiv-
ity in cuprates and nickelates. However, these materials are not perfectly two-dimensional but
layered quasi-two-dimensional materials. In this situation, and with the strongly increasing
correlation length around the BKT transition, even a tiny coupling in the inter-layer direction
will trigger superconductivity, a little bit below the BKT transition. In the DΓA calculation,
a self-consistency is necessary to (possibly) get a BKT transition. Without the self-consistent
feedback of the superconducting fluctuations, we eventually get a mean-field kind of supercon-
ducting transition and a finite Tc which is closer to experiment than the ideal two-dimensional
calculation with a BKT transition.

As for superconducting materials, the nickelate superconductors [32] have led to enormous
theoretical and experimental efforts. One therefore also speaks of the nickel age for supercon-
ductivity, see Fig. 18.

Also shown are hydrogen-based superconductors that are phonon-mediated and have a Tc close
to room temperature, but only under the enormous pressure of a diamond anvil cell. Hence
the challenge is to increase Tc for the unconventional (i.e., not phonon-mediated) correlated
superconductors or to reduce the pressure for the hydrogen-based superconductors. Here, the
nickelates have a Tc that is still quite substantially below that of the cuprates. However, one
can expect Tc to further increase somewhat with new and better synthesized nickelate films.
For example, Tc above 30 K was demonstrated recently for infinite-layer nickelates [34]. The
high hope is that infinite-layer nickelates and cuprates, being very similar but also decisively
distinct, put us in the ideal situation to discriminate the essentials from the incidentals for high-
temperature superconductivity. The iron pnictides and Ruddlesden-Popper nickelates are in-
stead pretty far away from the cuprate or nickelate physics with their imminent multi-orbital
physics.
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Fig. 19: Center: Superconducting Tc vs. doping x of SrxNd1−xNiO2 as predicted by DΓA [30]
and “a posteriori” [35] confirmed experimentally; the agreement further improved after syn-
thesizing “defect free” films [36]. “A priori” [32] a single nickelate superconductor was
known. The Tc of Nd6Ni5O12 aligns as well [37, 38]. More recently, also the underlying spin-
fluctuations and one-electron states were found to agree excellently with resonant inelastic x-ray
scattering (RIXS, left) [39, 40] and angular-resolved photoemission spectroscopy (ARPES,
right) [41–43]. As these enter the calculation of Tc, indicated by the arrows, this gives us
altogether a high level of confidence that the modeling is correct and accurate. (Note, the
experimental ARPES dispersion is from the 2nd derivative, which also shows waterfalls in the-
ory [43, 44].) For such a notoriously difficult to determine quantity as the superconducting Tc
and without adjustable parameters, the accuracy is indeed astonishing.

In Sec. 4, we have already pointed out that the nickelates can be described by a one-band
Hubbard model with an approximately adjusted doping; and in Fig. 17 we have shown the thus
calculated spectrum with a pseudogap for the (non-superconducting) parent compound NdNiO2.

For this nickelate Hubbard model, we find [30] (not surprisingly) d-wave superconductivity in
ladder DΓA. The superconducting Tc vs. doping is plotted in Fig. 19 as a function of Sr-doping.

Actually the theoretical calculation was a prediction here since, when three years ago supercon-
ductivity in nickelates has been discovered [32], only a single Tc at 20% doping was available
at first because of the difficulties to synthesize Nd1−xSrxNiO2 in the low oxidation state Ni+1.
With the recent progress to synthesize clean superconducting nickelate films [36], the theoreti-
cal predicted phase diagram has been spectacularly confirmed in experiment, see Fig. 19. Also
the strength of spin-fluctuations that were found to mediate superconductivity in DΓA and the
one-particle electron spectrum were predicted correctly, see Fig. 19 left and right panel, respec-
tively. This provides altogether a high level of confidence that we have achieved an excellent
modeling of infinite-layer nickelates, using a novel methodology for the calculation of strongly
correlated superconductors.

The physical reason that we see in Fig. 19 a superconducting dome is two-fold: The downturn
at large doping is because antiferromagnetic spin-fluctuations get weaker the further we are
away from half-filling. The down-turn at small doping, towards half-filling, on the other hand
is a consequence of the pseudogap which develops in this doping region, see Fig. 17. Thus, the
electron propagators in Fig. 8(c) lose coherence in a larger part of the Fermi surface, and the
superconducting susceptibility is suppressed despite considerable spin-fluctuations.
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Recently also finite-layer variants of the infinite-layer nickelate superconductor have been syn-
thesized [37]. These have very similar hopping parameters and physics [38,45]. Their Tc agrees
with DΓA as well [38, 45] (and with the Tc of the infinite layer nickelates shown in Fig. 19).
Here, DMFT indicates that, if we only have a few layers, finite-layer nickelates have no pockets.
This is confirmed by a—in contrast to infinite-layer nickelates—positive (hole-like) hall resis-
tivity [37]. The absence of pockets also further corroborates the picture of a decoupled reservoir
that is not relevant for superconductivity as advocated in Fig. 9. Altogether the DFT+DMFT
and DΓA calculations for nickelates and the experiments for the different nickelates provide
for a consistent picture [38]. This gives us some hope that we might finally be able to actually
calculate and predict superconducting Tc’s, the arguably biggest challenge of solid state theory.

7 Conclusion and outlook

Diagrammatic extensions of DMFT are very appealing in several ways: They combine the good
description of DMFT with the, to the best of our knowledge, most important non-local physics.
In this chapter we have focused on spin-fluctuations and how they mediate superconductivity,
but other fluctuations such as charge fluctuations, weak localization corrections, excitons—you
name it—are treated on an equal footing. Also (quantum) criticality can be described, a topic
that has been discussed in an earlier Jülich Autumn School [14]. Diagrammatic extensions of
DMFT are also very appealing since they merry quantum field theoretical with its qualitative
understanding and numerics which is unavoidable for a quantitative description of strongly
correlated electrons systems.
Different variants of diagrammatic extensions of DMFT exist, and for the sake of brevity we
have concentrated here on the first (and widely employed) variant: the dynamical vertex approx-
imation. All variants have in common that they calculate a local vertex and construct non-local
correlations from this vertex diagrammatically. In regions of the phase diagram where non-
local correlations are short range, results are similar to those from cluster extensions of DMFT.
However, the diagrammatic extensions also offer the opportunity to study long-range correla-
tions, which is key for (quantum) criticality but also important in other situations, as well as to
calculate materials with many orbitals [17].
There is still plenty of room for improvement: starting from (i) various self-consistencies, using
(ii) a clusters instead of a single site as a starting point [46], (iii) compactifying the vertex with
various methods such as the intermediate representation (IR) in frequency space [23], quantics
tensor trains (see Chapter “Learning Feynman Diagrams with Tensor Trains” by X. Waintal [3]),
the truncated unity in momentum space [22], and the single-boson exchange [24] in Feynman
diagram space. The hope is that the reduced memory burden then allows parquet DΓA cal-
culations at lower temperatures or with multi orbitals. Another development has been (iv) the
calculation of the underlying two-particle vertices directly for real frequencies, which is pos-
sible using the numerical renormalization group (NRG) method, see Chapter “The physics of
quantum impurity models” by J. von Delft in 2022 [4].
In this chapter, we have concentrated on antiferromagnetic spin-fluctuations and how they me-



14.24 Karsten Held

diate superconductivity. The Tc predicted for nickelates well agrees with experiment—actually
much better than what we dared to hoped for. This gives us some confidence that we are on
the right track to better model and understand superconductivity, that we eventually have the
tools to predict Tc for new materials. While many theoreticians in the many-body community
consider antiferromagnetic spin-fluctuations to be at the origin of high temperature supercon-
ductivity, the mechanism for unconventional superconductivity remains hotly debated. Maybe
through a careful analysis and predictions we can now prove that this is indeed the microscopic
mechanism for high-temperature superconductivity.
Diagrammatic extensions of DMFT such as the DΓA also offer the opportunity to study many
other phenomena and to do material calculations. This leaves plenty of opportunities for the
next generation of physicists.
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1 Introduction: why quantum computers for
dynamical mean-field theory?

Quantum computers were originally proposed to solve the challenges met by classical comput-
ers to tackle the quantum many-body problem [1]. One famous representative of these problems
is the Fermi-Hubbard model [2]

H =
∑
ij,σ

tij c
†
iσcjσ + U

∑
i

ni↑ni↓ − µ
∑
i

ni, (1)

which describes the competition between a kinetic term with hopping amplitudes tij that fa-
vors delocalized states, and an interaction term with interaction strength U that favors localized
states, with extra complexity coming from the possibility to tune the average density using
a chemical potential µ. Here, creation (resp. annihilation) operators c†iσ (resp. ciσ) create elec-
trons of spin σ =↑, ↓ on lattice site i, and niσ = c†iσciσ, ni = ni↑+ni↓. Among other reasons, the
purported relation between this model and the physics of high-temperature cuprate supercon-
ductors spurred early and prolonged interest into the phase diagram of this model, with phases
as diverse as Fermi liquids, Mott insulators, superconductors or charge density insulators.
In particular, one central object to elucidate these phase diagrams is the so-called spectral func-
tion A(k, ω), a quantity that is accessible via, e.g., angle-resolved photoemission experiments:
its momentum k and energy ω dependence contains distinctive features of the aforementioned
phases. From a computational point of view, the spectral function can be computed from the
imaginary part of the retarded Green function GR(k, ω) (A(k, ω) = − 1

π
ImGR(k, ω)), itself

defined as the space and time Fourier transform of the following sum of correlation functions

GR(i, j; t) = Θ(t)
(
−i
〈
ci(t)c

†
j

〉
− i
〈
c†jci(t)

〉)
. (2)

Here, the average denotes 〈· · · 〉 = 1
Z

Tr
(
e−βH · · ·

)
, with the partition function Z = Tr(e−βH)

and the inverse temperature β = 1/T. Time-dependence is to be understood in the Heisen-
berg picture, ci(t) = eiHtci e

−iHt. In the zero-temperature limit, the average becomes 〈· · · 〉 =

〈Ψ0| · · · |Ψ0〉, with |Ψ0〉 the ground state of H. The retarded Green function describes how an
electron created at site j (c†j) in the system (described by a Gibbs state at finite temperature or
the ground state at zero temperature) propagates to site i for a time t, where it is annihilated
(and likewise for a hole, described by the second term). From this definition, one sees that
computing A(k, ω) implies the ability to describe the time evolution of an electron or a hole in
a quantum system prepared in its Gibbs or ground state.

1.1 The difficulties of classical methods. . . and of quantum computers

Due to the many-body nature of the problem, traditional mean-field theories fail to properly
describe these states and their subsequent evolution: for instance, the Hartree-Fock method does
not capture Mott insulators because they cannot be described with single Slater determinants.
In other words, Hubbard physics is generally not described well by single-particle physics:
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correlations (essentially entanglement beyond the trivial entanglement required by the Pauli
principle) play an important role. This warrants the use of more sophisticated classical methods.
These are either exact, but with a cost exponential in some parameter (like the system size in
exact diagonalization or some quantum Monte Carlo methods)—or approximate, and therefore
limited to certain regimes (think of tensor networks, which are limited to weakly entangled
states).
These limitations (some of which were known when quantum computers were first proposed)
make processors with quantum properties—commonly called quantum computers or quantum
simulators—ideal candidates for computing the spectral function: if these many-body systems
can be engineered or programmed to follow similar dynamics to Hubbard dynamics, the time
evolution of the processor will require resources than scale, at least at face value, only linearly
with the size of the system and evolution time: to reach, say, larger lattice sizes, one just has
to add more “particles” (or quantum bits, as we shall call them), and perform longer time evo-
lutions. . . raising hope for exponential speedups to perform time evolutions. Several quantum
algorithms, which we will explain in this lecture, were proposed to exploit this fact.
However, as we shall see, quantum algorithms are subject to strong constraints inherent to their
quantum nature. A major constraint, which became obvious with the advent of physical realiza-
tions of quantum computers in the last decade, is decoherence, namely unwanted entanglement
with the outside environment. Decoherence places hard limitations on the duration (number
of operations) of quantum algorithms, which rules out many textbook quantum algorithms if
no countermeasures are taken. It can possibly be suppressed with quantum error correction
techniques, but these in turn require formidable resources that will remain out of the reach of
quantum processors for many years. Worse still, even in the absence of decoherence, the local
nature of available operators and measurements, and the projective nature of the latter, also need
to be taken into consideration when designing a quantum algorithm, and when comparing it to
classical counterparts. Finally, even on a complexity-theoretic level, preparing ground states
or low-temperature states of many-body systems is likely hard (that is, exponential) even for
perfect quantum computers.
Quantum processors are therefore not to be considered a silver bullet to solve strongly-correlated
models like the Hubbard model, but rather as powerful heuristics that could outperform classical
heuristics in some difficult regimes whose precise delineations yet need to be determined. . . One
should perhaps even consider quantum processors as coprocessors to be used in combination
with classical heuristics to reach regimes hitherto inaccessible to either classical or quantum
algorithms: in the same way as graphics processing units (GPUs) are now used routinely to
speed up some linear algebra operations, quantum processing units (QPUs) could be used to
accelerate some well-defined subroutines of an otherwise classical program.

1.2 A method to reduce the complexity of the problem

One very successful classical heuristic for tackling the Hubbard model is dynamical mean-field
theory (DMFT, [3]). It maps the Hubbard model to a simpler, yet still many-body problem
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Fig. 1: DMFT self-consistency cycle: a lattice model (here the Hubbard model) is self-
consistently mapped to an impurity model, defined by its hybridization function ∆(ω). This
impurity model can be represented with an Anderson impurity Hamiltonian describing a cor-
related impurity site coupled to noninteracting bath sites (right). Quantum processors can be
used to solve the impurity model, namely compute its Green function Gimp(ω).

called an impurity model. This impurity model describes one (or a few) interacting fermionic
sites embedded in a noninteracting environment. The properties of this environment are adjusted
to have the Green function of the impurity GR

imp(ω) match the local component of the lattice
Green function GR

loc(ω) =
∑
kG

R(k, ω). This mapping is exact only in the limit of lattices of
infinite dimensions thanks to the local nature of the Hubbard interaction, but DMFT is typically
used in lower dimensions. Yet, it is able, among other successes, to capture the Fermi-liquid
to Mott-insulator transition. Perhaps more importantly, DMFT comes with a control parameter,
the number Nc of correlated sites (also called the size of the impurity “cluster”) of the impurity
model: it becomes exact in the limit of infinite Nc; gradually increasing Nc until convergence
of quantitites of interest provides a well-defined way of quantifying errors.

Over the years, very sophisticated methods to solve this correlated, yet simpler impurity model,
called “impurity solvers”, have been developed. While some of these impurity solvers (think of
the numerical renormalization group or segment-picture continuous-time quantum Monte Carlo
solvers) yield essentially exact solutions for the Nc = 1 case at equilibrium, they face a number
of difficulties beyond this regime. For instance, as the number Nc of impurities (or orbitals
when going beyond the single-orbital Hubbard model) increases, the exponential wall plaguing
classical methods to tackle the Hubbard model makes its comeback. Besides, many of these
solvers (like quantum Monte-Carlo methods) work on the imaginary time axis, and thus require
uncontrolled analytical continuation techniques to obtain data on the real axis. Conversely, most
real-axis techniques (like exact diagonalization) must deal with the large number of bath sites
used to represent the noninteracting environment, and the associated exponential complexity.
As for tensor network techniques, the time evolution required to obtain Green functions may
lead to large entanglement levels and thus make these methods either unreliable or unpractical.
All these issues are made worse when turning to out-of-equilibrium regimes, which are beyond
the scope of this lecture.
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Given these limitations of impurity solvers, quantum computers, now that the problem has
been “distilled” down from a large lattice problem to its “quantum quintessence”, an impurity
model, appear as interesting candidates to reach regimes that are out of the reach of classical
impurity solvers: for instance, the regime of large cluster size Nc, or the long-time limit needed
to resolve low-energy components of the spectral function. Even though the inherent difficulties
of quantum computers are still there, they are made less severe by the reduction to an impurity
model.
The goal of this lecture is to explain how the impurity problem of DMFT could be tackled by
quantum computers in theory (that is, with perfect or error-corrected quantum computers), but
also in practice (taking into account the limitations of current and near-term quantum hardware).
To this aim, we will first very briefly recall the DMFT formalism (illustrated in Fig. 1), and then
introduce the basic tools of quantum computing. Then, we will describe the textbook quantum
algorithms that can be used to solve impurity models, before turning to the practical issues and
how other types of algorithms can be used to try and overcome those issues.

2 Dynamical mean-field theory and impurity solvers

In this section, we briefly introduce the main DMFT concepts, and in particular the main com-
putational bottleneck of DMFT, the impurity model. We also explain the main challenges of
classical methods.

2.1 Self-consistency equations

The main target of equilibrium DMFT is the lattice retarded Green function,GR(k, ω) (Eq. (2)).
A perturbation expansion of the Hubbard Hamiltonian (Eq. (1)) in powers of the interaction U
generates a series expansion around the unperturbed Green function GR

0 (k, ω). This series can
in turn be cleverly resummed to yield the following equation, called the Dyson equation

GR(k, ω) = GR
0 (k, ω) +GR

0 (k, ω)Σ(k, ω)GR(k, ω), (3)

with a new object, Σ(k, ω), called the self-energy, that vanishes when U vanishes. This self-
energy captures the effect of interactions on the propagation of electrons. In the limit when the
Hubbard model is defined on a lattice with infinite dimensions, the self-energy becomes local,
namely independent of k. DMFT consists in (i) making the approximation that the self-energy
remains local also in finite (and even low) dimensions, and (ii) using a surrogate model, which
we will later call impurity model, from which a local self-energy Σimp(ω) can be computed
as an approximation to the lattice self-energy. This surrogate model also originates from the
infinite-dimensional limit of the Hubbard model. It is defined by its action

Simp =

∫∫ β

0

dτdτ ′
∑
σ

c∗σ(τ)
(
− G−10 (τ−τ ′)

)
cσ(τ ′) +

∫ β

0

dτ Un↑(τ)n↓(τ) . (4)

Here, c∗iσ(τ) and ciσ(τ) denote two Grassmann fields. Simp depends entirely on U and on the
noninteracting Green function G0 (here given in imaginary time τ for simplicity; in general,
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fR(ω) can be recovered, at least formally, from f(τ) by first Fourier transforming f(τ) to
f̃(iωn) =

∫ β
0

dτ eiτωnf(τ) and then performing an analytical continuation fR(ω) = f̃(z =

ω+iη)). GR0 , ΣR
imp and the impurity Green function GR

imp are related by the Dyson equation:
ΣR

imp(ω) = G−10 (ω)−
(
GR

imp

)−1
(ω). One often defines the hybridization function ∆R(ω) as

∆R(ω) = ω + µ− G−10 (ω). With this, the impurity action reads

Simp = Sloc + Shyb. (5)

Here, Sloc =
∫ β
0

dτ
∑

σ c
∗
σ(τ) (∂τ−µ) cσ(τ)+

∫ β
0

dτ U n↑(τ)n↓(τ) is easily seen to be the action of
a single correlated site, namely a single fermionic site with potential energy −µ and interaction
energy U to penalize double occupancies. The hybridization term in the impurity action, Shyb =∫∫ β

0
dτdτ ′

∑
σ c
∗
σ(τ)∆(τ−τ ′)cσ(τ ′), describes how this site is coupled to an environment that

is completely characterized by the (dynamical) mean-field ∆R(ω). This dynamical mean-field
a priori describes an infinite number of degrees of freedom. Since the spectral function is the
central object of interest, one adjusts the surrogate model (and hence ∆R(ω)) in such a way that
its Green function GR

imp(ω) coincides with the local component of GR(k, ω)

GR
imp(ω)

[
∆R
]

=
∑
k

GR(k, ω)
[
∆R
]
. (6)

In this self-consistency equation, we made explicit the functional dependence on ∆R: (i) as
the Green function of Simp, GR

imp is directly a functional of ∆R (see Eq. (9) below); (ii) the
dependence of GR(k, ω) comes from the Dyson equation (3), which, when performing the
DMFT approximation Σ(k, ω) ≈ Σimp(ω), explicitly reads

GR(k, ω) =
1

ω − ε(k) + µ−ΣR
imp(ω)[∆R]

, (7)

with ε(k) the space Fourier transform of the hopping matrix tij of the Hubbard model (Eq. (1)).
Finally, ΣR

imp(ω)[∆R] = ω+µ−∆R−GR
imp(ω)−1

[
∆R
]
. Putting everything together, we obtain

a fixed-point equation

GR
imp(ω)

[
∆R
]

=
∑
k

1

∆R(ω) +GR
imp(ω)−1 [∆R]− ε(k)

. (8)

Solving DMFT amounts to adjusting ∆R(ω) to fulfill the above equation. It is usually solved
iteratively. The process crucially hinges on the ability to find a GR

imp(ω) for a given ∆R(ω). We
will henceforth refer to this task as “solving the impurity model”: it is the bottleneck of DMFT.
We note that the derivation above can easily be adapted to the case of several correlated atoms
(or “impurities”) instead of one (this is then called “cluster DMFT”), and to the nonequilibrium
case (“out-of-equilibrium DMFT”).
Before turning to solving impurity models, let us emphasize that imposing constraints at the
level of the (single-particle) Green function is a choice driven by the physical question at stake
(here the study of phase transitions with order parameters related to G). Other choices are pos-
sible, leading to a whole spectrum of so-called quantum embedding theories (of which DMFT
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is the earliest representative): one may require self-consistency on “simpler” objects (like one-
particle reduced density matrices 〈c†icj〉 (same as DMFT but with no time dependence), leading
to theories like density-matrix embedding theory (DMET, [4]) or rotationally-invariant slave
bosons (RISB, [5, 6])), or on more sophisticated objects (like two-particle Green functions,
leading to theories like the dynamical vertex approximation, DΓA [7]). In the former case, one
can have the intuition that the corresponding surrogate model will be simpler; conversely, in the
latter case, the impurity model should be more complicated [8]).

2.2 Classical impurity solvers. . . and their limitations

In this section, we briefly address the problem of finding the Green function Gimp for a given
hybridization function ∆. In a Grassmann path integral formalism, it is given, as a function of
imaginary time τ , by the expression

Gimp(τ) = −
∫
D [c, c∗] cσ(τ)c∗σ(0) e−Simp[∆] . (9)

(We dropped the σ dependence in Gimp to simplify notation, but phases with spin-symmetry
breaking can be studied). Impurity solvers can be classified in two main families, Hamiltonian-
based solvers and action-based solvers.

2.2.1 Hamiltonian-based solvers

We start with Hamiltonian-based solvers, whose formalism is more directly translatable to quan-
tum algorithms. In Hamiltonian-based solvers, one introduces a Hamiltonian model, dubbed the
“Anderson impurity model” (AIM)

HAIM = U n↑n↓ − µ
∑
σ

c†σcσ +
∑
kσ

εk a
†
kσakσ +

∑
kσ

Vk

(
a†kσcσ + h.c.

)
, (10)

which describes a single atom (called the impurity) with potential energy−µ and interaction en-
ergy U coupled via hopping terms Vk to a bath of noninteracting fermions with energies εk (and
creation (resp. annihilation) operators a†kσ (resp. akσ)). This model was originally introduced
by Anderson to describe isolated impurities in metals [9], hence its name. It is also central
to explain so-called Kondo physics (a Schrieffer-Wolff transformation of this model yields its
low-energy simplification, the Kondo model). We are now going to show that the hopping Vk
and energy εk parameters can be adjusted so that the Green function of this model coincides
with the impurity Green function (Eq. (9)).
The Green function of the impurity site in HAIM is given by

GAIM(τ) = −
∫
D [c, c∗, ak, a

∗
k] cσ(τ)c∗σ(0) e−SAIM , (11)

where SAIM is the action corresponding to HAIM. Since SAIM is quadratic in the bath fields ak(τ)

and ak(τ)∗, they can be integrated out∫
D [ak, a

∗
k] e

−SAIM = e−Sloc−
∫∫ β

0 dτdτ ′
∑
σ c
∗
σ(τ)∆AIM(τ−τ ′)cσ(τ ′)
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with ∆R
AIM(ω) =

∑
k V

2
k /(ω+iη−εk). By comparing Eqs (11) and (9), we see that GAIM can

be made to coincide with Gimp provided ∆R
AIM(ω) = ∆R(ω). In other words, if one can find

parameters (Vk, εk) such that

∆R(ω) =
∑
k

V 2
k

ω + iη − εk
, (12)

then the AIM’s Green function coincides with that of the impurity. This exact correspondence
(up to a fit) between our action-based impurity model and a Hamiltonian model makes it possi-
ble to tackle the impurity model with a variety of Hamiltonian-based techniques. Before we turn
to the main methods and their limitations, let us emphasize that the fitting problem (Eq. (12)) it-
self is not straightforward: in practice, one needs to perform this fit with a finite number of bath
orbitals, possibly leading to fitting errors and finite-size effects. Different choices of metrics to
optimize the fitting parameters (Vk, εk) will a priori lead to different results.
Hamiltonian-based techniques consist in finding the eigenvectors |Ψα〉 and eigenvalues Eα of
HAIM to compute the Green function. Indeed, one can rewrite, in the operator formalism,
GAIM(τ) = −Tr

[
ρ cσ(τ)c†(0)

]
, with ρ = e−βHAIM/Z (and τ > 0 here). Inserting completeness

relations and expanding the trace, we get GAIM(τ) = − 1
Z

∑
α,α′ e

−βEαe−τ(Eα′−Eα)
∣∣〈Ψα|c|Ψα′〉∣∣2

that becomes, once Fourier-transformed to Matsubara frequencies iωn, the so-called Lehmann
representation

GAIM(iωn) = − 1

Z

∑
α,α′

e−βEα′ + e−βEα

iωn−(Eα − Eα′)
|〈Ψα|c|Ψα′〉|2 . (13)

In the zero-temperature limit (β →∞)

GAIM(iωn) = −
∑

α∈HNe+1

1

iωn − (E0−Eα)

∣∣〈Ψ0|c|Ψα〉
∣∣2−∑

α∈HNe−1

1

iωn − (Eα−E0)

∣∣〈Ψα|c|Ψ0〉
∣∣2. (14)

where we supposed that the ground state |Ψ0〉 contains Ne electrons, and HNe±1 denotes the
eigenspace with Ne ± 1 electrons. The spectral function Aimp(ω) = − 1

π
ImGAIM(z = ω+iη)

thus has Dirac delta peaks at energies ω = E0−Eα (with α ∈ HNe+1, namely minus the electron
addition energy) and ω = Eα−E0 (with α ∈ HNe−1, namely the electron removal energy).
The numerical challenge thus consists in finding the eigenvectors |Ψα〉 and eigenvalues Eα of
HAIM (at low temperatures, only the low-lying ones). The sheer size of the Hilbert space (4Nc+Nb

if we denote byNb the number of bath sites) makes it a difficult problem, but the methods below
either try to exploit the sparsity of HAIM and the fact that only the low-lying states are needed,
or use a compressed state representation that works well when entanglement is low.

Exact diagonalization: Lanczos method. A first method, called the Lanczos method (see
[10]), avoids theO

((
4Nc+Nb

)3) cost of a direct diagonalization ofHAIM by using the sparsity of
HAIM: in the Fock basis representation of HAIM (Eq. (10)), the number of nonzero elements per
row or column of HAIM is of the order of s = O(Nc+Nb). Thus, matrix-vector multiplications
HAIM|Ψ〉 take only O

(
s4Nc+Nb

)
time. This property is exploited in the Lanczos method by

finding the matrix of HAIM in the so called Krylov basis {|χn〉}n=1...K of the K-dimensional
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vector space spanned by the family
{
|Φ0〉, HAIM|Φ0〉, H2

AIM|Φ0〉, . . . , HK
AIM|Φ0〉

}
, with |Φ0〉 is an

initial state that must not be orthogonal to the exact ground state |Ψ0〉. HAIM is tridiagonal in
this basis, which makes it easy to compute its ground state energy. The error on the ground state
energy obtained in this reduced space decreases exponentially with K [10].
Let us now turn to the Green function. Using Eq. (2) in the case of the AIM and at zero
temperature, we obtain

GR(t) = Θ(t)
(
−ieiE0t

〈
Ψ0

∣∣cσe−iHAIMtc†σ
∣∣Ψ0

〉
− ie−iE0t

〈
Ψ0

∣∣c†σeiHAIMtcσ
∣∣Ψ0

〉)
. (15)

Taking the Fourier transform of the first term (the second term, G<(ω), can be dealt with in a
similar fashion), and inserting resolutions of the identity, we obtain

G>(ω) = −i
∑
α

∫ ∞
0

dt eiωt
〈
Ψ0

∣∣eiHAIMtcσ e
−iHAIMt

∣∣Ψα〉〈Ψα∣∣c†σ∣∣Ψ0

〉
(16)

= −i
∑
α

∫ ∞
0

dt ei(ω+E0−Eα)t
∣∣〈Ψα|c†σ|Ψ0〉

∣∣2. (17)

Performing the integration and adding a η > 0 factor to ensure convergence, we find the so-
called resolvent form of the Green function

G>(ω+iη) =
∑
α

∣∣〈Ψ0|cσ|Ψα〉
∣∣2

E0−Eα + ω + iη
=
〈
Ψ0

∣∣cσ 1

E0−H + ω + iη
c†σ
∣∣Ψ0

〉
. (18)

Having computed |Ψ0〉 and E0 in the first Lanczos step, one can now perform a second Lanczos
step, this time with |Φ0〉 ∝ c†σ|Ψ0〉. In the corresponding second Krylov basis, taking advantage
of the fact that H is tridiagonal in any Krylov basis, one can easily write a continued fraction
expression for G>(ω+iη). One can thus obtain an approximation of the Green function in real
frequency with a run time that scales (with a naive estimate) as O(sK4Nc+Nb).

Matrix product states: density matrix renormalization group method A second method
allows avoiding the exponential cost of storing the wave function by assuming the bipartite
entanglement in the system is low. Instead of representing the wavefunction as

|Ψ〉 =
∑
b1,...bN

ψb1,...bN |b1, . . . , bN〉, (19)

withN = 2 (Nc+Nb), with associated storage cost 2N , we assume the wavefunction amplitudes
to be representable as

ψb1,...bN =
∑

α1,...αN−1

[
A(1)

]b1
α1

[
A(2)

]b2
α1,α2

· · ·
[
A(2)

]bN−1

αN−2,αN−1

[
A(1)

]bN
αN−1

, (20)

with N rank-3 tensors
[
A(k)

]bk
αk−1,αk

—or matrices if one considers bk to be fixed, hence the
name “matrix product state” (MPS) representation. This is illustrated in Fig. 2(a). Each tensor
index has dimension 2, χ, χ for bk, αk−1 and αk, respectively, with χ called the bond dimension
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−λ( −1)

(c)

(e)

= λ

with

E = M
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=

=

(b)
=
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−λ( )

=
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=

A2

T2

M

Ψ H

Fig. 2: Matrix product states and the density matrix renormalization group method. (a) MPS
representation of |Ψ〉. (b) MPO representation of H . (c) Tensor-network representation of the
energy functional of DMRG. (d) TN representation of a partial derivative. (e) TN representation
of the eigenproblem (thick lines denote groupings of tensor legs).

of the MPS. The total storage cost thus scales as O(Nχ2): it is now linear in the number
N ∝ Nc+Nb of sites! However, a fixed bond dimension χ places a limitation on how large
the so-called von Neumann entanglement entropy S of the state can be. One can easily show
that χ needs to fulfill χ ≥ 2S ( [11]); otherwise, truncation errors appear. It turns out that for
Anderson impurity models with Nc = 1, one can always make the problem one-dimensional, in
which case known results about the entanglement entropy of ground states of one-dimensional
Hamiltonians apply: S follows an “area law”, which in 1D means that S ∝ const. This allows
for a very inexpensive storage of the ground state of the AIM for the Nc = 1 case.

To find the actual MPS form of the ground state, one usually resorts to a variational algo-
rithm known as the density matrix renormalization group algorithm (DMRG), which con-
sists in minimizing

〈
Ψ(A(1), . . . , A(N))

∣∣H∣∣Ψ(A(1), . . . , A(N))
〉

while imposing normalization,〈
Ψ(A(1), . . . , A(N))

∣∣Ψ(A(1), . . . , A(N))
〉

= 1, (Fig. 2(c)). Writing stationarity conditions for a
given tensor A(k) (given a fixed value of the other N−1 tensors) leads to an eigenvalue problem
H

(k)
eff ψ

(k) = E(k)ψ(k) with ψ(k) of size 2χ2 (Fig. 2 (e)): it can be easily solved exactly. The
process is then iterated over k = 1, . . . , N several times (sweeps) until convergence of the indi-
vidual tensors. The computational cost thus scales as Ns (2χ2)

3 with Ns the number of sweeps,
if one uses a direct diagonalization procedure.

With the ground state in hand, one can now in principle compute the Green function: in Eq. (15),
we see that to get the first term, we need to start from |Ψ0〉, apply a creation operator to get
c†σ|Ψ0〉, time evolve (e−iHAIMt) and then project back onto c†σ|Ψ0〉. The operation c†σ|Ψ0〉 is
straightforward to perform with matrix product states. The time evolution can be performed
with a number of methods. The most straightforward one is time-evolving block decimation
(TEBD), which consists in splitting the time-evolution operator e−iHAIMt in a sequence of so-
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called Trotter time steps

e−iHAIMt =
(
e−iHAIMt/Nt

)Nt

≈
(

1− iHAIM
t

Nt

)Nt

. (21)

Then, the operator δU ≡ 1− iHAIM
t
Nt

(represented in so-called matrix product operator, MPO,
format) is applied to the current wavevector (represented in MPS format) Nt times. This is in
principle simple, but the bond dimension χ of the MPS is not conserved upon application of δU :
it generically increases, because time evolving the ground state generates excited states that are
usually more entangled than the ground state, and thus requires a larger bond dimension to be
represented exactly. One faces a dilemma: either ones tries to keep up with the increasing en-
tanglement by increasing χ (but one quickly reaches memory limits), or one truncates the MPS
to a fixed maximal bond dimension, thereby incurring truncation errors. More sophisticated
methods exists (see [12] for a review), but they generically meet the challenge of an increasing
entanglement entropy with evolution time t.

2.2.2 Action-based solvers

The above methods rely on a Hamiltonian representation (Eq. (10)) of the impurity action (5).
A major drawback of these methods is that they require a Hamiltonian model with a large bath
(large Nb) to faithfully represent the hybridization function of DMFT. This large bath, in turn,
leads to large numerical costs (unless one chooses a small bath. . . but then suffers from large
finite-size effects).
Action-based solvers avoid this problem by working directly in the action formalism. Starting
from Eq. (5), they fall into two main categories, depending on whether they use an expansion
in powers of Sloc (interaction expansion solvers) or Shyb (hybridization expansion solvers). The
resulting infinite sum is sampled using Monte-Carlo methods. The two categories come with
distinct properties: intuitively, interaction expansion solvers are better behaved when interac-
tions are weak, while hybridization expansion solvers are better behaved in the strong interac-
tion limit. Both families yield the impurity Green function in imaginary time Gimp(τ) exactly
up to statistical uncertainty. It turns out that this statistical uncertainty (namely the variance of
the Monte-Carlo averages used to compute the Green function) generically blows up (exponen-
tially) with decreasing temperature and with increasing cluster size (or number of orbitals) Nc,
a manifestation of the so-called fermionic sign problem. To curb this variance, one in principle
needs very long Markov chains and thus very long run times.
Let us also stress that even in the absence of this sign problem (say in the Nc= 1 case), obtain-
ing the real-time frequency Green function GR

imp(ω) from noisy (due to Monte-Carlo statistical
noise), imaginary-time Gimp(τ), a problem called the analytical continuation, is notoriously dif-
ficult (it amounts to inverting an ill-conditioned matrix), so that it would be highly desirable to
work directly in real time. However, in real time, Monte-Carlo methods struggle with another
sign problem stemming from the complex imaginary factors of the time evolution operator (“dy-
namical sign problem”), strongly limiting these methods to short times, and thus not allowing
enough low-frequency accuracy in the resulting spectral functions.
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3 Quantum computing tools for impurity models

In the previous section, we saw that DMFT can be seen as a classical heuristic that self-
consistently reduces strongly correlated lattice models like the Hubbard model to simpler, yet
still strongly-correlated models known as impurity models (Fig. 1). To compute the spectral
function of the lattice model within the DMFT approximation, one needs to compute the impu-
rity retarded Green function, namely the Green function of a few (Nc) correlated sites exchang-
ing electrons with a large noninteracting fermionic bath. Essentially, as we saw, the computation
of this Green function boils down to computing objects of the form

G>(t) = −i
〈
cσ(t)c†σ

〉
(22)

which, together with its counterpart G<(t) = i〈c†σcσ(t)〉, appear in the definition (2) of the
retarded Green function (here for simplicity we dropped the σ dependence of G, and assumed
Nc = 1; also, because of the Θ(t) appearing in (2), we can assume t > 0).
The goal of this section is to show how quantum computers can be used to compute objects
of form of G>(t) for the specific case of impurity models. If we expand its zero-temperature
expression, we recall that we obtain

G>(t) = −i
〈
Ψ0|eiHAIMt cσ e

−iHAIMt c†σ|Ψ0

〉
. (23)

This form makes it clear that we can decompose the computation in two parts: the computation
of the ground state |Ψ0〉, and the time evolution e−iHAIMt of the ground state with one added
particle. This is similar to the strategy we described above for matrix product states, but as we
shall see, using a quantum processor comes, at least in theory, with added benefits.

3.1 Quantum computing in a nutshell

In this section, we introduce the main tools available to a quantum programmer, with a focus
on tools that will be useful for solving impurity models. In particular, a goal of this section is
to describe a simple way to perform the operation e−iHAIMt on a quantum computer.

3.1.1 Definition of a quantum computer

A quantum computer is a system described by a time-dependent Schrödinger equation

i~
d|Ψ(t)〉

dt
= H(t)

∣∣Ψ(t)
〉
, (24)

and whose initial state |Ψ(t=0)〉 and time-dependent Hamiltonian H(t) can be controlled to
reach a target final state |Ψ(tf)〉, on which observables (hermitian operators) Ô of interest can be
measured. This can be done either in a one-shot way (giving access to a bit of information λwith
a probability given by the overlap of |Ψ(tf)〉with one of the eigenvectors |ϕλ〉 of Ô), or in an av-
erage way (giving access to a statistical estimate of the average value 〈Ô〉 =

〈
Ψ(tf)

∣∣Ô∣∣Ψ(tf)
〉
).
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What this system is varies from one quantum computer implementation to the other. A distinc-
tion is usually made between analog computers (also known as quantum simulators)—whose
Hamiltonian is very specific (e.g with a limited control on the individual degrees of freedom),
and digital (or gate-based) computers—which are characterized by the possibility to control
individually each degree of freedom, with a practical consequence: this individual (or local)
control, complemented with an entangling operation between the degrees of freedom, leads to
a form of “universality”, namely any unitary operation U can be approximated by the unitary
operator corresponding to the full time evolution

U(t) = T exp
(
−i
∫ t

0

H(τ) dτ
)
. (25)

A universal quantum computer can thus be regarded as a machine that implements arbitrary
unitary operations. The space on which these operations are performed is, for mainstream
quantum computers, the Hilbert space ofN two-level systems (aka quantum bits or qubits)HN .
Its size is exponential (dimHN = 2N ), and a generic N -qubit state (recall Eq. (19)) a priori
requires 2N complex coefficients to be represented on a classical computer. While simulating
such a time evolution on a classical computer would a priori involve resources scaling asO(2N),
letting the quantum computer evolve “naturally” leads to resources linear in the number of
degrees of freedom N .
Let us note that quantum computers are not limited to qubit (or spin-1/2) systems. In particular,
a natural candidate implementation for dealing with fermionic systems would be a system with
fermionic degrees of freedom like ultracold fermionic atoms in optical lattices, whose Hamil-
tonian is engineered as close as possible to, say, the Hubbard model. These systems are indeed
promising platforms for gaining insights, among others, into Hubbard physics, with very re-
cent major improvements in the reachable temperatures. In this lecture, however, we will focus
only on qubit-based computers, and within this category, on gate-based quantum computers. As
we shall see, using these computers to tackle fermionic systems will require a translation from
the world of fermions to the world of qubits; but the exquisite control afforded by this type of
computers makes them very convenient to design algorithms.

3.1.2 The circuit model

One usually picks, as a basis of the Hilbert space Hn, the tensor basis of the eigenstates of
Pauli z matrix σz: it is denoted as |b1, . . . , bN〉, with bk ∈ {0, 1} and σ(k)

z |bk〉 = (−)bk |bk〉.
It is usually called the computational basis. In the following, σ(k)

α will denote a Pauli matrix
(α = x, y, z) acting on the k-th qubit.
A quantum computation consists in modifying the state |Ψ〉 by cleverly designing the time
dependence of the Hamiltonian. In gate-based quantum computers, the time evolution U ≡
U(t) (Eq. (25), we drop the t dependence for clarity) is split into a sequence

U =

Ng∏
k=1

Uk (26)
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Fig. 3: Circuit model: a quantum circuit (on the right) describes a sequence of gates, which
are individually implemented in an analog fashion with time-dependent terms in the hardware
Hamiltonian. Reproduced from [13].

of Ng elementary unitary operations Uk, referred to as quantum “gates”, that correspond to
switching-on some terms in the Hamiltonian. For instance, in Fig. 3, the G gate, corresponding
to a unitary UG, may correspond to a Hamiltonian HG(t) = Ω(t)σ

(1)
x /2−δ(t)σ(1)

z , with UG
given by the Dyson series UG = Te−i

∫ t
0HG(τ) dτ . Since HG acts only on the first qubit, so

does UG. Such a single-qubit gate (depicted by a box acting only on one line, namely one qubit)
does not create entanglement (acting with UG on a factorized state yields a factorized state). A
standard single-qubit gate is the Hadamard gate, whose expression in the {|0〉, |1〉} basis reads

UH =
1√
2

(
1 1

1 −1

)
. (27)

In other words, UH|0〉 =
(
|0〉+|1〉

)
/
√

2: the Hadamard gate creates superpositions. Other
important standard single-qubit gates are single-qubit rotations, defined as

Rα(θ) = e−i
θ
2
σα . (28)

They rotate the qubit around the axis α by an angle θ.
Gates depicted as boxes spanning several lines, on the other hand, are many-qubit gates. They
require Hamiltonians that couple several qubits (like, say, H(t) = g(t)σ

(1)
x ⊗σ(2)

x , which gen-
erates a gate UXX(t) = exp

(
−i
∫ t
0
dτ g(τ)σ

(1)
x ⊗σ(2)

x

)
). The specific two-qubit gate shown in

Fig. 3 after gate G is a so-called CNOT gate. Its expression in the {|00〉, |01〉, |10〉, |11〉} basis
reads

UCNOT =


1 0 0 0

0 1 0 0

0 0 0 1

0 0 1 0

 . (29)

For instance, UCNOT|10〉 = |11〉: if the first (“control”) qubit is in state |1〉, the second (“target”)
qubit is flipped. This notion of controlled gate can be generalized: a controlled-U gate Uc is
such that Uc|0〉|ψ〉 = |0〉|ψ〉 and Uc|1〉|ψ〉 = |1〉U |ψ〉.
Let us stress that several Hamiltonians H(t) can yield the same unitary evolution (for instance
several functions g(t) generate the same UXX gate in the example above, provided the integral
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∫ t
0
g(τ) dτ is the same). Thus, going to a circuit-level description of the time evolution instead

of staying at the Hamiltonian level allows one to abstract away the implementation details.
Depending on the architecture, we may have differentH(t) yielding the same unitary evolution.
To benefit from this description, we of course need to be able to switch on and off terms of
the Hamiltonian acting on selected qubits, a property we called “local control” above, and that
analog computers do not possess. Finally, we call “quantum circuit” the graphical representation
of the sequence of gates: it describes the unitary operation that is effected by the quantum
computer.

3.1.3 Time evolution

In view of our goal of computing the Green function (Eq. (23)), there is a special unitary oper-
ation we would like to realize, namely a time evolution (like U = e−iHAIMt in Eq. (23)).
Many quantum algorithms have been and are being developed to perform this task, also known
as the “Hamiltonian simulation problem”. With an analog quantum computer (or quantum
simulator) that directly implements the Hamiltonian under study (say Hhardware = HAIM), this
just consists in letting the system evolve for a time t. For gate-based quantum computers, we
need to find a sequence of gates that at least approximately implements e−iHt (the same method
applies to the more time-dependent case Te−i

∫ t
0 H(τ) dτ ). The most straightforward algorithm,

known as the Trotterization or product formula method, relies on decomposingH as a weighted
sum of, e.g., products of Pauli matrices

H =
M∑
i=1

λiPi, (30)

with λi ∈ R and Pi =
⊗N

k=1 σ
(k)
αk , where here the index αk runs over 0, x, y, z, where σ0 = I by

convention. Because the individual Pauli terms P
i

do not commute with one another, one then
performs a similar time slicing (called Trotterization) as the one we encountered in the TEBD
algorithm in a tensor network context (see Eq. (21))

e−iHt =
(
e−iHt/Nt

)Nt
=

(
M∏
i=1

e
−i λi

Nt
Pit +O

(
t

Nt

)2
)Nt

=
Nt∏
m=1

M∏
i=1

e
−i λi

Nt
Pit +O

(
t2

Nt

)
. (31)

With this slicing, one obtains a sequence of Nt·M unitary operators with the form of a Pauli
rotation RPi(θi) = e−i

θi
2
Pi , with θi = 2λit/Nt.

Let us know show that each RPi(θi) is easy to implement in terms of a simple quantum circuit.
Let us start with a simple case Pi = σ

(1)
z σ

(2)
z . It is easy to check that the circuit shown in Fig. 4

implements R
σ
(1)
z σ

(2)
z

(θ). One easily shows, by induction, that R⊗K
m=1 σ

(km)
z

(θ) is implemented
by a circuit with CNOTS on pairs (k1, k2), (k2, k3), ..., (kK−1, kK), a rotationRz(θ) on theK-th
qubit, and then the reversed sequence of CNOTs, as illustrated in Fig. 4(c). Finally, to perform
a general Pauli rotation (with Paulis on the x and y axis), one performs single-qubit rotations
on the requisite qubits to go back to the z axis. For instance, for Pi = σ

(1)
x σ

(2)
z , noticing that

UHσzU
(†)
H = σx, (32)
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(a)

(b)

(c)

Rz(θ)

Rz(θ) Rz(θ)

H H

Fig. 4: Circuits for RPi(θ). (a) Circuit for R
σ
(1)
z σ

(2)
z

(θ). (b) Circuit for R
σ
(1)
x σ

(2)
z

(θ). (c) Circuit
for R

σ
(1)
z σ

(2)
z σ

(3)
z σ

(4)
z

(θ).

we see that

U
(1)
H R

σ
(1)
z σ

(2)
z

(θ)U
(1)
H = U

(1)
H

(
cos(θ)I − i sin(θ)σ(1)

z σ(2)
z

)
U

(1)
H

= cos(θ)I − i sin(θ)σ(1)
x σ(2)

z

= R
σ
(1)
x σ

(2)
z

(θ).

This is illustrated in Fig. 4(b).

We thus have a generic, approximate way to perform the time evolution of a Hamiltonian that
we have decomposed as a sum of Pauli operators (Eq. (30)). Let us now count the number of op-
erations contained in this circuit: there areNt Trotter steps, each of which containsM operators
of the form RPi(θ). The number of gates in each operator depends on the support si (number
of non-identity Pauli operators) in Pi: we have O(si) gates in the corresponding subcircuit. If
we call s = maxi si, we obtain Ng = O(NtMs), with a total error ε = O(t2/Nt). One usually
wants to adjust Nt to reach a desired error ε: Nt = O(t2/ε) and thus,

Ng = O(Mt2s/ε). (33)

This calls forth several remarks: (i) the number of terms M needs to be “small”. A generic
Hamiltonian in HN will have M = 2N , which is intractable. However, as we shall see, the
Hamiltonians we are interested in have a number of terms M that scales polynomially with
N (which is considered to be tractable); (ii) the longer the evolution time t, the more gates.
Here, the quadratic dependence (instead of the expected linear dependence) comes from the
fact we had to slice the time evolution. We can use higher-order Suzuki-Trotter formulas that
will lead to a scaling that is closer to linear, but with an overhead in the number of gates per
slice (see [14] for a general upper bound on the Trotter error). More advanced methods such as
qubitization [15] achieve a linear scaling, but they usually require additional (“ancilla”) qubits.
They can also achieve a better scaling than 1/ε; (iii) finally, the support s of the terms in the
decomposition of H plays an important role. As we shall see below, the fermionic nature of the
Hamiltonian of interest here leads to quite large supports.
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3.1.4 Quantum measurements and the variance issue

Before we turn to the specifics of fermionic problems on qubit quantum computers, let us exam-
ine one last issue with the quantity we need to compute, Eq. (23). It is expressed as a quantum
mechanical average value 〈ψ|Ô|ψ〉, with operator Ô = U †cσUc

†
σ and U = e−iHAIMt. We have

seen in the previous section how to perform U as a quantum circuit, but what quantum mechan-
ics gives us easy access to is the estimation of 〈ψ|Â|ψ〉, where Â is a Hermitian operator, not
any operator like Ô.
Before we turn to specific quantum circuits that allow us to get access to 〈ψ|Ô|ψ〉, let us focus
on the Hermitian case. In quantum mechanics, the measurement of an observable Â with eigen-
values λ and eigenvectors |ϕλ〉 results (in the nondegenerate case) in a collapse of |ψ〉 to one
of the eigenvectors |ϕλ〉 with a probability given by Born’s rule, p(λ) = |〈ϕλ|ψ〉|2, and gives
access to the value λ of the corresponding eigenvalue. Repeating the circuit and measurement
several (say Ns) times (usually called “shots”) allows to compute a statistical estimator Ā(Ns)

that converges to the expectation value of Â in state |ψ〉 in the large Ns limit

Ā(Ns) =
1

Ns

Ns∑
i=1

λi −−−→
Ns∞

∑
λ

p(λ)λ =
〈
ψ
∣∣Â∣∣ψ〉 = 〈A〉. (34)

Quantum computers can either be used in a one-shot way or to compute averages. The one-shot
way is particularly useful when the distribution p(λ) is peaked around a value λ0 which one
wants to discover: in that case, a single (or a few) shots will yield λ0. As for the computation
of averages, it also works when p(λ) is not peaked, but one has to contend with the statistical
error (standard error on the mean)

∆A(Ns) =

√〈(
〈A〉−Ā(Ns)

)2 〉
=

√
Var(A)

Ns

, (35)

where the second equality holds because independent experiments (shots) are independent and
identically distributed (iid). The variance is, explicitly,

Var(A) = 〈ψ|A2|ψ〉 −
(
〈ψ|A|ψ〉

)2
,

so the number of shots needed to attain a fixed accuracy ∆A depends both on the observable
A to be measured and the state |ψ〉 on which it is measured. For instance, if one is trying to
generate the ground state |Ψ0〉 of some Hamiltonian H , and wants to measure its energy 〈H〉,
then, because |Ψ0〉 is an eigenstate of H, the variance will vanish and only one shot will suffice.
This property, called variance reduction, is often exploited in (classical) variational Monte-Carlo
algorithms: as the algorithm converges to the ground state, a fixed number of samples (shots)
gives an increased accuracy.
However, not every observable Â can be measured on quantum computers. In fact, in most
technologies, only Pauli z matrices σ(k)

z , for k = 1, . . . , N , and tensor products thereof, can be
measured. This is represented by a meter symbol in quantum circuits (see the symbols at the
end of the first lines of Fig. 5(a) and (b)). Other Pauli expectation values can be computed by
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U

H H|0⟩

|ψ⟩

S

Pj

H H|0⟩

|Ψ0⟩

S

PiU

(a) (b)

Fig. 5: Hadamard test: (a) Computation of 〈ψ|U |ψ〉 by the Hadamard test circuit. The
S gate is used only to compute the imaginary part. (b) Application to the computation of
〈Ψ0|U †PiUPj|Ψ0〉 terms.

rotating the state to the right axis: for instance, to measure 〈σx〉 = 〈ψ|σx|ψ〉, one can apply a
Hadamard gate to get |ψ′〉 = UH|ψ〉 and then, using (32), measure 〈σx〉′ = 〈ψ′|σx|ψ′〉.
As for generic, multi-qubit observables Â, they can, as we saw earlier for the Hamiltonian,
always be decomposed as a weighted sum of products of Pauli matrices

Â =
M∑
i=1

λi Pi. (36)

One can thus in principle compute 〈A〉 by computing separately theM terms 〈Pi〉. For example,
to measure

〈
σ
(1)
x σ

(2)
z

〉
, one first applies a Hadamard gate on the first qubit, and then measures

the operator σ(1)
z ⊗σ(2)

z repeatedly.

We now turn to the problem at hand, namely computing 〈ψ|Ô|ψ〉 for a generic operator. A
generic strategy is to decompose Ô as a sum of unitaries, Ô =

∑
i λi Ûi (with λi ∈ C), and

compute 〈ψ|Ûi|ψ〉 separately. (Note that a Pauli decomposition like Eq. (36) is also a decom-
position as a linear combination of unitaries since Pauli matrices are unitary).

The circuit shown in Fig. 5(a), dubbed a Hadamard test, does the job of computing 〈ψ|Û |ψ〉
for a given unitary U : starting from a state |0〉⊗ |ψ〉, applying the first Hadamard gate yields(
|0〉+|1〉

)
/
√

2⊗ |ψ〉. Then, the controlled unitary yields
(
|0〉|ψ〉+|1〉U |ψ〉

)
/
√

2, and the final
Hadamard yields the final state |ψf〉 =

(
|0〉 (I+U) |ψ〉+ |1〉 (I−U) |ψ〉

)
/2. The meter symbol

stands for a σ(0)
z measurement. The probability of getting outcome 0 is given by Born’s rule

p(0) = 〈ψf | (|0〉〈0| ⊗ I) |ψf〉 =
∥∥(I+U)|ψ〉

∥∥2/4 =
(
1+ Re〈ψ|U |ψ〉

)
/2, so that

Re〈ψ|U |ψ〉 = 2p(0)− 1. (37)

If one adds an S gate to the circuit (dashed box in Fig. 5(a), whose matrix is US =
(

1 0
0 i

)
),

U changes to iU in the above computation, giving Im〈ψ|U |ψ〉 = 1−2p(0). Thus, provided the
ability to implement a controlled-U evolution, we can compute terms of the form 〈ψ|U |ψ〉, and
thus arbitrary values 〈ψ|Ô|ψ〉 via the linear combination of unitaries.

The last step we have to go through is how to express Ô = U †cσUc
†
σ as a linear combination of

unitaries. For this, we need to go from fermionic operators to qubit ones.
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3.1.5 Quantum computing for fermions

In the previous sections, we have learned to perform time evolutions of Hamiltonian operators
decomposed as a weighted sum of Pauli operators (Eq. (30)), and to measure quantities of the
form 〈ψ|Ô|ψ〉 given a decomposition of Ô as a weighted sum of unitaries. We now explain how
to obtain the precise form of these decompositions in the case where H is a fermionic operator
like the AIM, and Ô = U †cσUc

†
σ.

The task consists in finding a mapping between a Fock space with N fermionic orbitals, with a
Fock basis

{
|n1, . . . , nN〉 =

∏N
k=1

(
c†k

)nk
|0, . . . , 0〉, nk ∈ {0, 1}

}
, and a Hilbert space with N

qubits, with a basis {|b1〉 ⊗ |b2〉 ⊗ · · · ⊗ |bN〉, bk ∈ {0, 1}}.

The Jordan-Wigner mapping The simplest mapping (also called encoding) between these
two bases consists in defining, for all k = 1, . . . , N ,

bk = nk. (38)

It is called the Jordan-Wigner encoding. Having chosen this correspondence between states, we
want to find the qubit operator c̃† that acts on the |b1, . . . , bN〉 the same way as c† acts on the
|n1, . . . , nN〉, namely:

c†k|n1, . . . , 0, . . . , nN〉 = (−)
∑k−1
k′=1

nk′ |n1, . . . , 1, . . . , nN〉 (39)

c†k|n1, . . . , 1, . . . , nN〉 = 0

The operator that turns a two-level system |0〉 into |1〉 and vanishes on |1〉 is σ+ =
(

0 0
1 0

)
=(

σx−iσy
)
/2. To take into account the (−)

∑k−1
k′=1

nk′ factor, one needs to introduce σz operators
on qubits k′ < k, so that

c̃†k = σ(1)
z · · ·σ(k−1)

z σ
(k)
+ . (40)

For a spinful fermionic model, we further need to pick an ordering of the (i, σ) index. Two nat-
ural choices arise: either (1, ↑), (1, ↓), (2, ↑), (2, ↓), . . . or (1, ↑), (2, ↑), . . . , (1, ↓), (2, ↓), . . . .
These choices will yield equivalent, but different quantum circuits. Choosing the second order-
ing (the one that does not mix different spins), a c†iσcjσ term appearing in the kinetic term of the
Hubbard model will transform into

c̃†iσ c̃jσ = σ
(iσ)
+ σ(i+1,σ)

z · · ·σ(j−1,σ)
z σ

(jσ)
− (41)

while Hubbard interaction terms like ni↑ni↓ will transform into ñi↑ñi↓ =
(
I−σ(i↑)

z

)(
I−σ(i↓)

z

)
/4.

In other words, the Anderson Hamiltonian, with terms acting on at most 2 fermionic orbitals at
the same time, is turned into a spin Hamiltonian with terms acting on up to 2Nb orbitals due to
the strings of σz operators, called Jordan-Wigner strings, appearing in (41). Explicitly: mapping
the impurity orbital (c†σ) to spin index 1 and the k-th bath orbital (a†kσ) to spin index 1+k we
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obtain

H̃AIM =

(
U

4
− µ

2
+
∑
kσ

εk
2

)
I −

∑
kσ

εk
2
σ(1+k,σ)
z +

(
µ

2
− U

4

)∑
σ

σ(1,σ)
z +

U

4
σ(1,↑)
z σ(1,↓)

z

+
∑
kσ

Vk
4

((
σ(1σ)
x −iσ(1σ)

y

)
σ(2,σ)
z · · ·σ(k,σ)

z

(
σ(1+k,σ)
x +iσ(1+k,σ)

y

)
+ h.c.

)
(42)

We now have a Pauli decomposition of H̃AIM with a total of 2(Nb+1) 1-qubit terms (disregard-
ing the identity term), one two-qubit term stemming from the Hubbard interaction, and 8Nb

terms stemming from the hybridization term, with supports ranging from 2 to Nb+1.
Using this decomposition, we can apply the Trotterization method introduced above to construct
a quantum circuit that approximates e−iHAIMt. One Trotter step will consist in applying Rz(θ)

rotation gates to all qubits (with angles given by the prefactors in the terms of the first line of
expression (42)). As for the second line of (42), it gives rise to four subcircuits of the type
RPi(θ) that we described in subsection 3.1.3, with circuits of length up to O(Nb), and thus a
general scaling of Ng = O(Mt2s/ε) = O (N2

b t
2/ε) for the time evolution circuit.

Expression (40) also allows us to express Ôσ = U †cσUc
†
σ as a linear combination of unitaries:

replacing the creation and annihilation operators by (40), we obtain

4Ô↑ = U †
(
σ(1,↑)
x +iσ(1,↑)

y

)
U
(
σ(1,↑)
x −iσ(1,↑)

y

)
= U †σ(1,↑)

x Uσ(1,↑)
x − iU †σ(1,↑)

x Uσ(1,↑)
y + iU †σ(1,↑)

y Uσ(1,↑)
x + U †σ(1,↑)

y Uσ(1,↑)
y , (43)

which is in the requisite form.
We thus have achieved our goal. We note that in the single-impurity case that we have picked
as an example, we could have “linearized” the bath, namely transformed the current problem,
where the impurity is hybridized to every bath site (a so-called “star geometry”), to a problem
where the ↑ impurity site is hybridized only to one bath site (itself hybridized to a single other
bath site and so on and so forth), and likewise for the ↓ impurity site. This would have allowed
for a “chain geometry” where the Jordan-Wigner strings disappear, yielding a scaling of Ng =

O (Nbt
2/ε) gates for the time evolution circuit. However, in the Nc > 1 case, we can no longer

perform this trick.

Other encodings The Jordan-Wigner encoding is not the only possible fermion-to-spin map-
ping. While the Jordan-Wigner encoding stores all the information about the orbital occupation
in the states (see Eq. (38)) and the information about the parity in the operators (see the string
of σz operators in (40)), a mirror encoding called the parity encoding does the reverse. For
instance, in the parity encoding, bk =

∑k
k′=1 nk mod 2, namely the states store the parity in-

formation, and likewise a string of Pauli operators in the expression for the operators will store
the occupation. . . yielding, as for the Jordan-Wigner transformation, terms with a supportO(N)

(withN the number of fermionic orbitals) in the Pauli decomposition of the corresponding qubit
Hamiltonian. A more sophisticated encoding called the Bravyi-Kitaev encoding [16, 17] mixes
the occupation and parity information in a tree structure that allows one to obtain terms with
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(a)

coordinate

(b)

Fig. 6: Adiabatic quantum annealing method. (a) Quantum tunneling (green) vs. thermal hop-
ping (orange). (b) Time evolution of the instantaneous energy levels and definition of the mini-
mum gap.

O(log(N)) support. Let us also note that while the aforementioned encodings use a Hilbert
space of the same size as the fermionic Fock space, other encodings use larger Hilbert spaces
(and thus more qubits than fermionic modes) to obtain local qubit Hamiltonians (at the expense
of ancillary qubits) [18–20].

3.2 Quantum algorithms for Green functions

In the previous section, we introduced the main quantum computing building blocks to deal with
fermionic models. In this section, we use these building blocks to introduce several methods to
compute Green functions with gate-based quantum computers.

3.2.1 Ground state preparation: the example of the adiabatic method

The greater Green function G>(t) (see Eq. (23) for a definition) requires the preparation of the
ground state |Ψ0〉 (at zero temperature) or the Gibbs state ρ = e−βH/Z at finite temperature. In
this section we tackle only the zero-temperature case, although quantum algorithms have also
been developed for Gibbs state preparation, usually with the help of additional qubits.
A standard method to perform this state preparation is the adiabatic method. It consists of
initializing the qubit register in an easy-to-prepare state |Φ0〉 that should also be the ground
state of a Hamiltonian H0. This Hamiltonian, sometimes called the mixer Hamiltonian, must be
simple enough that its ground state |Φ0〉 is easy to prepare, and it must be such that it couples
the different (usually unknown) eigenstates of the Hamiltonian H whose ground state |Ψ0〉 we
want to prepare. One then slowly deforms H0 into H over a period of time tannealing, for instance

H(t) =
(
1−t/tannealing

)
H0 + t/tannealingH . (44)

In this time evolution, the role of H0 can be seen as allowing for tunneling events between local
minimal of the energy landscape of H, as pictorially represented in Fig. 6 (a). Over time, H0

is slowly turned off, hence the name “quantum annealing” given to this method, in analogy to
the classical (thermal) annealing method, which consists in slowly lowering the temperature.
The adiabatic theorem (see [21]) guarantees that for long enough annealing times the system
remains in the instantaneous ground state of H(t). More precisely,

tannealing � V/∆2
min, (45)
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with V a matrix element, and ∆min the minimum gap over time between the instantaneous
ground state of H(t) and the first excited state, as represented in Fig. 6 (b).
Thus, to prepare the ground state |Ψ0〉 using the quantum annealing method, we need to con-
struct a circuit that implements the time evolution H(t) for a long enough tannealing. The con-
struction of the quantum circuit to perform this time evolution uses the methods described in
subsection 3.1.3, for instance Trotterization. We note that a longer tannealing will generically lead
to a deeper state preparation circuit: the best Hamiltonian evolution methods (like qubitization)
achieve a linear scaling of the number of gates as a function of the evolution time. This scaling
is optimal owing to the so-called no-fast-forwarding theorem, which stipulates that time evolu-
tions of sparse Hamiltonians of duration t will require a number of gates at best linear in t [22].
As a consequence, an important practical question is the size ∆min, which itself depends on H0,
H and the shape of the interpolation between both. It is in general hard to compute, but we at
least know that ∆min ≥ ∆, with ∆ the gap of H . Therefore, trying to prepare the ground state
of a small-gap Hamiltonian (and for that matter a gapless one, like a metal) will take very long
circuits.
There exists heuristic alternatives around adiabatic quantum annealing that set out to find short-
cuts to adiabaticity (see [23] for a review). Variational methods like the ones we will introduce
below (see subsection 3.4) can be regarded as examples of such heuristics.

The complexity of ground state preparation On a more formal level, let us note that the
generation of the ground state of a many-body Hamiltonian is generally expected to be hard
(that is, exponential) even on quantum computers: it has been proven to be “QMA-complete”
for k≥ 2-local Hamiltonians [24] (and hence for the Hubbard model [25]). Here, k denotes the
maximal support of the terms appearing in, e.g., the Pauli decomposition of H, and QMA—
for quantum Merlin-Arthur—is a quantum analog of the NP class. Impurity problems may be
less difficult in terms of ground state preparation: they are in the QCMA (for quantum-classical
Merlin-Arthur) class [26], a class that stands between NP and QMA in terms of hardness. If they
are gapped, they become easy (efficiently solvable) both for classical and quantum computers
[26]. If not, recent work claims evidence that their ground state can be efficiently prepared by a
quantum computer, while remaining hard for classical computers [27]. This would provide an
a posteriori justification of quantum embedding methods like DMFT: using locality properties
of the interaction, they would help reduce an exponentially problem (the Hubbard model) to an
efficiently solvable problem (the impurity problem).

3.2.2 Time domain: Hadamard test

Once the ground state is prepared, the Hadamard test method to compute the greater Green
function G>(t) (Eq. (23)) is a straightforward application (first introduced by [28], and well
summarized in [29]) of the few methods we just introduced.
Using the decomposition (43) of U †cσUc†σ, we see that computing G>(t) amounts to summing
four contributions of the form 〈Ψ0|U †PiUPj|Ψ0〉, with Pi,j ∈

{
σ
(1↑)
x , σ

(1↑)
y

}
. Since U †PiUPj
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is itself unitary, we only have to use the Hadamard test depicted in Fig. 5, with a controlled-
U †PiUPj operation. A naive implementation of this operation would be a sequence of a con-
trolled Pj , controlled U, controlled Pi and then controlled U †. Yet, the precise structure of the
U †PiU allows for one simplification: the controls on the time evolution U and its inverse U †

can be removed. Let us show that we get the same outcome with and without controls: with
controls, if the ancilla qubit is in state |0〉 and the state register in state |ψ〉, we end up with
|0〉|ψ〉. If the ancilla is in state |1〉, we end up with |1〉U †PiU |ψ〉. Without controls, if the an-
cilla qubit is in state |0〉 and the state register in state |ψ〉, we end up with |0〉U †U |ψ〉 = |0〉|ψ〉.
If the ancilla is in state |1〉, we end up with |1〉U †PiU |ψ〉. QED.
The corresponding circuit can be further simplified by noticing that the U † operation has no
influence on the final measurement as it commutes with the remaining operations (that act only
on the ancilla qubit). It can thus be removed, which yields the circuit shown in Fig. 5(b): this
circuit makes it clear that computing the Green function amounts to first generating the ground
state |Ψ0〉, coupling it to an ancilla qubit (controlled-Pj operation), time evolving the system
(operation U ), and then coupling again to the ancilla (controlled-Pi operation) and measuring
the ancilla.
Let us end this subsection by estimating the scaling of the run time of the Hadamard test method
with respect to the precision ε achieved on the Green function. Since it requires an estimate
of p(0) (Eq. (37)), it is characterized by a 1/ε2 scaling: the statistical error on p(0) scales as
ε ∼ 1/

√
Nsamples, withNsamples the number of repetitions of the circuit to estimate the probability

of getting a 0 outcome. Therefore, the run time scales as Nsamples ∼ 1/ε2. This is typical
of classical Monte-Carlo methods, and is a direct consequence of the central limit theorem.
As we shall see in the next subsection, this scaling can be improved by resorting to quantum
interferences.

3.2.3 Frequency domain: quantum phase estimation

High-level description Another quantum algorithm allows one to compute the Green func-
tion directly in the frequency domain, and with a better accuracy scaling. Starting from Eq. (17),
and using

∫∞
0

dt eiωt = πδ(ω)+iP 1
ω

(P denotes the Cauchy principal value), we obtain

G>(ω) =
∑
α

(
−iπδ (ω − (Eα−E0)) + P

(
1

ω − (Eα−E0)

)) ∣∣〈Ψα|c†σ|Ψ0〉
∣∣2. (46)

The imaginary part of G>(ω) is therefore a distribution of peaks of weight
∣∣〈Ψα|c†σ|Ψ0〉

∣∣2 at
locations Eα−E0.
One of the most important quantum algorithms, quantum phase estimation (QPE, [30]), can be
applied to this problem, as first pointed out by [29]. Given a unitary operator U = eiHt and one
of its eigenvectors |Ψα〉with eigenvalue eiEαt, it returns, in a single repetition of the QPE circuit,
an m-bit estimate Êα of Eα (t is adjusted so that Eαt is normalized: resolving smaller energies
requires longer times). When starting from any state |Ψ〉 as an input, it returns a m-bit estimate
Êα of one of the eigenvalues Eα and projects the input state to |Ψα〉 with probability |〈Ψα|Ψ〉|2.
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(a) (b) (c)

Fig. 7: Phase estimation. Analogy between interferometry in optics (a) and quantum phase
estimation circuits (b), with m = 1 ancilla qubit (two slits, top) or m = 3 ancilla qubits (8
slits, bottom). Adapted from [31]. (c) Histogram of the bitstring probabilities p(j) = |ãj| for
φ = Eαt = 0.62 and a variable number m of ancilla qubits.

Therefore, several calls to QPE on an input state |Ψ〉 will return a histogram with peaks of
height |〈Ψα|Ψ〉|2 at location Êα. We thus see that applying QPE to the input state c†σ|Ψ0〉 and
with H = HAIM−E0 will directly yield an estimate of ImG>(ω) (and hence, via Kramers-
Kronig relations, of its real part).
In practice, however, c†σ|Ψ0〉 is not a properly normalized state because c†σ is not unitary. How-
ever, in a Jordan-Wigner encoding, assuming the impurity orbital is the first orbital in the orbital
order, c†σ+cσ maps to c̃†σ+c̃σ = σ

(1)
x , which is a bona fide unitary gate. Since the QPE circuit

contains gates that conserve the electron number, an input state c†σ|Ψ0〉+cσ|Ψ0〉will be projected
onto eigenstates |Ψα〉 of H with Ne+1 or Ne−1 electrons (where Ne is the number of electrons
in the ground state |Ψ0〉). To obtain the histogram of the greater Green function, we need to take
into account only those measurements that stem fromNe+1 states. To select them, we just need
to measure the number of electrons in the final state.

Circuit implementation We now turn to the implementation of QPE. QPE is essentially a
multi-slit Mach-Zehnder interferometry experiment [32]. It can be thought of as a Young slit
experiment, with a number of slits exponential in the number m of ancilla bits. Since interfer-
ence experiments yield an accuracy scaling inversely with the number of slits, this will give a
1/2m accuracy (Fig. 7(a)). Note that the m=1 circuit reduces to the Hadamard test circuit (or
two Young slits).
The construction of the phase estimation circuit is illustrated in Fig. 7(b). It consists in two
groups (registers) of qubits: the lower one, called the state register, for preparing a state |Ψ〉
close to an eigenstate state |Ψα〉, and the upper one for m ancilla qubits (m = 3 on Fig. 7(b),
lower circuit), that will be used to read a m-bit estimate of Eα.
If |Ψ〉 = |Ψα〉, the state after the wall of Hadamard gates and the controlled-U2k−1 (k= 1, . . . ,m)
gates is

|Ψtot〉 =
m⊗
k=1

(
|0〉+ eiEα2

k−1t|1〉√
2

)
⊗ |Ψα〉 =

1

2m/2

∑
b1,...bm

eiEαt
∑m
k=1 bk2

k−1|b〉 ⊗ |Ψα〉.
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Defining b =
∑m

k=1 bk 2k−1 (the integer representation of the binary string (b1, . . . , bm)), we
see that the state before the inverse Fourier transform is |Ψtot〉 =

∑
b ab(Eα)|b〉 ⊗ |Ψα〉, with

ab(Eα) = 1
2m/2

eiEαtb. We further note that ab+2π/(Eαt) = ab, if one assumes for the sake of
argument that 2π/(Eαt) is an integer. That is, the first part of the QPE circuit creates a state on
the ancilla register whose amplitudes are a periodic function of period 2π/(Eαt). The role of
the Fourier transform is to extract this period by producing the associated spectrum, which we
expect to be peaked at a frequency ∼ Eαt, from which we will extract the sought-after Eα.
Let us check this intuition by doing the math: the inverse quantum Fourier transform performs
the (inverse) discrete Fourier transform (DFT) of the amplitudes ab: it yields ket

∑
j ãj(Eα)|j〉

on the ancilla register, with

ãj(Eα) = DFT−1 [ab(Eα)] =
1√
2m

∑
b

ei2πbj/2
m

ab(Eα)

=
1

2m

2m−1∑
b=0

ei(2πj/2
m+Eαt)b =

1

2m
sin
((
j+Eαt

2m

2π

)
π
)

sin
((
j+Eαt

2m

2π

)
2mπ

) .
Defining φ = Eαt, this function is peaked at j = kφ with kφ = b2mφc, as shown in Fig. 7(c).
We can thus take as an estimate of the actual phase φ (and thus Eα):

φ̂ =
kφ
2m

(47)

with an error φ̂−φ = δφ/2m: we see that we are making an error δφ/2m on the actual phase φ:
QPE does yield an estimate of the phase (and hence Eα) to an m-bit precision, as advertised.

Resource estimation To conclude this subsection, let us evaluate the depth (number of gates)
of the QPE circuit, neglecting the state preparation: the dominant contribution is given by the
controlled-U2k operations (k= 0 to m−1). Each U2k operation (neglecting the controls, which
will result in an additional overhead) will at least require a depth of 2k as per the non-fast-
forwarding theorem (U2k = e−iH(2kt) so the evolution time is ∝ 2k), adding up to O(2m) gates.
The quantum Fourier transform requires O(m2) gates, which is negligible compared to the
controlled evolutions. Here, we did not specify the implementation of U itself, but we could
use Trotterization, which will introduce a dependence of the gate count on the number of terms
M and support of each term s as per Eq. (33), and achieve a t2 depth (at first order). Qubitization
will achieve a linear dependence in t, with additional dependence on the coefficients of the sum-
of-unitaries decomposition.
Let us emphasize that the O(2m) depth is not to be considered an exponential cost: it helps
achieve an error ε = O(1/2m) on the estimate, so that the run time of QPE scales as O(1/ε), a
scaling known as “Heisenberg scaling”. This scaling can be shown to be optimal. It is quadrat-
ically better than the 1/ε2 scaling of the Hadamard test method above, at the cost of a longer
circuit.
Let us finally point out that in both methods, the circuit depth (excluding state preparation)
scales polynomially with the system size, in contrast to the classical methods that all come with
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some sort of exponential scaling. As for the state preparation itself, it may require very long
circuits as discussed in subsection 3.2.1.
Alternative methods exist. [33] uses the resolvent form of the Green function, Eq. (18). Using
this form, we can transform the problem of computing the Green function to the solution of a
linear system of equationsAx = bwith b = c†σ|Ψ0〉 andA = E0−H+ω+iη (typical algorithms
for this task use QPE as a subroutine). The overlap with solution x = 1

E0−H+ω+iη
c†σ|Ψ0〉 can

then be computed with variations of the Hadamard test. Alternatively, [33] advocates the use of
other advanced methods to compute the matrix inverse appearing in the resolvent formula.

3.3 The exponential wall of decoherence: noisy quantum states and gates

The algorithms presented above in principle allows for a tractable (polynomial) computation of
the (greater) Green function in real time or frequency, provided the ground or Gibbs state can
be prepared. . . and provided we are working with a perfect, that is, decoherence-free, quantum
computer. Here, we discuss the impact of decoherence.

Decoherence: density matrix and quantum channels In subsection 3.1, we described per-
fect quantum computers. The physical implementations of quantum computers that have be-
come available in the recent years differ from this ideal model. Their main constraint is de-
coherence, a phenomenon that stems from the entanglement of the quantum computer with
the outside world, often called the environment. Denoting by |ψi〉 a basis of the quantum
computer’s Hilbert space and |χj〉 a basis of said environment, the total wavefunction reads
|Ψtot〉 =

∑
ij cij|ψi〉 ⊗ |χj〉. It is however impractical to work with such an object given the

size of the environment. All average observables on the quantum computer, of the form 〈O〉 =

〈Ψtot|Ô ⊗ I|Ψtot〉, can be computed from the so-called density matrix ρ = Trenv
(
|Ψtot〉〈Ψtot|

)
of

the quantum computer (here Trenv denotes the partial trace
∑

j〈χj| · · · |χj〉) through the formula

〈O〉 = Tr(ρ Ô), (48)

where the trace here is to be understood as the trace over the quantum computer’s Hilbert space.
Therefore, for all practical purposes, quantum states in the presence of decoherence will no
longer be described by a wavefunction |Ψ〉 but by a density matrix ρ, a unit trace and positive
definite matrix (as can be checked from its definition). Of course, the density matrix also cap-
tures so-called pure states (quantum states described by a single wavefunction |Ψ〉): in a pure
state has density matrix ρ = |Ψ〉〈Ψ |. Similarly, the time evolution of quantum states (which
we conveniently described with unitary gates) will no longer be described by a unitary operator
|Ψf〉 = U |Ψi〉. Instead we will consider linear, completely positive and trace-preserving (CPTP)
mappings E that act on the density matrix as

ρf = E(ρi) =
K∑
k=1

Ek ρiE
†
k, (49)

with
∑

k E
†
kEk = I . A noisy gate (also called a quantum channel or CPTP map) is thus com-

pletely characterized by K operators {Ek} known as Kraus operators. The trace preservation
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property ensures that the normalization of the state (Tr ρ = 1) is preserved, while complete
positivity means that applying the channel E on any subsystem (i.e applying E ⊗ I with I the
identity channel) keeps the total density matrix positive definite (applying a gate on, say, a sin-
gle qubit should keep the many-qubit quantum register physical). Note that when the Kraus
rank K is one, we revert to the unitary case as K†1K1 = I and ρf = K1|Ψi〉〈Ψi|K†1 = |Ψf〉〈Ψf |.

Standard error models Decoherence in quantum processors is usually described with a few
error metrics. An oft-used metric is the T1 relaxation time and the T2 dephasing time, which
are obtained through Rabi and Ramsey experiments, respectively. From T1, one can extract a
typical relaxation probability pAD(T1) that enters the quantum channel EAD, dubbed amplitude
damping, that corresponds to this noise process. It is characterized by the Kraus operators

K1 =

(
1 0

0
√

1−pAD

)
, K2 =

√
pAD σ−. (50)

This means that with probability pAD, the state relaxes from |1〉 to |0〉. Similarly, from T1
and T2 one can compute a so-called pure-dephasing time Tϕ =

(
1/T2−1/(2T1)

)−1, which in
turn determines a pure-dephasing probability pPD(Tϕ) that enters the pure-dephasing quantum
channel EPD. It is characterized by the Kraus operators

K1 =
√

1−pPD I, K2 =
√
pPD σz. (51)

This means that with probability pPD, a superposition state |0〉+|1〉 is dephased to |0〉−|1〉. A
similar channel, called the bit-flip channel (with σx to replace σz in K2), corresponds to bit-flip
errors.
Finally, let us introduce a widely used noise channel called the depolarizing channel that, con-
trary to the pure-dephasing and bit-flip channels, does not favor errors of one type (e.g. z or x)
over others. It is often defined (in the N -qubit case) as

ED(ρf) = (1−pD) ρf + pDI/2
N . (52)

Namely, with probability pD the state is changed into the so-called completely mixed state I/2N,
where all quantum information is erased. (One can easily show that this channel has four Kraus
operators proportional to I , σx, σy and σz, respectively, with the same coefficient in front of
the Pauli matrices, hence the claim that it does not favor one error type over the others). The
depolarizing channel is often used for lack of more precise information as to the type of errors.
For instance, when one knows only the error rate of a certain unitary gate U (g), one often models
it as the composition E (g) = ED ◦ E (g)perfect, with E (g)perfect(ρ) = U (g)ρU (g)†.
Let us end this section by examining the overall effect of noise on a quantum circuit with Ng

gates that we assume to be plagued by the same depolarizing noise ED. The final state can be
written as

ρf = E (Ng) ◦ E (Ng−1) ◦ · · · ◦ E (1)(ρi). (53)
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Using the simple compositional noise model we just used, we easily get the expression

ρf = (1−pD)Ng U |Ψi〉〈Ψi|U † +
(

1− (1−pD)Ng

)
I/2N ,

with U = U (Ng) · U (Ng−1) · · ·U (1) the perfect circuit. We can readily evaluate the so-called
fidelity of the noisy final state with the perfect final state |Ψf〉 = U |Ψi〉

F(ρf , |Ψf〉) = 〈Ψf |ρf |Ψf〉 = (1−pD)Ng +
(

1− (1−pD)Ng

)
1/2N ≈ (1−pD)Ng ≈ e−pDNg . (54)

The fidelity of the final state of a quantum circuit decays exponentially with the number of
gates Ng in this circuit. Conversely, this means that for a given error rate pD only circuits of
size Ng . 1/pD are viable.
Today’s error rates are between 1% and 0.01% for the limiting operations (two-qubit gates),
meaning only circuits that contain between 100 and 10,000 of these gates are viable. This,
in practice, places very severe constraints on the quantum circuits that can actually be run on
current and near-term processors. For instance, this rules out the quantum phase estimation
circuits we discussed in subsection 3.2.3. Even simple Trotterization is limited to very short
times and hence poor energy resolutions. In fact, it already severely limits the preparation of the
ground state needed for the Green function. In particular, the use of adiabatic state preparation
methods presented in subsection 3.2.1, which require long circuits due to the long annealing
times, is prohibited.
To address this issue, new algorithms have been developed in the past decade to reduce the
number of requisite gates. This is the topic of the next section.

3.4 Near-term algorithms. Variational quantum algorithms
for ground states and for time evolution.

Current and near-term quantum processors come with drastic limitations in terms of the number
of gates that can be executed before decoherence sets in. Starting in the mid-2010s, algorithms
have been designed for these “noisy, intermediate-scale quantum” (NISQ [34]) devices.

3.4.1 Ground state preparation: the variational quantum eigensolver

The most prominent example is the variational quantum eigensolver (VQE, [35], see [36] for
a review), which is used to prepare ground states of Hamiltonians and measure their energy.
Like DMRG above (paragraph 2.2.1), VQE is a variational method that sets out to minimize a
variational energy Eθ =

〈
Ψ(θ)|H|Ψ(θ)

〉
, with |Ψ(θ)

〉
a family of variational states (also called

“ansatz”). The specificity of VQE is that the variational states are generated on a quantum
processor by a unitary operation U(θ)

|Ψ(θ)〉 = U(θ)|Φinit〉,

where |Φinit〉 is usually state |0〉 ⊗ |0〉 · · · ⊗ |0〉, and U(θ) represents a quantum circuit with
parameters θ (that may be, for instance, the angles of rotation gates Rα(θ)). Then, the energy
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(a) (b)

Fig. 8: (a) Sketch of the variational quantum eigensolver (VQE) algorithm. (b) Illustration of
the barren plateau problem: the variance vanishes exponentially on average.

Eθ of this state is measured on the quantum computer. As explained in subsection 3.1.4, this
measurement can be done by achieving a Pauli decomposition of H (see Eq. (30)) and then
summing up each contribution:

Eθ =
M∑
i=1

λi〈Ψ(θ)|Pi|Ψ(θ)〉. (55)

Each expectation value 〈Ψ(θ)|Pi|Ψ(θ)〉 is then estimated by an empirical average overNs shots.
Based on the computed Eθ, a classical optimizer updates the parameters θ. This is summarized
in Fig. 8(a). VQE comes with three main challenges: decoherence, the measurement of Eθ, and
the variational optimization of the parameters.

Decoherence and the design of ansätze Decoherence, as we just saw, limits the size of the
circuit U(θ) that can be run in VQE. The main advantage of VQE is its flexibility in terms of the
ansatz: given a fixed gate budget, one is free to pick the ansatz that best fits the problem at hand.
Ansatz construction strategies fall into two main categories: hardware-efficient ansätze [37]
and physics-inspired ones. The former aims at achieving the most expressivity given the gates
available on the quantum processor. Typically, hardware-efficient ansätze feature a repetition
of the following pattern: a sequence of one qubit rotations applied to each qubit, followed
by the hardware’s native two-qubit gate (there is usually only one) applied to all qubits pairs
compatible with the connectivity of the qubits. The rotations introduce variational parameters,
while the two-qubit gates generate entanglement. In fact, this construction guarantees a fast
growth of entanglement—an important feature given the limited coherence time. However, it
does not take into account the specifics of the Hamiltonian at hand. This is what the latter
approach does.
For instance, the Hamiltonian variational ansatz (HVA, [38]) draws inspiration from the adia-
batic quantum annealing algorithm (subsection 3.2.1): based on the intuition that one should
start with the ground state |Φ0〉 of a simple Hamiltonian H0 and deform the latter to the Hamil-
tonian at hand H , it uses a Trotterized form of the time evolution

|Ψ(tannealing)〉 = U(tannealing)|Φ0〉 =
M∏
k=1

e−i(1−tk/tannealing)H0tke−itk/tannealingHtk |Φ0〉
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(for tk = ktannealing/M ) as an inspiration for the following variational form

|Ψ(θ)〉 =
M∏
k=1

e−iθ2kH0e−iθ2k+1H |Φ0〉 (56)

with 2M parameters θ. (Then the operators e−iθ2kH0 and e−iθ2k+1H can be translated to quantum
circuits using the Trotterization tools we introduced in subsection 3.1.3). In the limit of large
M , the assignment θ2k = (1 − tk/tannealing)tk and θ2k+1 = t2k/tannealing of the parameters guar-
antees a convergence to the ground state. However, the premise of HVA is that the variational
optimization of θ can lead to a good enough approximation of the ground state in a much shorter
time (that is, compatible with the coherence time). . . providing a sort of shortcut to adiabaticity.
Typically, in the context of the AIM (Eq. (10)), a natural choice of the simple Hamiltonian is
H0 = Un↑n↓ − µ

∑
σ c
†
σcσ +

∑
kσ εk a

†
kσakσ because its ground state, after a Jordan-Wigner

encoding, is a computational basis state that can be prepared with σx gates only. Then, one can
replace H with H ′ =

∑
kσ Vk

(
a†kσcσ + h.c.

)
.

Other approaches are targeted more specifically at fermionic states: for instance, the low-depth
circuit ansatz (LDCA, [39]) proposes to intercalate so-called Gaussian gates (which generate
only Gaussian states, namely states generated by Hamiltonians quadratic in the c and c† opera-
tors) with non-Gaussian gates (corresponding to quartic terms or beyond).
Once the ansatz is picked, other optimizations to reduce the circuit depth and thus counter
decoherence is the choice of the orbital basis in which the states are expressed. For instance,
while a Fock state

∏N
k=1

(
c†k
)nk |0, . . . , 0〉 expressed in the Fock basis can be generated, upon

Jordan-Wigner encoding, simply by applying σx gates to the qubits with occupations nk = 1,
if the same state is expressed in any other basis, longer circuits (possibly including entangling
gates) will be necessary. For a generic state |Ψ〉, the choice of the natural-orbital basis (that
diagonalizes the one-particle reduced density matrix Dij = 〈Ψ |c†icj|Ψ〉) is supposed to yield the
most compact representation of the state and should therefore require shorter quantum circuits
[40–42].
Finally, one can also build the ansatz iteratively instead of starting from a fixed ansatz: this is
what the ADAPT-VQE method ( [43, 44]) does. At each step, it picks from a pool of gates the
gate that maximizes the gradient of the energy with respect to the gate’s parameter, therefore
ensuring the fastest convergence to the minimum.
A major mostly uncharted territory is the design of ansätze specific to the nature of the AIM
(beyond what the HVA does). In particular, the fact that the bath is non-interacting, which
allows for drastic simplifications in action-based impurity solvers (subsection 2.2.2), has not
been exploited so far.

The measurement problem VQE resorts to a classical summation of individual samples to
compute the variational energy Eθ (Eq. (55)). This means that the statistical error will scale as
ε = O(1/

√
Ns), with Ns the number of samples (shots). As explained before, this scaling of

1/ε2 of the run time is much less favorable than the 1/ε scaling of quantum phase estimation.
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The prefactor of this scaling can be mitigated by many methods. One can, for instance, group
terms that commute with one another: they can be measured without regenerating the state.
One can also allocate the total shot budget based on the importance of each term in the Pauli
decomposition: larger coefficients |λi| in Eq. (55) should receive more shots. The optimal shot
allocation can be worked out [45] (and see [46] for an adaptive shot allocation strategy), leading
to a standard error on the mean that satisfies the upper bound:

∆Eθ ≤
∑M

i=1 |λi|√
Ns

. (57)

The numerator of the upper bound is referred to as the one-norm H. Proposals have been made
to minimize it by orbital rotations [47].
Another method called classical shadows [48] is based on the realization that measuring Eθ
by measuring each Pi (or group thereof) individually on the final state |Ψ(θ)〉 (or ρθ in the
general case where it is afflicted by noise) is a poor reuse of the information in ρθ. Classical
shadows thus first produce an estimate (called classical shadow) ρ̂θ of ρθ by appending gates
drawn randomly for smartly chosen groups of unitaries to the circuit and then measuring along
the σz axis. . . and then return estimates 〈P̂i〉 = Tr(ρ̂θPi) to compute the energy Eθ. By so
doing, the statistical error is still behaving as 1/

√
Ns(as per the central limit theorem), but the

numerator can be mitigated (achieving, in some cases, a log(M) scaling, with M the number
of Pauli terms). Adaptations to fermionic settings have appeared recently, albeit not in a VQE
context [49].

The optimization problem Supposing the ansatz is short enough to beat decoherence, and
the energy E(θ) can be measured to enough statistical accuracy, the VQE practitioner is still
facing the problem of finding the minimum of Eθ. The difficulty of this optimization task has
been a major focus of recent years.
On the practical side, methods have been developed to measure the gradients required in gradient-
based minimization methods, like the gradient descent method, which updates parameters through

θi+1 = θi − α∇θE(θi), (58)

with a learning rate α and [∇θE(θ)]k = ∂E(θ)
∂θk

= ∂
∂θk
〈Ψθ|H|Ψθ〉. It turns out that if the paramet-

ric gates used in the ansatz are of the form Uk(θk) = e−iθk/2Pk , with P 2
k = I , then the following

identity (called “parameter shift rule”) can be easily derived

∂E(θ)

∂θk
=

1

2

(
E(θk+π/2)− E(θk−π/2)

)
, (59)

where E(θk+α) is shorthand for E(θ1, . . . , θk+α, . . . , θL). Estimating gradients is therefore
relatively straightforward. It however requires a number of evaluations proportional to the
number L of parameters, a major overhead compared to the O(1) cost of computing gradients
in classical deep neural networks using the backpropagation algorithm [50]. Other machine-
learning-inspired methods like natural gradients can also be implemented [51], albeit at a much
larger cost since the required quantum geometric tensor necessitates O(L2) energy evaluations.
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On the more formal side, the potential landscape E(θ) (and more specifically its variance) has
been studied for some classes of variational circuits U(θ) and observables H. The empirically
observed vanishing of gradients in large regions of the variational space, dubbed “barren plateau
problem” [52] is now understood as a curse of dimensionality issue [53, 54]: the larger the di-
mension of the effective space explored by the variational search, the more concentrated E(θ)

around its mean and therefore the smaller the gradients (on average, as illustrated in Fig. 8(b)).
This issue is particularly pressing for the hardware-efficient parametrized circuits we introduced
above: if they are deep enough, the ensemble of unitaries U(θ) is very close to the group of
Haar random matrices and the variance

〈(
E(θ)−〈E(θ)〉

)2〉 over the parameter landscape van-
ishes exponentially with the number N of qubits. In other words, the more expressive, the less
trainable parametrized circuits become. On the other hand, physics-inspired ansätze, which
usually come with more structure, could suffer less from this issue. Note also that the existence
of barren plateaux is an average phenomenon: on average, energies are (exponentially) close to
their mean. However, non-zero gradient portions of the parameter space exist (see circled region
in 8(b)). The challenge lies in finding them. In particular, finding a good starting point θ0 for
the optimization appears crucial. There again, physics-informed choices (by, e.g., perturbation
theory or classical pretraining of the variational ansatz) could play a crucial role. Adaptive tech-
niques like the aforementioned ADAPT-VQE methods, or other ways of solving the eigenvalue
problem (see e.g [55]) could also mitigate this issue.

3.4.2 Time evolution: variational circuits for time evolution.

The Trotter circuits described in a previous section are often too long compared to the available
number of gates given the coherence time. Methods, like “variational quantum simulation” [56],
have been designed to train variational circuits to perform a given time evolution. They are a
simple adaptation of the variational principle used in VQE to the time-dependent case: given
a variational state |Ψ(θ(t))〉 = U(θ(t))|Ψinit〉 (|Ψinit〉 = c†|Ψ0〉 for the greater Green function),
one can use the McLachlan variational principle

min δ

∥∥∥∥( d

dt
+ iH

)
|Ψ(θ(t))〉

∥∥∥∥
to write a differential equation for the parameters θ(t)

∑
j

Mij θ̇j = Vi

with Mi,j = Re
(
∂〈Ψ(θ(t))|

∂θi

∂|Ψ(θ(t))〉
∂θj

)
and Vi = Im

(
〈Ψ(θ(t))|H ∂|Ψ(θ(t))〉

∂θi

)
. Both quantities can

be evaluated with dedicated quantum circuits similar to the Hadamard test [57, 58]. Interest-
ingly, the aforementioned natural gradient approach can be obtained by invoking the McLachlan
principle with imaginary times.
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3.4.3 Reducing the effect of imperfections: error mitigation.

All the methods above aim at creating shorter circuits, but still suffer from decoherence. A
variety of techniques known as error mitigation has been developed over the years to counter the
exponential decay of fidelity (Eq. (54)). They generically trade a systematic bias generated by
decoherence for an increased classical cost—that essentially helps recover the lost information.
A representative example of this tradeoff is probabilistic error cancellation [59, 60]. To sup-
press the bias in energy in a noisy VQE, caused by the deviation between the noisy energy
Enoisy = Tr(ρfH), with ρf given by Eq. (53), and the perfect energy Eperfect = 〈Ψf |H|Ψf〉,
one decomposes the “perfect” channels E (k)perfect(ρ) as a linear combination of the actual (noisy)
channels E (k)(ρ) that are realized in the experiment

E (k)perfect =
∑
l

q
(k)
l El, (60)

with the underlying assumption that these noisy channels form an independent family, and the∑
l q

(k)
l = 1 to preserve the trace-preserving character (but the q(k)l may be negative). The

perfect energy can thus be decomposed as a very large sum, which is sampled through Monte-
Carlo

Eperfect =
∑
l1...lNg

q
(1)
l1
· · · q(Ng)

lNg
Tr
(
HElNg

◦ ElNg−1
◦ · · · El1(ρi)

)
= Γ

∑
l1...lNg

p
(1)
l1
· · · p(Ng)

lNg
s(l1, . . . lNg) Tr

(
HElNg

◦ ElNg−1
◦ · · · El1(ρi)

)
(61)

≈ Γ

Ns

Ns∑
i=1

s(l
(i)
1 , . . . l

(i)
Ng

) Tr
(
HE

l
(i)
Ng

◦ E
l
(i)
Ng−1
◦ · · · E

l
(i)
1

(ρi)
)
. (62)

Here, the probabilities p(k)l = q
(k)
l /

∑
l′ q

(k)
l′ are introduced to deal with the possible negativity

of the q(k)l , Γ =
∏Ng

k=1

∑
l′

∣∣q(k)l′

∣∣ and s(l1, . . . lNg) =
∏Ng

k=1 sign(q
(k)
lk

). The advantage of the
summand of Eq. (62) is that it can be estimated with the noisy computer at hand by running a
circuit with (noisy) gates E

l
(i)
1
, . . . , E

l
(i)
Ng

and measuring H at the end, resulting in an unbiased

estimate ofEperfect! The price to pay is, however, twofold: one needs to know precisely the noise
models of the hardware to be able to perform the decomposition of Eq. (60), which requires
quite expensive process tomography experiments. More fundamentally, the estimator comes
with a statistical uncertainty that scales with the Γ factor, which can be rewritten as Γ =∏Ng

k=1 (1+2ηk), with the so-called “negativity” ηk =
∑

l,ql<0 q
(k)
l . To get an intuition how it

scales, let us suppose that all gates have the same negativity η. Then

Γ ≈ e2ηNg . (63)

In other words, to get a fixed statistical error bar ε ∝ Γ/
√
Ns, one needs to scale the number Ns

of samples as Γ 2 = e4ηNg , namely exponentially with the number of gates! This essentially tells
us that to fight against the exponential loss in fidelity (Eq. (54)), we need to pay an exponential
price. In practice, this exponential can be manageable provided the negativity is not too large.
The better the hardware, the closer η to unity, the lower the sampling overhead.
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4 Conclusion: state of the art, challenges and ways ahead

The tools we just introduced have been used in the past 10 years to solve the impurity model of
DMFT with the help of quantum processors. Table 1 summarizes the various attempts. After the
original proposal by [61] and [62], most works [63–66,68,71,73] focused on the simplest DMFT
scheme, namely two-site DMFT [76], which consists in limiting the bath to only one bath site,
requiring only 4 qubits. Most works used VQE in combination with the Hadamard test circuit
we introduced before, with various ansätze and methods to optimize the time evolution needed
in the Hadamard test. The Hadamard test method is replaced by a Lanczos-type algorithm
in [69, 75] that builds the Krylov states using a variational ansatz |χn〉 = U(θn)|Φinit〉.
Driven by the optimization issues of variational methods, quantum subspace expansions are
also proposed, in an impurity model context, by [70]: the Krylov bases (whether for the ground
state or for the Green function, see paragraph 2.2.1) are constructed not in the full Hilbert space
but in a reduced subspace built with states obtained by Trotter iterations: |ψk〉 = U(δt)k|Φinit〉,
with U(δt) = e−iHAIMδt. The conjecture of the method is that Trotter iterates will yield a good
enough subspace of the full Hilbert space to perform the Lanczos method in. The first (ground
state) Lanczos iteration can also be replaced by a purely classical method, as advocated in [72]:
there, DMRG is used to compute the ground state in the matrix product state form. The MPS is
converted to a quantum circuit and then Trotter iterates |ψk〉 are generated on top of this state.
The above quantum Krylov variants require the computation of various matrix elements of the
Trotter iterates |ψk〉, which incurs the aforementioned 1/ε2 overhead. [77] proposes a way to
avoid this overhead by simply sampling bitstrings si,k from the |ψk〉’s and building the classical
representation of H in the subspace corresponding to these bitstrings. [77] then classically finds
the ground state energy by diagonalizing the restriction of H to this subspace for systems of up
to 41 bath sites (but does not compute the Green function).
[63] looks at a nonequilibrium setting, which requires extending the formalism we introduced

to Keldysh Green functions.
Alternative embedding techniques—which can be regarded as low-energy approximations of
DMFT [6]—have been used, motivated by the fact that these techniques require an impurity
problem with fewer bath sites (Nb = Nc), and require not the full time-dependent Green func-
tion, but only the one-particle reduced density matrix (essentially the t=0 Green function). This
includes rotationally-invariant slave bosons (aka Gutzwiller [67,40]) and density-matrix embed-
ding theory [78–80]. Finally, simpler slave-particle methods like Z2 slave spins were used to
reduce the Hubbard model to even simpler (namely spin-based, as opposed to fermionic) effec-
tive models [81].
The current state of affairs is that the small sizes considered in the aforementioned publications
are not yet large enough (except perhaps for [72, 77]) that ground state preparation issues with
VQE (like barren plateaux) become severe, so that whether a variational preparation of low-
energy states of the AIM with quantum methods can succeed is still an open question. As
for the time evolution needed to compute the Green function, the decoherence rates of current
processors have so far prevented one from reaching numbers of bath sites competitive with
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Ref. Nc Nb State
preparation

Green function
method

Noisy
emul.

Physical
implem.

Remark

[62] any any Adiabatic
state

preparation

Hadamard test No No Generic proposal.

[61] 1 10 N-A Hadamard
(Trotter)

Yes Ions (th) Nonequilibrium:
kinetic ramp

[63] 1 1 Exact Hadamard with
Trotter

Yes SC (th) Study of noise in
bath.

[64] 1 1 VQE (HEA) Lehmann
(excited-VQE )

No SC + Ions
(exp)

No
self-consistency

[65] 1 1 Exact and
VQE

Hadamard
(Trotter)

Yes No Variational
compression.

[66] 1 1 VQE
(adhoc)

Hadamard
(Trotter)

No SC (exp)

[67] 1 1 VQE (UCC) N/A No SC (exp) Periodic Anderson
model. Parity

mapping
[68] 1 1 VQE

(adhoc)
Hadamard

(fast-forwarding)
No SC (exp)

[40] 2 2 VQE
(adhoc)

N/A Yes No RISB.

[69] 1 3 VQE (HEA) Krylov
variational
algorithm

No No QSGW+DMFT
La2CuO4

[70] 1 7 Quantum
subspace
expansion

Quantum
subspace
expansion

No No

[71] 1 1 VQE
(symmetric

HEA)

Lehmann
(excited-VQE)

Yes SC (exp)

[72] 3 17 Matrix
product
states

Quantum
subspace
expansion

No No SrVO3, chain
geometry.

[73] 1 1 VQE ( [66]) Hadamard
(Trotter)

No No

[74] 1 6 VQE (HEA,
classical
optim.)

Lehmann
(qEOM)

No SC (exp) Ca2CuO2Cl2,
chain geometry

[75] 1 6 VQE (sym.-
preserving

ansatz)

Krylov
variational
algorithm

No No

Table 1: Summary of early implementations of impurity solvers with quantum computers, sorted
in chronological order. Nc: number of impurities. Nb: (maximum) number of bath sites. SC
stands for superconducting qubits. All DMFT computations except those on materials are done
on the Bethe lattice. The encoding is always Jordan-Wigner, unless otherwise stated.
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the best classical methods: larger bath sizes mean that larger evolution times, and thus larger
circuits, are needed, at least with the Hamiltonian representation of the impurity model we
worked with so far.
The bath size of a Hamiltonian-based representation of the AIM of DMFT will likely remain a
major issue. Large bath sizes (many Dirac delta peaks, as in (12)) are needed to represent the
spectral features of the hybridization function, and these in turn entail large numbers of qubits,
and thus large circuits. From a nonequilibrium perspective, one can also argue that reaching
long times requires large baths to avoid finite-size effects. In principle, the fact that the bath is
noninteracting could be exploited to simplify circuits or perhaps reduce the number of qubits,
but this has not been attempted yet, to the best of our knowledge—other than switching from
DMFT to simpler embedding techniques like RISB and DMET, which can be seen as well-
defined prescriptions for truncating the bath, albeit with access only to one-particle reduced
density matrices (as opposed to frequency-dependent Green functions).
An alternative, promising route is to use another representation of the impurity model. For
instance, open-system representations of the impurity model have been proposed [82–84] that
use a dissipative bath instead of a noninteracting closed bath: each bath site can exchange
electrons with an environment. The rate of dissipationΛ (as well as the usual other hybridization
parameters) can be fixed by matching the hybridization function not with a sum of Dirac peaks
(Eq. (12)) but of Lorentzians of width Λ

∆R(ω) =
∑
k

V 2
k

ω + iΛ− εk
. (64)

On a classical processor, this allows to use fewer peaks to fit the same hybridization function
(with many possible sophistications of the open-system representation [85]), and then, using a
master equation-based solver, compute the corresponding Green function. Alternatively, one
could use a noisy quantum processor to perform the corresponding dissipative time evolution
[86]. This way, the natural decoherence of the processor could, at least partly, be used to mimic
the physics of impurity electrons in solids.
This open-system representation may also solve a deeper issue of quantum algorithms for impu-
rity models, namely the preparation of a ground (or low-energy) state. Working with dissipative
models changes the perspective to preparing the steady state of an open quantum system. . . In
such a context, more noise could help reach this steady state faster.
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